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CVYBER INCIDENT DAMAGE ASSESSMENT FOR PUBLIC DIGITAL SYSTEMS AND CRITICAL
INFRASTRUCTURE

Abstract: Cyber incident damage estimates can change materially when overlapping
costs, normative coefficients and classification thresholds are combined without a common
measurement boundary. This study integrates a comparative narrative review of 52 sources
with formal accounting and sensitivity analysis for public digital services and critical
infrastructure. An observation-to-loss model identifies the exact inflation caused by repeated
items. A monotonicity criterion determines when a financial category is stable over a
declared uncertainty set, while operational and safety escalation remain separate. The
analytical conditions and reproducible calculations are applied to two demonstrations from
unpublished national drafts and to a controlled two-sector propagation model. In the original
portal case, the reputation convention accounts for 90.96% of the total and has elasticity
0.90956; the critical financial threshold is reached at 42.905% of its original magnitude.
Removing the convention changes financial severity from critical to moderate without
necessarily changing operational escalation. Exact scenario bounds are 20.8265-34.109
million KZT for the revised wider portal account and 67.912-83.720 million for the mine
account. In the propagation model, a cap tying downstream loss to primary loss understates
the total by 20% at coefficient 0.60 and 60% at 0.80. A thirteen-case reported-loss table is
strongly concentrated and is used descriptively rather than for calibration. The contribution
is a set of testable consistency and robustness conditions; independently verified incident-
based validation remains necessary.

Keywords: cyber incident damage; loss estimation; public digital services; critical
infrastructure; double counting; uncertainty; cascading effects; severity assessment
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Ouenka yniep6a ot KUOEPUMHIIUIEHTOB B FOCY1apCTBEHHbIX HN(POBBIX CHCTEMAX U
KpUTH4YeCcKOH HHpacTpyKType

AnHoTanus: OueHkH yuepda oT KHOSPUHIIMICHTOB CYIIECTBEHHO MEHSIOTCS MpU
O00BETMHEHUN TEPECEKAIONINXCSl 3aTpaT, HOPMATHUBHBIX KO3()(DUIMEHTOB U TOPOroB
KJaccuukanuu 0e3 eqUHbIX TpaHull u3MepeHus. B pabore cpaBHUTENbHBIN HAPPATUBHBII
0030p 52 MCTOYHUKOB AONOJIHEH (POPMATIHHBIM aHATU30M Y4ETA U YyBCTBUTEIBHOCTHU IS
rOCy/IapCTBEHHBIX HU(PPOBBIX YCIYr M KpUTHYECKOW HHGPacTpyKTypbl. Mojenb CBS3U
UCXOJHBIX IOTEPh C OTYETHBIMM BEIMYMHAMU OIPENESeT TOYHOE 3aBBbIIICHUE H3-32
noBTOpHOro yuéra. Ha ocHOBe MOHOTOHHOCTH C(OPMYIUPOBAHO YCIOBHE YCTOMYUBOCTH
(buHAHCOBOW KaTeropuu MpU 3aJaHHOW HEONpeAeNEHHOCTH; ONEpPAlMOHHAS TSAKECTh U
0€30MacHOCTh PaCCMAaTPUBAIOTCS OTAENIbHO. AHAIUTUYECKUE YCIIOBUS U BOCIIPOM3BOANMBIE
pacuéThl MPUMEHEHBI K ABYM JIEMOHCTPAIIMOHHBIM IIPUMEpaM U3 MPOEKTOB HAIIMOHAIBHOMN
METOJIMKHA W YCIOBHOH JIBYXCEKTOPHOH MOJEIH paclpoCTpaHeHUs yiiepOa. B mcxomHom
MOPTAIbHOM NPUMEPE penyTalroHHas cocTapistomas onpenenser 90,96% cymmbl 1 umeeT
anactuaHOCTh 0,90956; kputndeckuid puHAHCOBBINA mOpor nocturaercs npu 42,905% eé
UCXOJHOW BENWYHMHBI. VICKITIOUEHHE COCTaBISIONICH CHM)XKAeT (PMHAHCOBYIO KaTETOPHUIO C
KPUTHYECKOW JI0 CpeAHeH, He 00s3aTeIbHO M3MEHSSl ONEpalMOHHBIM YpOBEHb. TOYHBIC
ClieHapHbIe TpaHuIlbl cocTaBisAOT 20,8265-34,109 MuH TeHre il paclIMPEHHOU OLICHKU
nopranpHOro ciydas u 67,912—-83,720 mnH mna maxtHoro. OrpaHuueHre KacKaTHbIX
MOTEePh BETUYMHON MEPBUYHOTO yiiepOa 3aHMKaeT UTOr ycloBHOW mozenu Ha 20% mpu
kodp¢uimente 0,60 nu Ha 60% mpu 0,80. Tabmuia TpUHAIIATH 3asSBICHHBIX TOTEPh
UCTIONB3YETCS ISl OMMCATeNbHOTO aHaiu3a, a He KanuOpoBku. PesynapTar paboTel —
IIPOBEpsiEMbIE€ YCJIOBUSI COTJIACOBAHHOCTH DPACYETOB M YCTOMYMBOCTU KiacCH(PHUKAIUY;
HeoOXxouMa He3aBUCHMasl MPOBEpKa Ha MEPBUYHBIX MaTepHajgax HHIUACHTOB.

KiaioueBble ciaoBa: ymep0 oOT  KHOCPHUHIIMACHTOB,  OIICHKAa  IOTEPb;
rocy/apcTBeHHbIe IUGPOBBIE YCIYTH; KpUTHYecKas WHPPACTPYKTypa; IBONHHON YyuérT;
HeonpeAeNnEéHHOCTh; KackaaHble 3()(eKThI; OIIeHKa TSHXKECTH MOCIeICTBUN
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MemuiekeTTik HMQPJBIK Kyiiejep MeH aca MAHbI3Abl HHPPAKYPbLILIMIAFbI
KHOepUHUMAEHTTEPAeH KeJeTiH 3aJaJabl 0araJiay

Angatna: KuOepuHUMACHT 3alaiblHbIH Oarachkl KaWTallaHAThIH LIBIFBIHIAD,
HOPMAaTHUBTIK KO3()(OUIIMEHTTEP KOHE JKIKTEY IIEKTepi OipbIHFall eJliey MeKapalapbIHChI3
OipikTipiarenae eneyni e3repesi. XXymbicta 52 IepeKKo3aiH CabICThIPMaIbl HAPPATUBTIK
HI0JTYbI MEMJICKETTIK HUMPIIBIK KBI3METTEP MEH aca MaHbI3Ibl HHPPAKYPHUIHIM YIIIIH €CETKE
ally MEH Ce3IMTAIIBIKTBIH (QopMaliapl TalAaybIMEH TOJBIKTBIPbUIFaH. bacTamnkel
HIBIFBIHAAP/Bl €CENTIK IIaMaJapMeH OalJIaHBICTHIPATHIH MOJETh KalTalan ecenTeyicH
TYBIHAAUTBIH HAKThl apThIK COMAaHbI aHBIKTaWbl. MOHOTOHABUIBIK HETri3iHIe OepiireH
Oenrici3aik KarJailblHIa KapKbUIBIK CAHATTBIH TYPAKTBUIBIK IIAPTHl TYXKBIPHIM/IAA]IBI;
OTICpAIUSUTBIK CallIap MEH KayilCi3diK 0eJieK KapacThIPhUIaAbl. AHATHTHKAIBIK [apTTap
JKOHE KalTa INBIFapbhUIaTBIH  €CenTep YITTBIK oJicTeMe KoOalapbhlHIOaFbl €Kl
JIEMOHCTPAIMSUIBIK MBICAJIFA JKOHE MIAPTTHI €Ki CEKTOPIIBI Tapay MOJACIiHE KOJIIaHbUIA b
bacrankel mopran MpicaiabiHaa OeaeNIiK Kypamaac sxaimbl coManbliH 90,96%-bIH Kypaiibl,
oHbIH uKemainiri 0,90956; KpUTHKAIBIK Kap>KbUIBIK IIEK OCHI KYPaMIAacThIH OaCTarKbl
mamacelHblH  42,905%-b1Haa opbiHAanansl. OHBL alblll TAacTay KapKbUIBIK CAHATThI
KPUTHUKAJIBIKTAH OpTallaFa TOMEHJIETel, OipaK omepaunusuIblK JEHreiai MIHASTTI Typae
esreprreiai. [lopTanabiy KEHEHTIIreH OaFrachIHBIH HAKThI ClICHApUiAIiK mekTepi 20,8265—
34,109 muiH TeHre, maxTa OarachIHBIH IHekTepi 67,912—-83,720 muH TeHre. KackaaThik
HIBIFBIHAAPABl  OacTamKbl 3ajaiIMEH IIEKTeYy MIAPTThl MOJENb/IH JKAJIMbl COMAChIH
kodppurment 0,60 6onranga 20%-ra, an 0,80 6onranna 60%-ra kemiteni. MoxiMaenTeH OH
YIII IIBIFBIH KeCTEC1 KauOpieyre eMec, CUmaTTaMaiblK TalgayFa Konaaneuiaasl. HoTmke —
ecenTeyiepAiH COMKECTIr MEH KIKTEyJIH TYPaKThUIBIFBIH TEKCEpy IIapTTapbl; OJapibl
WHIUJIEHTTEPA1H 0acTankel MaTepuaIaapbl HET131H/E TOYEICI3 TEKCEPY KaKeT.

Tyiiin ce3aep: KHOCPUHIIUIECHTTEPACH KEJIETIH 3ayiall; IIBIFBIHAAPILI Oaraiay;
MEMJIEKETTIK HUQPIBIK KbI3METTEP; aca MaHbI3[bl MHPPAKYPHUIBIM; KOCAapJaHFaH €cell;
Oenrici3lliK; KaCKaATBIK ocepliep; callap/blH aybIpJIbIFbIH OaFanay

1 Introduction

Cybersecurity incidents can generate expenditure for the affected organisation,
disrupt dependent services and impose costs on people who are not parties to the original
system. An assessment intended to support recovery funding, regulatory reporting or
national statistics must therefore specify whose loss is measured, over what period and on
what evidence. IBM reports an average data breach cost of USD 4.99 million for its 2026
study [1]. This benchmark describes the surveyed population; it is not a valuation rule for a
particular public digital service or industrial installation.

The distinction matters because cyber risk quantification and incident damage
assessment answer different questions. Risk analysis estimates the distribution of possible
future loss, whereas incident assessment reconstructs the consequences of an event that has
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occurred. Both may use monetary models, but only the former necessarily includes event
frequency. Woods and Bohme [2] emphasise the importance of causal interpretation in
empirical cyber risk research. Cremer et al. [3] identify limitations in accessible loss datasets,
while event-level studies demonstrate substantial variation in reported costs [4], [5]. These
findings support transparent assumptions and uncertainty reporting rather than the direct
transfer of a global mean to a national setting.

The relevant literature comprises several complementary traditions. Investment
models relate security expenditure to expected loss reduction [6], [7]. ISO/IEC 27005 and
NIST SP 800-30 establish risk assessment processes [8], [9]. Open FAIR provides a
taxonomy for analysing loss frequency and magnitude [10]. NIS2 and DORA establish
criteria for regulatory significance [11], [12]. Business continuity, operational technology
safety and infrastructure interdependency research address consequences that extend beyond
information assets. Composite indicator methods offer a way to summarise heterogeneous
impacts, subject to explicit assumptions about scaling and weights [13]. Their outputs cannot
be compared without first aligning the object of measurement.

For government systems, the central difficulty is not that existing methods are
inapplicable to non-commercial organisations. Response expenditure, replacement costs and
productivity losses can be estimated without sales revenue. The harder problem is separating
these costs from interrupted public service, loss of strategic autonomy, safety consequences
and effects on other sectors. A budget allocation is not automatically a loss, a service delay
is not necessarily permanent loss of output, and a critical safety consequence need not
produce a large financial bill. An assessment that obscures these distinctions can misdirect
both compensation and recovery priorities.

This study combines a comparative review with formal consistency and sensitivity
analysis. It asks which measurement objects the main method families support, how
overlapping losses can be reconciled, and when uncertainty in valuation changes an
incident’s financial or overall severity. The analytical contribution has three parts: an explicit
observation-to-loss reconciliation condition; a criterion for category stability over a declared
uncertainty set; and exact parameter-response relations for two draft-method demonstrations
and a controlled propagation model. The conditions are derived and numerically checked.
They are not claims of a new general theory of risk or of validated national loss coefficients.

Section 2 describes the source-based comparison and reproducible analytical
procedure. Section 3 derives the accounting and classification conditions, reconstructs the
two demonstration cases and presents quantitative sensitivity results. Section 4 discusses
their practical interpretation and validation requirements. Section 5 states the conclusions.
S1 documents source identities and evidence links; S2 and the accompanying scripts
reproduce the calculations and figures.

2 Review design and analytical method
2.1 Scope and source selection
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The study uses a structured comparative narrative review of 52 identified
publications and instruments, followed by formal and numerical analysis of selected
measurement problems. Selection is purposive and covers loss definition, monetary
estimation, regulatory significance, service and physical consequences, interdependencies
and indicator construction. S1 lists every reference and its role. The review is not an
exhaustive systematic search and does not estimate the prevalence of defects across the
literature.

Research studies support empirical and modelling claims; standards define processes
and terminology; legal instruments specify rules within their stated scope; and industry
reports provide contextual benchmarks. Principal source claims were checked against
issuing-body and publisher records on 21 October 2026. S1 distinguishes inspectable
passages from catalogue descriptions and supporting references. The cited edition defines
each instrument; full-text access to every proprietary source is not assumed.

Sources restricted to attack detection are excluded unless they connect an incident to
measurable consequences. Two unpublished national drafts are objects of critical analysis:
the earlier Appendix 2.6 and working revision 2.2 [14], [15]. S1 supplies their exact file
identities and section locators. The earlier Appendix B defines the demonstration inputs;
revision 2.2 changes accounting and classification rules and clarifies the status of thirteen
reported-loss entries. These drafts are not independent validation sources or adopted national
standards.

2.2 Units of analysis and comparison criteria

The source-level unit is a named instrument or study, identified in S1. Families group
sources with related purposes. Table 1 gives representative members; Tables 2 and 3 identify
source-linked measurement routes and consistency checks. No numerical source ratings are
averaged into family scores. A capability is attributed to a specified source and use; an
unreported feature remains undetermined rather than being scored as absent.

Table 1. Analytical families and representative sources

Family Principal output Representative anchors

Risk management Risk assessment structure and ISO/IEC 27005 [8]; NIST SP 800-30
processes decision criteria [9]; CSF 2.0 [16]

Monetary risk and Loss distributions, expectations or Open FAIR [10], [17], [18]; ROSI [7],
investment models investment criteria [19]; CyVaR [20], [21]

Empirical incident Observed costs and associations  IBM [1]; Eling and Wirfs [4];

studies in a defined sample Romanosky [5]; Aldasoro et al. [22]

NIS2 [11]; DORA [12]; GDPR [23];
delegated and implementing acts [24],
[25]

Reporting thresholds and

Regulatory instruments .
consequence categories
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Family Principal output Representative anchors
- Service impact, recovery ISO 22301 [26]; ISO/TS 22317 [27];
Continuity and OT o ities and physical IEC 62443-3-2 [28]; NIST SP 800-82
safety
consequences [29]
Interdependency Propagation of disruption Leontief [30]; Rinaldi et al. [31];
models between systems or sectors ENISA [32]

A score or ranking under stated

Composite indicators -
aggregation rules

OECD/JRC [13]; AHP [33]

Comparison uses four criteria: the meaning and units of the output; the treatment of
uncertainty; the prevention of overlapping loss entries; and the declaration of the
organisational, temporal and economic boundary. Nine consequence dimensions are
examined: financial expenditure, material damage, operational disruption, workforce
productivity, reputation, public service continuity, technological dependency, cross-sector
propagation and human safety. These dimensions are descriptive tags. They are not nine
amounts that can automatically be added, because one consequence can carry several tags.

2.3 Synthesis and reproducibility

The analysis links each comparative claim to a named source, an identifiable passage
or public scope statement, and a stated inference. S1 distinguishes a source statement, an
analytical inference and a numerical demonstration. The synthesis rule is non-statistical: a
family description identifies a capability illustrated by its cited members; it neither averages
ordinal ratings nor interprets one positive example as universal coverage. For example, NIST
SP 800-30 discusses uncertainty explicitly, while the OECD/JRC handbook addresses both
overlap and sensitivity. These observations preclude family-wide claims that process
standards or composite indicator methods lack those features [9], [13].

The evidence map was assembled through Al-assisted extraction and editorial
analysis with OpenAl ChatGPT. No independent human double coding or inter-rater
reliability estimate is claimed. Conflicting readings are resolved by narrowing the
interpretation to the passage that can be supported. S1 records the source-to-claim links and
access limitations. This interpretive evidence is distinguished from the algebraic results and
reproducible numerical calculations below.

2.4 Analytical and computational procedure

The analytical unit is an incident account with a fixed owner, valuation perspective,
time horizon and currency basis. The procedure first reconstructs the draft’s original entries,
then changes one accounting convention or a declared parameter set at a time. LoOsS
components are retained separately so that changes in a total can be attributed to a specific
assumption. Derivatives quantify local sensitivity; monotonicity gives exact interval
endpoints; classification rules map the feasible ratios to severity bands. An explicit
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symmetric two-sector system isolates the effect of propagation strength. Finally, descriptive
statistics examine the concentration of the thirteen reported amounts without treating them
as a representative sample.

Figures use deterministic grids: 301 reputation multipliers, two 101 x 101 parameter
surfaces and 451 propagation coefficients. These grids visualise response functions; the
interval bounds and threshold-crossing conditions follow analytically rather than from
sampling. No random seed or probability distribution is required. Numerical checks compare
original totals with their source, verify the fixed-point relation and interval endpoints, and
compare an analytical elasticity with a central finite difference. The supplied CSV files
contain every plotted point.

Define the assessment question
Decision purpose, perspective and time horizon

Future risk

Event frequency
Loss severity
Future horizon

Incident loss

Costs and losses
Evidence quality
Incident horizon

Severity

Service impact
Safety impact

Escalation rules

Compare methods within each measurement object.
Connect outputs through evidence and common identifiers.

Figure 1. Measurement objects distinguished in the comparative analysis. Currency units alone do
not make the outputs interchangeable.

3 Comparative analysis and assessment design
3.1 Risk management process standards

ISO/IEC 27005 defines guidance for information security risk management, while
NIST SP 800-30 organises risk assessment around threats, vulnerabilities, likelihood and
impact [8], [9]. CSF 2.0 places cybersecurity outcomes within six functions, including
Govern [16]. 1SO 31000 and IEC 31010 provide broader risk management principles and
assessment techniques [34], [35]. These instruments support consistent processes, but their
adoption alone does not establish common monetary assumptions across organisations.

The resulting limitation is one of specification. Two agencies may apply the same
process and legitimately choose different impact scales, time horizons or valuation
perspectives. Their risk assessments can be useful locally without being suitable for
aggregation into national loss statistics. A national procedure should retain the governance
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and documentation functions of these standards while separately defining the minimum
incident accounting record. Lack of a universal currency formula is not a defect in a standard
whose primary purpose is risk governance.

This distinction should not obscure the safeguards already present in process
guidance. NIST SP 800-30, Section 2.3.1, discusses uncertainty; Section 2.3.2 distinguishes
assessment scales; and Task 2-6 calls for uncertainty to accompany risk determinations [9].
The present contribution is the operationalisation of compatible incident accounting records,
not the discovery of uncertainty as a missing concept.

3.2 Monetary loss and investment models

Open FAIR distinguishes loss event frequency from loss magnitude and organises
losses through primary and secondary consequences [10], [17], [18]. Its loss forms can
support identification of response, replacement, productivity and other costs in a public
organisation. The primary—secondary distinction concerns the causal pathway, including
reactions by stakeholders; it should not be treated as an exact synonym for direct—indirect
accounting categories. The cited O-RT and O-RA editions are Version 3.1 and Version 2.1,
respectively, published in 2025.

The FAIR Institute model specification independently identifies productivity,
response and replacement loss forms in Sections 3.1-3.3 [36]. For a public agency, response
and replacement expenditure remain meaningful even when forgone sales are zero. Salary-
based productivity valuation requires evidence of displaced useful work and is not
automatically an incremental cash expense. Reputation-related revenue loss may be
inapplicable to a particular public service, but that limitation concerns a loss pathway, not
the validity of the entire framework.

Annualised loss expectancy expresses expected aggregate loss over a defined
horizon. Under the additional assumptions that event losses are identically distributed, have
finite means and are independent of the event count, the compound loss model has the form
in Equation (1).

E[Su] = E[Zp",Xx] = E[Ng]E[X] (1)

Here Sy is aggregate loss over horizon H, Ny is the number of loss events and Xy is
the loss of event k, all monetary quantities being expressed on a consistent price basis.
Independence of count and severity should be checked rather than assumed for common-
cause or cascading incidents. For an incident that has already occurred, estimation of its
damage is conditional on the observed event; it does not require estimating how often that
event will occur next year.

ROSI and security investment models evaluate a counterfactual reduction in future
loss relative to protection expenditure [6], [7], [19]. Cyber value-at-risk specifies a loss
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quantile for a stated horizon and confidence level [20], [21]. These quantities inform
investment or capital decisions, but neither a quantile nor expected annual loss estimates the
incurred cost of one realised event. Sparse data limit calibration, yet distributions may also
be elicited from expert judgement. Their provenance and uncertainty must then be disclosed.
Frequency data are a constraint on prospective risk estimation, not a prerequisite for
recording documented recovery costs.

3.3 Empirical cost studies and benchmarks

Empirical studies supply evidence about the dispersion of incident costs and the
influence of organisational and event characteristics [4], [5], [22], [37]. Industry reports
serve different purposes: a breach cost survey estimates costs in a sampled population,
whereas the Verizon Data Breach Investigations Report primarily characterises incidents and
attack patterns [1], [38]. Their denominators, inclusion rules and reporting mechanisms must
be examined before results are combined.

A national assessment should use external benchmarks to test plausibility and to
inform explicitly labelled estimates where local evidence is limited. Direct substitution is
problematic when wage levels, liability rules, service portfolios and reporting incentives
differ. Currency conversion alone cannot correct these differences. Neither a sample mean
nor a loss-per-record rate supplies a causal estimate for an individual event. A benchmark-
based component should retain the source population, adjustment assumptions and a
sensitivity range, and should be replaced by incident-specific evidence as it becomes
available.

3.4 Regulatory significance and economic impact

NIS2 and DORA link incident reporting to the significance of consequences within
their respective scopes [11], [12]. Their subordinate acts contain more economic detail than
a simple ordinal severity scale. Article 7 of Commission Delegated Regulation (EU)
2024/1772 specifies direct and indirect cost and loss categories for determining economic
impact under DORA [24]. Commission Implementing Regulation (EU) 2024/2690 specifies
significant-incident criteria for listed digital service providers and discusses relevant
financial loss categories [25]. It would therefore be inaccurate to state that regulatory
instruments provide no guidance on monetary loss.

The remaining distinction concerns purpose and boundary. A reporting threshold
answers whether a statutory notification condition is met. A financial estimate supports
accounting or resource allocation under a specified valuation perspective. A regulatory total
may prescribe a different treatment of recoveries or forgone revenues from an economic
resource-loss estimate. These totals require a documented reconciliation rather than forced
numerical equality. The turnover-based maximum fines in GDPR are legal sanctions, not
estimates of the harm suffered by individuals [23]. The ENISA personal data breach
methodology provides a severity assessment approach [39], while the US cyber incident
severity schema supports coordination and escalation [40].
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There are also concrete alternatives to an isolated national total. The European
Supervisory Authorities’ Joint Guidelines JC 2024 34 provide a reference-year approach to
aggregated annual incident costs and losses and separate financial recoveries [41]. These
instruments demonstrate existing monetary reporting practice. Adapting their boundary to
public services remains a design choice rather than evidence that no alternative approach
exists.

Version control is also material. NIST SP 800-61 Revision 3, issued in April 2025,
supersedes Revision 2 and aligns incident response guidance with CSF 2.0 [42]. Older
lifecycle descriptions may remain relevant when explicitly discussed historically. Their use
should not be represented as application of the current edition. More generally, the
assessment record should identify the rule and edition that governed classification at the time
of reporting.

3.5 Business continuity and operational technology safety

Business impact analysis links disrupted activities to organisational objectives,
consequences over time and recovery priorities [26], [27]. It can support valuation of
interruption, but does not guarantee that a validated hourly loss rate exists. Such a rate may
depend on transaction timing, spare capacity, manual alternatives and whether delayed work
is subsequently completed. Multiplying annual operating expenditure by a fraction of
unavailable hours measures an allocation of service resources; without additional
assumptions it does not measure incremental damage.

For operational technology, IEC 62443-3-2 and NIST SP 800-82 support assessment
of cyber-related consequences in systems that interact with physical processes [28], [29].
Functional safety and integrated safety—security approaches add analysis of hazardous
scenarios [43], [44]. Actual injuries, hazardous releases and exposure duration should be
recorded separately from the probability of a hypothetical accident. Medical expenditure and
repair costs may enter the relevant monetary account. Injury severity and risk to life should
remain visible as separate outcomes even when a jurisdiction permits economic valuation of
health effects. A low estimated financial loss cannot cancel a safety-critical escalation
condition.

3.6 Interdependencies and cascading consequences

Input—output models and infrastructure interdependency research describe how
disruption can propagate beyond its initial location [30], [31]. ENISA and OECD materials
provide complementary guidance on critical functions and infrastructure resilience [32],
[45]. Supply chain guidance addresses dependency on technology providers and services
[46], [47]. Applying these approaches to a realised cyber incident requires an event
boundary, evidence of affected links and a distinction between observed downstream losses
and modelled scenarios.
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For an explicitly defined linear loss-propagation approximation, let d be a vector of
initial losses and A a non-negative matrix whose element a;; maps a unit of loss in sector j
into an additional loss in sector i over the same horizon. A finite non-negative infinite-series
solution for arbitrary non-negative d is obtained when the spectral radius p(A), the largest
eigenvalue magnitude, is below one. Equation (2) states the resulting model.

x=d+Ax=I-A)"1d A=0 pA) <1 (2

Here x contains total sector losses and | is the identity matrix. Strictly sub-unit row
or column sums are sufficient conditions for convergence, but are not necessary. Sums no
greater than one are not sufficient when p(A) equals one. Nor is there a general economic
requirement that downstream losses be smaller than the initial loss. For example, a
hypothetical two-sector matrix with both diagonal elements equal to zero and both off-
diagonal elements equal to 0.6 has p(A) = 0.6. With d = (1, 0) million KZT, Equation (2)
gives x = (1.5625, 0.9375) million KZT. Total loss is 2.5 million KZT, including 1.5 million
of propagated loss. This is a mathematical counterexample to the proposed cap, not an
empirical estimate.

Equation (2) is an illustrative abstraction, not a validated cybereconomic model or a
direct reuse of national input—output coefficients. Its coefficients require causal
interpretation and calibration; near-unit spectral radii can amplify parameter uncertainty. If
x already includes d, the two vectors must not be added again. Empirical implementation
should also use consistent value-added or resource-cost concepts to avoid counting
intermediate transactions repeatedly. Where these conditions cannot be met, report observed
downstream costs and separate bounded scenarios rather than an unsupported multiplier.

Where observations replace model outputs, maintain a sector-by-item reconciliation:
each downstream item has an affected owner, time interval and causal link to the initiating
event. A modelled sector total and the observed expenses it already represents cannot both
enter the same consolidated total. A finite propagation-horizon model can instead sum d, Ad,
..., A raised to K times d; the infinite-series convergence condition then does not apply,
although causal validity and avoidance of repeated valuation remain necessary. No
coefficient restriction can substitute for this accounting reconciliation.

3.7 Composite indicators and monetary valuation

Composite indicators combine selected variables through normalisation, weighting
and aggregation [13], [33]. Their interpretation depends on the measurement scales and on
whether compensation between dimensions is acceptable. ISO/IEC 27004 supports a
disciplined approach to information security measurement and evaluation [48]. A severity
score may be useful for escalation, but the score alone does not establish an exchange rate
between public trust, safety and money.
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Multiplying a dimensionless quantity by a financial base is not inherently invalid.
For example, multiplying a calibrated physical damage ratio by an appropriate replacement
value can be meaningful. The problematic step is treating an uncalibrated multi-criteria
severity index as if it were an empirically established loss fraction. Such conversion requires
an identified monetary target, supporting data, calibration, validation and uncertainty
analysis. In their absence, index values and monetary totals should remain separate.

A numerical distinction is useful. A calibrated 0.20 physical damage fraction applied
to a 10 million KZT replacement value produces a 2 million KZT estimate for the specified
asset. An ordinal severity score of 0.20 applied to the same base has no equivalent meaning
without calibration. Neither calculation permits a second entry for the same damaged asset.
ENISA’s personal data breach method defines severity levels in Section 3.2, not monetary
conversion factors [39].

The proposed architecture therefore retains a monetary account and a consequence
profile as linked outputs with a common incident identifier (Figure 2). Critical safety or
essential-service conditions should be capable of triggering escalation independently. If an
aggregate score is used for other purposes, its component values, weights and sensitivity
should remain available; averaging must not conceal a non-compensable consequence.

Incident evidence and boundary
Scope, horizon, causal links and item IDs

v ™

Monetary account Consequence profile

Documented losses Service and safety
Estimated losses Dependency and reach

Gross and net totals Escalation rules

N ¥

Assessment report and revisions

Separate units and linked evidence

Figure 2. Proposed assessment architecture. Financial loss and consequence severity share evidence
and an incident boundary but remain distinct outputs.

3.8 Comparison across consequence dimensions

Table 2 distinguishes feasible valuation routes from consequences that require non-
monetary reporting. The comparison does not establish that a dimension is absent from every
member of a family. It identifies the evidence and boundary conditions needed when
representative methods are used together. In particular, technological replacement costs can
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be measured without claiming to monetise technological sovereignty itself, and public
service interruption can be measured in service units without treating the delivery budget as

lost revenue.

Table 2. Consequence dimensions and defensible measurement routes

Dimension

Financial
expenditure

Material damage

Operational
disruption

Workforce
productivity

Reputation

Public service
continuity

Technological
dependency

Cross-sector
propagation

Human safety

Measurement route and anchors

Incident response, legal and recovery
entries [10], [42], [24]

Repair or replacement cost for
damaged assets [28], [29]

Unrecovered output or contribution
margin; additional work [26], [27]

Attributable work hours and a
declared valuation basis [10], [18]

Incremental churn, contract loss or
mitigation expenditure [4], [5], [10]

Failed or delayed requests, affected
users, backlog and alternatives [26],
[27]

Incident-induced migration,
substitution and integration costs [46],
[47]

Observed downstream costs or a
specified dependency model [30],
[31]

Observed harm, exposure and
scenario consequences [29], [43], [44]

Boundary condition

Identify incremental costs; distinguish
payments, provisions and recoveries.

Avoid adding full replacement cost and
full asset write-off for the same loss.

Account for catch-up, saved costs and
workarounds.

Separate opportunity cost from additional
payroll; exclude overlaps.

Establish attribution; avoid adding
market-value loss to overlapping cash
flows.

Allocated budget is a resource proxy;
citizen loss needs separate evidence.

Exclude unrelated modernisation; report
residual dependency separately.

Use a common boundary; reconcile
transfers and duplicated outputs.

Retain non-monetary severity even when
some costs are monetised.

Three integration problems follow from this comparison. First, one underlying
consequence can appear in several categories: an interrupted activity may already
incorporate idle staff, contract penalties and recovery expenditure. Second, estimates with
different purposes may share currency units while representing different objects. Third, costs
borne by one entity can be transfers received by another. A national aggregation cannot be
obtained by adding all organisational bills without specifying the economic perspective.

The evidence supports specific mechanisms, not a prevalence estimate. The
OECD/JRC handbook explicitly discusses collinear indicators that can give excess weight
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to one underlying dimension and recommends uncertainty and sensitivity analysis [13],
Sections 1.6-1.7. This is an identified aggregation risk and an existing safeguard, rather than
evidence that the handbook commits an error. NIST’s qualitative and quantitative scales [9],
Section 2.3.2, ENISA’s severity levels [39], Section 3.2 and the cost categories in Regulation
2024/1772 [24], Article 7 illustrate different measurement objects. The invalid step would
be combining those outputs without reconciling their meanings. The cases below identify
concrete budget-proxy, sector-uplift and severity-feedback problems in the earlier national
draft [14]. These examples support source-specific criticism, not a claim that such defects
recur at a measured rate across the corpus.

Table 3. Consistency checks for a combined assessment
Issue Diagnostic question Required treatment

Risk versus Is the output an event loss, an Label the object and horizon; compare only
realised damage annual expectation or a quantile?  like quantities.

Can two entries refer to the same  Use a unique item identifier and an

Duplicate loss : - .
resource or output? exclusive accounting allocation.

Score converted to  Has the index been calibrated to a  Keep uncalibrated severity scores outside

money defined monetary target? the loss total.

Unstated Does the base represent annual State base, year and scope; avoid cross-base
denominator flow, asset value or lifecycle cost? = rankings.

Transfers and Does the amount change resource  Report organisational gross and net loss;
recoveries loss or only who bears it? reconcile national totals.

Uncertainty
hidden in a point
estimate

Which inputs are observed, Disclose evidence status, ranges and
estimated or conventional? sensitivity.

3.9 Requirements for a national assessment procedure

Kazakhstan provides a relevant application context because public digital services
and critical infrastructure combine organisational, public and cross-sector consequences.
The Digital Code of the Republic of Kazakhstan, adopted on 9 January 2026, and legislation
on state services provide the legal context [49], [50]. The architecture below is a
methodological proposal; it is not represented as an adopted legal requirement or an
independently validated national instrument.

The first step is to define an incident record: affected entities and services, assessment
date, start and end of the loss horizon, currency and price basis, and perspective. At least
three perspectives should be distinguishable: the operator’s organisational loss, the fiscal
effect on public bodies and the wider economic or social consequence. These views can
overlap and should not be added together as independent layers. A penalty paid by an
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operator to the state is a cost to the operator but a transfer within a consolidated national
account; the associated administrative resources are a separate matter.

The monetary account should start from distinct loss items rather than from broad
labels such as direct, indirect and strategic. Let c; be the monetary value of item j and a;
indicate whether that item is included within the declared boundary. For every included item,
a category-allocation variable z; assigns it to exactly one monetary category. Equation (3)
defines the aggregation and exclusivity condition.

Ugross = Zjn=1ajcj = Up + Ug, ZE=1ij =1 (3

Up is the subtotal supported by incident-specific documentary evidence and Uy is the
subtotal that depends on explicit estimation assumptions. Both require attribution to the
incident; a paid invoice alone does not establish that the entire amount is attributable. The
allocation rule prevents duplicate entries when identifiers are maintained, but it cannot by
itself detect two differently named records of the same loss. Reconciliation of invoices, staff
time and output measures remains necessary. An item can have several descriptive
consequence tags while retaining one monetary allocation.

Gross loss is reported before insurance or third-party recoveries. For an
organisational account, received recoveries R, can be disclosed separately and reconciled
to net loss as in Equation (4). Expected, disputed or conditional recoveries should retain their
uncertainty and not be presented as already received.

Unet = Ugross — Rrec (4)

An interruption estimate must follow the observed service trajectory. Let q(t) be the
fraction of normal useful service delivered at time t, bounded between zero and one, and let
b(t) be the marginal value of output permanently lost after allowing for subsequent catch-up
and avoided variable costs, expressed in KZT per hour. A simplified operational loss model
is given in Equation (5).

T
Uop = fo [1 - q(t)] b(t) dt + Cae + Cbacklog + Cpen (5)

Caic denotes additional workaround costs, Cpackiog additional costs of clearing
delayed work and Cy,, attributable contractual penalties under the chosen perspective. Each
term must exclude amounts already captured in b(t) or another account. This model is
suitable only when b(t) has a defensible basis. For a public service without a meaningful
monetary output value, report service disruption directly and quantify evidenced additional
resources. An annual service budget B divided by planned service hours H, multiplied by
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equivalent interruption hours T4, may be disclosed as the resource proxy Vpxy in Equation
(6), but should not automatically enter the loss ledger.

B
Vproxy = ETeq»

Teq = Jo[1 — a(®]dt (6)

The consequence profile should retain service scope, geographic reach, population
affected, safety outcomes and residual technological dependency. Escalation rules may use
these variables even when a monetary estimate is incomplete. Restoration, migration,
integration and retraining expenses can be included when attributable to the incident; a
general coefficient for technological sovereignty is not a substitute for identifying those
expenses. This separation allows financially small but safety-critical incidents to remain

visible.

Table 4. Minimum information needed for national implementation

Record element

Incident boundary

Monetary item

Evidence status

Valuation
perspective

Uncertainty

Consequence
profile

Revision history

Required information

Identifiers, entities, affected services,
causal links and time horizon

Item 1D, amount, units, owner, period
and category

Documented, estimated or excluded
proxy; source and rationale

Organisational, fiscal or wider economic
account

Plausible ranges or distributions;
dependence assumptions

Service disruption, safety, dependency
and territorial reach

Assessment date, changed inputs and
reasons

3.9.1 Loss reconciliation and identifiable overlap
A category list alone does not prevent double counting. Consider n distinct

Purpose

Link primary and downstream
records without duplicate incidents.

Reconstruct totals and enforce
exclusive allocation.

Expose the support for each
included value.

Identify transfers and prevent
incompatible aggregation.

Identify which missing evidence
changes the estimate most.

Support escalation without forcing
every consequence into money.

Separate preliminary estimates from
settled outcomes.

underlying loss items with non-negative values c, all within the same assessment boundary.
Let H be a binary observation matrix: H;; = 1 when reported subtotal i includes item j.
Assume every item is represented by at least one row. The reported subtotals are r = Hc and
the multiplicity vector m = HT1 counts how often each item appears. Equation (7) gives the
exact inflation produced by summing the reports without reconciliation.
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r = He, m = H"1, Agy = 1'r — 1Tc = (m — D)Tc (7)

Proposition 1. Under these assumptions, the raw sum equals the unique-item total if
and only if no positive-valued item has multiplicity greater than one. Proof: Equation (7) is
an identity, and every term (m; — 1)¢; is non-negative. The discrepancy vanishes exactly
when all duplicated items have zero value. For example, items (1, 2, 3) and reports
containing items {1, 2} and {2, 3} give subtotals 3 and 5; their sum 8 overstates the unique
total 6 by the repeated item 2. The condition is independent of category names.

The accounting implication is operational: a component record must identify what an
aggregate hourly rate or invoice already contains. When H is unknown, the discrepancy
cannot be estimated merely from the number of categories. In the mine case, adding staff
time to a downtime rate is valid only if that rate excludes the same displaced work. A sector
multiplier or a cap on total loss cannot establish this exclusion. Equation (3) allocates
reconciled items to categories; Equation (7) addresses the prior task of detecting repeated
observations.

3.9.2 Parameter uncertainty and sensitivity

Let 0 collect valuation inputs and let ® specify their admissible joint values. The
fixed expense subtotal D is distinguished from modelled components fj(0). Equation (8)
defines an uncertainty envelope for the monetary total. The set ® may encode dependence
or exclusion constraints; it is not automatically a Cartesian product of independent marginal
intervals.

U®) = D + X_,f(6), U™ = mingeeU(B), U* = maxgee U(®) (8)

If each uncertain input has a non-negative partial derivative and the feasible set is a
rectangle, the lower and upper corners attain the exact bounds. No Monte Carlo
approximation is needed in that case. If combinations are infeasible, corner calculations
provide only outer bounds until the joint constraint is imposed. These are uncertainty sets,
not confidence intervals: a probability statement requires a defensible probability model in
addition to admissible ranges.

For a positive total and a positive parameter p, the local elasticity in Equation (9)
measures the proportional change in total loss caused by a small proportional change in p,
with other inputs fixed. When a component is proportional to p, its elasticity equals that
component’s share of the total. This provides a direct test of whether the monetary
conclusion is governed by a documented expense or by a convention.

_ pau
P = Uap %)
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For a component containing several multiplied inputs, each input can have the same
component-share elasticity; these input elasticities must not be summed as if they were
disjoint cost shares. Zero-valued inputs require absolute derivatives instead. The sensitivity
of an estimate to a parameter is also distinct from uncertainty in that parameter: a large
derivative is consequential only when the parameter is poorly constrained over a material
range.

3.9.3 Robustness of financial and overall classification

Let B > 0 be the declared comparison base and let 71 < 12 < 13 be three percentage
thresholds. Equation (10) maps a financial ratio to ordinal levels 1-4. The indicator is one
when its condition is true and zero otherwise. The inclusive convention at a boundary is used
here for the specified public-service scenarios; a different reporting rule must state its own
convention.

r= 5 ke() =1+ Mo, 10r 2w} (10)
Suppose U lies in [U-, U*] and B in [B~, B*], with positive denominators. Equation
(11) bounds the possible ratio. Proposition 2. The financial category is robust whenever both
endpoint ratios fall in the same band. This condition is also necessary when both opposite
corners of the joint feasible set can occur. Proof: U/B is increasing in U and decreasing in
B; the band function is non-decreasing. Therefore every feasible ratio lies between the
endpoints and has the same category when their categories agree.

— _ 100U~ + 100U0"

o, T = B ke(T) = ket (1)

When the endpoints give different categories but the joint corners are not feasible,
instability has not yet been proved; the feasible set must be evaluated more tightly. Likewise,
if B also enters the loss formula, U(B) must be recomputed jointly rather than varying the
numerator and denominator independently. The maximum-rule overall level is max{kg, ko,
Ky, ...}, where the additional terms denote separately mapped operational and safety levels.
Consequently a robust critical operational condition can make overall severity robust even
when financial severity changes across several bands. This is a classification property, not
evidence that monetary valuation is accurate.

3.9.4 Propagation strength and finite assessment horizons

To separate model behaviour from a supposed downstream-loss cap, consider A with
zero diagonal and equal off-diagonal entries a, where 0 < a < 1, and initial loss d = (do, 0),
do > 0. Let K count the number of propagation steps, with step zero representing the initial
loss. Since 1TA = alT, the aggregate multiplier is the geometric sum in Equation (12).
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1_aK+1 1

1—a ' Moo(a) = : (12)

Mk(a) = 25:031{ =

It follows that the infinite-series propagated loss divided by initial loss equals a/(1 —
a), which exceeds one precisely when a > 0.5. A rule capping downstream loss at do would
then limit total loss to 2do and understate the model total by the fraction 2a — 1. The result is
exact for this constructed model. It does not estimate a national propagation coefficient:
repeated propagation must represent distinct marginal consequences, not repeated valuation
of the same consequence. Finite K can represent a declared truncation of dependency paths;
interpreting steps as elapsed time requires an additional dynamic model.

3.10 Reconstructing the draft-method demonstrations

Appendix B of the earlier national draft [14] explicitly describes its two cases as
demonstrations whose parameters require factual verification before real-incident use. Its
portal total is 187,230,752 KZT and its mine total 80,040,000 KZT; these reproduce the
rounded 187.2 and 80.0 million in the earlier draft. The calculations below recover those
figures from the actual inputs, without treating scenario costs as observed invoices. S2
identifies every input and coefficient source. Monetary amounts are KZT; tables use million
KZT. No recovery or inflation adjustment is specified by the source, so no net-loss or
constant-price cross-incident comparison is inferred.

3.10.1 Government portal

The source assumes 18 hours of complete unavailability, a 600 million KZT annual
service budget and 8,760 annual operating hours. Recovery comprises restoration 8 million,
additional personnel 3 million, emergency arrangements 2 million and audit 1 million KZT.
Staff productivity uses 35 employees, 12 hours, 4,500 KZT per hour, efficiency reduction
0.60 and sector multiplier 1.50. The reputation convention uses 75,000 affected users, a
draft-assumed monthly calculation index of 4,325 KZT, sector coefficient 0.70 and severity
coefficient 0.75. The latter coefficients come from the draft’s own scales and Appendix C,
not an external empirical valuation study.

The portal case can be written as Equation (13), in million KZT. Here s is the
productivity sector multiplier, z is a binary inclusion flag for the allocated-budget proxy, and
) scales the reputation convention. The original case is (s, z, A) = (1.50, 1, 1); the reconciled
organisational scenario is (1, 0, 0). This parametrisation separates a change in the valuation
rule from a change in observed service disruption.

Up(s,zA) = 14 + 1.134s + 1.232877z + 170.2968751 (13)
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Table 5. Reconstruction and evidential status of the original portal calculation
Component Calculation in source units Million KZT Interpretation

Scenario expense

8,000,000 + 3,000,000 + 2,000,000 14.000000 subtotal; supporting

Recovery

+ 1,000,000 invoices not supplied
Model estimate including
Productivity 35 x 12 x 4,500 x 0.60 x 1.50 1.701000 an uncalibrated sector

uplift

Service continuity Allocated budget;

18 x (600,000,000 / 8,760) x 1.00 1.232877

proxy rounded to whole KZT
Reputation Normative scenario
putati 75,000 x 4,325 x 0.70 x 0.75 170.296875 amount, not measured
convention .
reputation loss
Reproduces the draft;
- 14,000,000 + 1,701,000 + . '
Original total 1.232.877 + 170,296,875 187.230752  does not e?(t)izllsh actual

The hourly budget proxy is calculated from the unrounded quotient before rounding
the final component to whole KZT; multiplying the displayed rounded hourly value of
68,493 would give a slightly different answer. The reputation amount is 90.96% of the total.
The remaining 16.933877 million is not a documented-cost baseline: it still contains a budget
allocation and a sector-weighted productivity estimate. Removing the reputation convention,
excluding the budget proxy and setting the productivity sector multiplier to one yields an
organisational scenario account of 14 + 1.134 = 15.134 million KZT. Even its 14 million
expense subtotal requires underlying records before it can be called documented incident
loss.

This separation is consistent with revision 2.2 [15], Appendix B.1, which uses 15.134
million KZT for the organisational account and excludes the budget proxy. It additionally
estimates citizen-time costs as 75,000 x 0.30 x 1 hour x 506 KZT/hour = 11.385 million
KZT. The rate 506 is the draft’s rounded 85,000/168 hourly proxy; the repeat-contact share
and additional time are scenario inputs, not observations available to this review. The wider
total is 26.519 million KZT. Varying the repeat-contact share over 0.20-0.40 and time over
0.75-1.25 hours gives citizen-time costs of 5.6925-18.975 million and a wider total of
20.8265-34.109 million. These are deterministic assumption bounds. Third-party time costs
should remain separate from the organisation’s own expenditure and estimates.

With r denoting repeat-contact share and t denoting additional hours per affected
citizen, the wider account has the bilinear form in Equation (14). Its positive derivatives
justify using the joint endpoints to obtain the reported bounds. The coefficient 37.95 is

JSDT | DGSC | Page 22



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

75,000 x 506 / 1,000,000 and has units of million KZT per hour; the share r is dimensionless
and expressed as a fraction.

Usoc(r,t) = 37.95rt, Uyige(r,t) = 15.134 + 37.95rt (14)

3.10.2 Mine ventilation control

The earlier draft assumes a 12-hour complete stoppage and a downtime rate of 3
million KZT per hour. The rate’s cost composition is not documented in the earlier case.
Recovery, response, legal support and replacement are separate scenario amounts; safe
shutdown/restart and process losses are added separately. Productivity uses 80 employees, 8
hours, 5,500 KZT per hour, efficiency reduction 0.80 and a sector multiplier of 2.50.
Appendix C gives a 2.00-3.00 range for critical objects, but neither that range nor the
selected 2.50 has an empirical calibration supplied with the case [14].

Equation (15) gives the mine total in million KZT when c is the downtime rate in
million KZT per hour, k the efficiency-reduction factor and s the productivity sector
multiplier. The 37 million subtotal comprises 26 million direct expenditure and 11 million
process-related costs. The original parameters are ¢ = 3, k = 0.80 and s = 2.50. The model is
conditional on exclusion of these separate losses from c.

Um(ck,s) = 37 + 12c + 3.52ks (15)

Table 6. Reconstruction of the original mine calculation
Component Calculation in source units Million KZT  Required qualification

Hourly rate must exclude

Downtime 12 x 3,000,000 x 1.00 36.000
separately counted losses
12,000,000 restoration + 8,000,000 Scenario amounts; actual
Direct expenditure  response + 1,000,000 legal + 26.000 financial records
5,000,000 replacement unavailable
7,000,000 safe shutdown/restart + Must not be embedded in

Process losses 11.000

4,000,000 process losses hourly downtime cost

Sector uplift changes
Productivity 80 x 8 x 5,500 x 0.80 x 2.50 7.040 cost without evidence of
additional lost work

- 36,000,000 + 26,000,000 + Conditional on disjoint
Original total 11,000,000 + 7,040,000 80.040 components
Safety index, 0.50x 0.75 x0.75 x 0.50 = Not mone Rounded HSI = 0.141;
separate 0.140625 y no addition to total
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The four safety factors represent the draft’s assumed hazard probability, harm
severity, exposure and barrier degradation. Their product is a constructed index, not an
empirically established probability of injury. The earlier draft places 0.141 in its moderate
safety band; revision 2.2 places the same number in a high band. This change illustrates why
an index value without its edition-specific thresholds is insufficient. The source’s 2,500
million KZT comparison base is conditional; revision 2.2 identifies it as asset value. Its
3.2016% original loss ratio must not be directly compared with the portal’s ratio to an annual

budget.

Removing only the 2.50 productivity uplift while retaining the original efficiency
factor 0.80 reduces the mine total to 75.816 million KZT. Revision 2.2 instead sets the
efficiency factor to 1.00 for complete staff stoppage and uses no sector uplift, giving
productivity of 3.520 million and a total of 76.520 million. It explicitly excludes labour,
restoration and process losses from the 3 million hourly rate and separates an expense
subtotal of 37 million from estimates of 39.520 million. Those exclusions make the ledger
internally reconstructible; the demonstrations still do not supply primary documents proving
them [15], Appendix B.2.

An additional stress test, introduced here rather than attributed to the draft, varies the
downtime rate by £20% (2.4-3.6 million KZT/hour) and efficiency reduction from 0.60 to
1.00, with no sector uplift and the 37 million expense subtotal fixed. The total ranges from
67.912 to 83.720 million KZT. These are conditional endpoints, not confidence limits. If the
hourly rate already includes staff or process losses, the relevant separate entries must be
removed, not merely assigned narrower ranges. A verified actual case also needs the
assessment horizon, recoverable output, avoided costs and later adjustments.

3.11 Reputation sensitivity and severity classification

For the earlier portal case, let A multiply only the reputation convention. The exact
reconstructed sensitivity function in million KZT is U(A) = 16.933877 + 170.296875\. The
comparison ratio is 100U(A)/600. Table 7 uses the earlier draft’s financial bands: below 1%
low, 1-5% moderate, 5-15% high and above 15% critical [14], Section 7.3. Its boundary
rule selects the higher band for public services; none of the tabulated scenarios lies on a
boundary. These are the source’s proposed bands, not validated or adopted national
thresholds.

For a threshold t and fixed base B, Equation (16) gives the multiplier at which L +
AR reaches the threshold, where L = 16.933877 and R = 170.296875 million KZT. A
threshold is reachable within the specified multiplier interval only if A* lies in that interval.
This supplies a quantitative robustness margin rather than simply declaring an estimate
sensitive.
tB/100-L

=R R> 0 (16)
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Table 7. Portal sensitivity under the earlier draft’s financial classification

Reputation multiplier

N Total, million KZT Annual-budget ratio Financial band
0.00 — excluded 16.933877 2.8223% Moderate

0.25 59.508096 9.9180% High

0.50 102.082315 17.0137% Critical

1.00 — original 187.230752 31.2051% Critical

1.50 272.379190 45.3965% Critical

The financial band changes from critical to moderate when reputation is excluded;
the 15% threshold is reached at A = 0.42905. This does not automatically lower overall
incident severity. Sections 7.2-7.3 of the earlier draft classify a stopped key service as
critical and take the highest applicable consequence level. Given the scenario’s complete
portal outage, that operational rule keeps the overall classification critical at every multiplier.
Even if an assessor did not identify the portal as a stopped key service, the supplied GSCI of
0.68 would independently imply a high level. Thus the monetary total is strongly convention-
dependent while operational escalation can remain unchanged.

The original reputation coefficient also creates a feedback risk: it is set to 0.75 for a
high incident, yet the resulting financial total is critical. Replacing it by the draft’s critical
coefficient of 1.00 increases reputation to 227.0625 million and the total to 243.996377
million KZT. A procedure must either freeze an independently determined non-monetary
severity input before valuation or avoid using the resulting money-based category to set its
own monetary coefficient. This is an identifiable problem in the earlier draft, not evidence
that all monetary or index-based approaches are defective.

JSDT | DGSC | Page 25



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

(a) Original portal components (b) Financial category sensitivity
Critical boundary
Reputation 170.297 A =0.42905
convention 1 250
> ' .
5 200 4 187.231
Recovery I 14.000 bé
Q
= 150 -
g
Productivity 41.701 _g wod /S 15%
[_4
50 1
Budget proxy 41233 AL e 5%,
16.934 :
T T T T 0 T T 1
0 50 100 150 200 0.0 0.5 1.0 1.5
Million KZT Reputation multiplier A

Figure 3. Portal component dominance and reputation sensitivity. Panel (a) reconstructs the earlier

draft’s components; panel (b) varies only the reputation multiplier at B = 600 million KZT. Dashed

horizontal lines mark the draft’s 5% and 15% financial thresholds. The operational classification is
held separate. Source inputs: [14]; derived curves: accompanying scripts.

Revision 2.2 changes the financial threshold basis to the documented organisational
subtotal and uses bands below 0.1%, 0.1-1%, 1-5% and at least 5% [15], Sections 6.1-6.3.
Within its demonstration, the portal expense subtotal 14/600 = 2.3333% and the mine
subtotal 37/2,500 = 1.48% both give high financial severity. Overall severity remains critical
because the assumed service stoppages exceed their recovery time objectives: 18 versus 12
hours and 12 versus 4 hours. These results describe the draft rules conditional on their
assumed evidence. Actual documented status cannot be inferred from a label in a
demonstration. Threshold changes and accounting changes must be reported separately;
lower revised totals alone do not demonstrate more accurate valuation.

3.12 Provenance and limits of the thirteen-case table

Appendix G (Russian designation I') of the earlier draft [14] contains thirteen
anonymous sector/scenario entries. Revision 2.2 [15], Appendix G, pp. 109-110, explicitly
states that their amounts and valuation logic were reported by organisations and were not
calculated using the methodology’s formulas. S2 reproduces all thirteen entries and their
stated valuation descriptions. The arithmetic is 167.7 million KZT in total, a mean of 12.9
million and a range of 1-90 million. This establishes the immediate documentary source and
reported status, not independent authenticity: incident dates, named organisations, primary
records, price bases and a collection protocol are not provided.

The table supports a limited check of whether the proposed categories can describe
the reported consequences. It cannot establish accuracy, calibration, representativeness or
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successful end-to-end field application. Four entries mention ransom; two contain only
ransom amounts of 3.7 and 2.0 million, while the transport and media entries do not separate
ransom from other losses. Consequently neither payment verification nor consistent
recalculation is possible from the table alone. The present study reconstructs demonstrations
and examines a secondary table of reported losses; it performs no independently verified
application to primary incident records.

3.13 Quantitative results and interpretation
3.13.1 Sensitivity and classification stability

At the original portal point, the reputation-multiplier elasticity is 0.90956. Thus a 1%
change in that multiplier changes the total by approximately 0.91% locally; the relation is
exactly linear for a fixed baseline. In contrast, equal proportional changes in the recovery,
productivity and allocated-budget components have total elasticities 0.07477, 0.00909 and
0.00658. The monetary estimate is therefore dominated by the reputation convention. The
critical financial boundary occurs at A = 0.42905, so reducing that convention by about
57.1% from its original level reaches the 15% threshold. Eliminating it crosses both the
critical and high boundaries.

Figure 4 shows the distinct sources of uncertainty after removing the unsupported
sector uplifts. The wider portal total increases bilinearly with repeat-contact share and citizen
time. Atr=0.30 and t = 1 hour, an increase of 0.10 in r adds 3.795 million KZT; an increase
of 0.25 hour in t adds 2.84625 million. These are local one-input changes, not additive
estimates for a simultaneous change because the bilinear interaction must also be included.
In the mine account, a 0.1 million KZT/hour change in downtime rate changes loss by 1.2
million, whereas a 0.10 change in efficiency reduction changes loss by 0.352 million. Under
the specified ranges, the downtime-rate assumption accounts for 14.4 million of the 15.808
million total interval width.
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Figure 4. Deterministic monetary response surfaces. Panel (a) uses U = 15.134 + 37.95rt and marks
the revision-2.2 portal assumptions; panel (b) uses U = 37 + 12¢ + 3.52« and marks the earlier mine
efficiency value with the sector uplift removed. Colour and contour labels show million KZT. The
grids visualise analytical bounds and are not statistical confidence surfaces.

Table 8. Valuation sensitivity and category robustness under explicit rules

Money interval Overall consequence

Scenario and varied inputs Financial category

million KZT level
Earlier portal, A from 0 to 16.933877— Moderate—critical; gerrl\?iizl sl:‘Otheake;y-
1.5; B = 600 272.379190 not robust cé stoppage
condition is retained

Revision 2.2 vortal. 1 = 0.20— 20.8265-34.109 High from fixed Critical from 18-hour
0.40 and t - 0p75_1’ 25_ ' for the wider expense subtotal 14;  stoppage exceeding 12-

' e ' account robust to these inputs  hour RTO
Revision 2.2 mine 67.912-83.720 for  High from fixed Critical from 12-hour
accounting, ¢ = 2.4-3.6 and k ~ organisational expense subtotal 37;  stoppage exceeding 4-
=0.60-1.00;s=1 account robust to these inputs  hour RTO

The stability in the latter two rows follows from the revision’s choice of financial
numerator, not from precise knowledge of all economic losses. Estimated productivity,
operations and citizen time are outside that numerator. If the supposed expense
documentation or the comparison base changes, the financial result must be reevaluated.
Table 8 therefore demonstrates robustness to the specified parameters only. It also shows
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why replacing one draft’s total and thresholds with another draft’s rules in the same
calculation would produce an uninterpretable comparison.

3.13.2 Cascading amplification and the cost of a cap

Figure 5 compares exact finite-step sums with the convergent limit. Ata = 0.60, three
propagation steps already give a multiplier of 2.176; the infinite limit is 2.5. At a = 0.80, the
limitis 5. A downstream-loss cap equal to initial loss would understate these infinite-horizon
totals by 20% and 60%, respectively. The comparison refutes a universal cap within a model
whose assumptions are fully specified; it does not show that every real incident exhibits such
amplification. As a approaches one, the infinite estimate becomes highly sensitive and finite-
horizon interpretation becomes increasingly material.

10 A
----- One propagation step
-+ Three steps
— = Ten steps
8

| = Infinite series
---- Total implied by downstream cap

a=08M=5

Total / primary loss M

T T T T
0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
Symmetric propagation coefficient a

Figure 5. Total-to-primary-loss multiplier in the symmetric two-sector model. K denotes
propagation steps, not elapsed hours. The horizontal line at two is the maximum total implied by
capping downstream loss at primary loss. All curves are calculated from Equation (12); coefficients
are controlled mathematical inputs.

3.13.3 Concentration in the secondary reported-loss table

The thirteen reported amounts have a median of 4.0 million KZT and mean of 12.9
million. The largest reported case, 90 million, contributes 53.67% of the 167.7 million total,
the three largest contribute 71.56%. Figure 6 displays every amount with its S2 row ID. A
leave-one-largest-out descriptive stress check gives a mean of 6.475 million, 49.81% below
the full-table mean. This does not justify discarding the largest event. It shows that the
aggregate benchmark is dominated by one record whose primary evidence is unavailable.
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Figure 6. The thirteen organisation-reported amounts in the national draft, ordered by magnitude.
IDs match S2.7. Mean and median describe this table only; the amounts have not been
independently verified, price-normalised or generated by the proposed methodology. Sources: [14],
[15], Appendix G.

Neither the mean nor a fitted distribution from this small secondary table would
provide a defensible national coefficient. Sector labels mix different event mechanisms and
accounting practices, while incident dates and sampling coverage are absent. The relevant
numerical result is the observed concentration of the supplied table, not an estimate of tail
risk in a population. This distinguishes a useful descriptive check from an unsupported
calibration claim.

4 Discussion and validation requirements
4.1 Interpretation of the comparative findings

The comparative and numerical results support different levels of inference. Source
passages establish the purposes and safeguards of particular instruments. The reconciliation
and category-stability propositions establish conditional mathematical results. Case
reconstructions show how those conditions operate with the supplied draft inputs. The
secondary thirteen-case table provides only descriptive evidence. Treating these levels as

JSDT | DGSC | Page 30



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

interchangeable would reproduce the same measurement problem that the assessment
architecture is intended to prevent.

The strongest practical finding is that uncertainty in monetary valuation and stability
of an escalation decision can coexist. In the portal case, removing a convention changes the
financial category but need not change the operational decision. Conversely, a stable
category based on a fixed expense subtotal does not establish that the wider economic total
is accurate. Reports should therefore show both the valuation interval and the rule
responsible for escalation; one overall score cannot convey both properties.

The formulas also localise the evidence needed to improve an estimate. For the portal,
the valuation basis of reputation dominates the original total, while repeat-contact counts
and additional time govern the revised third-party estimate. For the mine, the composition
and level of the hourly downtime rate dominate the stated uncertainty width. In a dependency
model, the admissibility of propagated items and the assessment horizon matter as much as
convergence. These findings give concrete priorities for collecting evidence instead of
suggesting that all missing information has equal value.

4.2 Validation and implementation

The first validation stage should assess whether independent analysts can reconstruct
the same loss ledger from the same incident materials. Analysts should record disagreements
about eligibility, causal attribution and valuation before reconciliation. Agreement can be
assessed for categorical decisions, while absolute and relative discrepancies can describe
monetary differences. A single reconciled total should not conceal initial disagreement. This
stage tests reproducibility and clarity of the rules, rather than predictive accuracy.

The second stage should compare preliminary estimates with later documented
outcomes. For a prospective pilot, record assessments at fixed milestones, for example 30,
90 and 180 days, while allowing a longer horizon for unresolved liabilities. Evaluate
component-level errors and the coverage of any stated prediction intervals. Analyse sectors
separately where consequence mechanisms differ. No particular sample size is asserted to
be sufficient here: it should follow from the intended precision, variability and representation
of sectors, including incidents with substantial downstream effects.

The third stage should evaluate whether non-monetary classifications support the
intended decisions. A monetary threshold must not systematically suppress essential-service
or safety escalation. Tests should vary valuation assumptions, index weights where used,
and missing-data handling. A controlled comparison can ask whether the proposed ledger
reduces duplicate entries or assessor disagreement relative to an existing procedure.
Demonstrating these improvements would support an operational contribution beyond the
conceptual synthesis presented here.

A national incident-loss register could support calibration if it records consistent
scopes, revisions and evidence quality. Mandatory reporting can improve coverage, but does
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not by itself remove reporting thresholds, selection bias or under-recorded social harms. A
phased implementation should begin with auditable costs and clearly labelled estimates, then
add calibrated sector-specific models as evidence accumulates. Access controls and
disclosure rules are necessary because the underlying incident materials may contain
commercially sensitive or personal information. Insurance research also highlights the
importance of consistent information for loss assessment and risk transfer [51], [52].

4.3 Limitations

The source comparison is purposive and non-exhaustive, with 52 references and no
independent human double coding. It cannot support a prevalence estimate for
methodological defects. The two national drafts are unpublished objects of analysis with an
institutional connection to the authors. The mathematical conditions are elementary
conditional results; their contribution here is to make the accounting and classification
requirements explicit and testable, rather than to claim that sensitivity analysis or interval
classification is itself new.

No independently verified field application is reported. Reconstructed demonstration
expenses are not inspected invoices, and the thirteen secondary reported amounts lack
primary records and a collection protocol. The rectangular uncertainty sets are declared
scenarios; dependencies could narrow them or make some combinations infeasible. The
symmetric propagation model isolates one mechanism and does not reproduce a national
economy. Greater algebraic detail and numerical reproducibility do not remove these limits;
incident-based validation remains necessary to establish valuation accuracy and operational
benefit.

5 Conclusion

Cyber incident damage assessment becomes more defensible when it begins with a
declared measurement object and an auditable set of loss items. Existing standards, monetary
models, regulations and infrastructure methods provide complementary components. Their
integration requires explicit choices about perspective, time horizon, causal attribution and
the treatment of uncertainty. The principal contribution of this review is a set of consistency
requirements that connects these choices to evidence collection and reporting for public
digital systems and critical infrastructure.

The quantitative analysis yields three operational conclusions. First, reconciliation
must occur at the underlying loss-item level because category totals can conceal repeated
observations. Second, monetary category stability can be tested against an explicit
uncertainty set and must be distinguished from stability of non-monetary escalation. The
portal’s original monetary result has reputation elasticity 0.90956 and crosses the critical
boundary at A = 0.42905, while a key-service condition can preserve critical overall severity.
Third, convergent propagation can produce downstream loss greater than primary loss; a
universal cap would understate the controlled model by 20% at a = 0.60 and 60% at a = 0.80.
These results establish reproducible consistency tests and priorities for further evidence
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collection, while empirical accuracy remains to be evaluated against primary incident
records.
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CVYBER INCIDENT DAMAGE ASSESSMENT FOR PUBLIC DIGITAL SYSTEMS AND CRITICAL
INFRASTRUCTURE

Abstract: Cyber incident damage estimates can change materially when overlapping
costs, normative coefficients and classification thresholds are combined without a common
measurement boundary. This study integrates a comparative narrative review of 52 sources
with formal accounting and sensitivity analysis for public digital services and critical
infrastructure. An observation-to-loss model identifies the exact inflation caused by repeated
items. A monotonicity criterion determines when a financial category is stable over a
declared uncertainty set, while operational and safety escalation remain separate. The
analytical conditions and reproducible calculations are applied to two demonstrations from
unpublished national drafts and to a controlled two-sector propagation model. In the original
portal case, the reputation convention accounts for 90.96% of the total and has elasticity
0.90956; the critical financial threshold is reached at 42.905% of its original magnitude.
Removing the convention changes financial severity from critical to moderate without
necessarily changing operational escalation. Exact scenario bounds are 20.8265-34.109
million KZT for the revised wider portal account and 67.912-83.720 million for the mine
account. In the propagation model, a cap tying downstream loss to primary loss understates
the total by 20% at coefficient 0.60 and 60% at 0.80. A thirteen-case reported-loss table is
strongly concentrated and is used descriptively rather than for calibration. The contribution
is a set of testable consistency and robustness conditions; independently verified incident-
based validation remains necessary.

Keywords: cyber incident damage; loss estimation; public digital services; critical
infrastructure; double counting; uncertainty; cascading effects; severity assessment
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Ouenka yniep6a ot KUOEPUMHIIUIEHTOB B FOCY1apCTBEHHbIX HN(POBBIX CHCTEMAX U
KpUTH4YeCcKOH HHpacTpyKType

AnHoTanus: OueHkH yuepda oT KHOSPUHIIMICHTOB CYIIECTBEHHO MEHSIOTCS MpU
O00BETMHEHUN TEPECEKAIONINXCSl 3aTpaT, HOPMATHUBHBIX KO3()(DUIMEHTOB U TOPOroB
KJaccuukanuu 0e3 eqUHbIX TpaHull u3MepeHus. B pabore cpaBHUTENbHBIN HAPPATUBHBII
0030p 52 MCTOYHUKOB AONOJIHEH (POPMATIHHBIM aHATU30M Y4ETA U YyBCTBUTEIBHOCTHU IS
rOCy/IapCTBEHHBIX HU(PPOBBIX YCIYr M KpUTHYECKOW HHGPacTpyKTypbl. Mojenb CBS3U
UCXOJHBIX IOTEPh C OTYETHBIMM BEIMYMHAMU OIPENESeT TOYHOE 3aBBbIIICHUE H3-32
noBTOpHOro yuéra. Ha ocHOBe MOHOTOHHOCTH C(OPMYIUPOBAHO YCIOBHE YCTOMYUBOCTH
(buHAHCOBOW KaTeropuu MpU 3aJaHHOW HEONpeAeNEHHOCTH; ONEpPAlMOHHAS TSAKECTh U
0€30MacHOCTh PaCCMAaTPUBAIOTCS OTAENIbHO. AHAIUTUYECKUE YCIIOBUS U BOCIIPOM3BOANMBIE
pacuéThl MPUMEHEHBI K ABYM JIEMOHCTPAIIMOHHBIM IIPUMEpaM U3 MPOEKTOB HAIIMOHAIBHOMN
METOJIMKHA W YCIOBHOH JIBYXCEKTOPHOH MOJEIH paclpoCTpaHeHUs yiiepOa. B mcxomHom
MOPTAIbHOM NPUMEPE penyTalroHHas cocTapistomas onpenenser 90,96% cymmbl 1 umeeT
anactuaHOCTh 0,90956; kputndeckuid puHAHCOBBINA mOpor nocturaercs npu 42,905% eé
UCXOJHOW BENWYHMHBI. VICKITIOUEHHE COCTaBISIONICH CHM)XKAeT (PMHAHCOBYIO KaTETOPHUIO C
KPUTHYECKOW JI0 CpeAHeH, He 00s3aTeIbHO M3MEHSSl ONEpalMOHHBIM YpOBEHb. TOYHBIC
ClieHapHbIe TpaHuIlbl cocTaBisAOT 20,8265-34,109 MuH TeHre il paclIMPEHHOU OLICHKU
nopranpHOro ciydas u 67,912—-83,720 mnH mna maxtHoro. OrpaHuueHre KacKaTHbIX
MOTEePh BETUYMHON MEPBUYHOTO yiiepOa 3aHMKaeT UTOr ycloBHOW mozenu Ha 20% mpu
kodp¢uimente 0,60 nu Ha 60% mpu 0,80. Tabmuia TpUHAIIATH 3asSBICHHBIX TOTEPh
UCTIONB3YETCS ISl OMMCATeNbHOTO aHaiu3a, a He KanuOpoBku. PesynapTar paboTel —
IIPOBEpsiEMbIE€ YCJIOBUSI COTJIACOBAHHOCTH DPACYETOB M YCTOMYMBOCTU KiacCH(PHUKAIUY;
HeoOXxouMa He3aBUCHMasl MPOBEpKa Ha MEPBUYHBIX MaTepHajgax HHIUACHTOB.

KiaioueBble ciaoBa: ymep0 oOT  KHOCPHUHIIMACHTOB,  OIICHKAa  IOTEPb;
rocy/apcTBeHHbIe IUGPOBBIE YCIYTH; KpUTHYecKas WHPPACTPYKTypa; IBONHHON YyuérT;
HeonpeAeNnEéHHOCTh; KackaaHble 3()(eKThI; OIIeHKa TSHXKECTH MOCIeICTBUN
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MemuiekeTTik HMQPJBIK Kyiiejep MeH aca MAHbI3Abl HHPPAKYPbLILIMIAFbI
KHOepUHUMAEHTTEPAeH KeJeTiH 3aJaJabl 0araJiay

Angatna: KuOepuHUMACHT 3alaiblHbIH Oarachkl KaWTallaHAThIH LIBIFBIHIAD,
HOPMAaTHUBTIK KO3()(OUIIMEHTTEP KOHE JKIKTEY IIEKTepi OipbIHFall eJliey MeKapalapbIHChI3
OipikTipiarenae eneyni e3repesi. XXymbicta 52 IepeKKo3aiH CabICThIPMaIbl HAPPATUBTIK
HI0JTYbI MEMJICKETTIK HUMPIIBIK KBI3METTEP MEH aca MaHbI3Ibl HHPPAKYPHUIHIM YIIIIH €CETKE
ally MEH Ce3IMTAIIBIKTBIH (QopMaliapl TalAaybIMEH TOJBIKTBIPbUIFaH. bacTamnkel
HIBIFBIHAAP/Bl €CENTIK IIaMaJapMeH OalJIaHBICTHIPATHIH MOJETh KalTalan ecenTeyicH
TYBIHAAUTBIH HAKThl apThIK COMAaHbI aHBIKTaWbl. MOHOTOHABUIBIK HETri3iHIe OepiireH
Oenrici3aik KarJailblHIa KapKbUIBIK CAHATTBIH TYPAKTBUIBIK IIAPTHl TYXKBIPHIM/IAA]IBI;
OTICpAIUSUTBIK CallIap MEH KayilCi3diK 0eJieK KapacThIPhUIaAbl. AHATHTHKAIBIK [apTTap
JKOHE KalTa INBIFapbhUIaTBIH  €CenTep YITTBIK oJicTeMe KoOalapbhlHIOaFbl €Kl
JIEMOHCTPAIMSUIBIK MBICAJIFA JKOHE MIAPTTHI €Ki CEKTOPIIBI Tapay MOJACIiHE KOJIIaHbUIA b
bacrankel mopran MpicaiabiHaa OeaeNIiK Kypamaac sxaimbl coManbliH 90,96%-bIH Kypaiibl,
oHbIH uKemainiri 0,90956; KpUTHKAIBIK Kap>KbUIBIK IIEK OCHI KYPaMIAacThIH OaCTarKbl
mamacelHblH  42,905%-b1Haa opbiHAanansl. OHBL alblll TAacTay KapKbUIBIK CAHATThI
KPUTHUKAJIBIKTAH OpTallaFa TOMEHJIETel, OipaK omepaunusuIblK JEHreiai MIHASTTI Typae
esreprreiai. [lopTanabiy KEHEHTIIreH OaFrachIHBIH HAKThI ClICHApUiAIiK mekTepi 20,8265—
34,109 muiH TeHre, maxTa OarachIHBIH IHekTepi 67,912—-83,720 muH TeHre. KackaaThik
HIBIFBIHAAPABl  OacTamKbl 3ajaiIMEH IIEKTeYy MIAPTThl MOJENb/IH JKAJIMbl COMAChIH
kodppurment 0,60 6onranga 20%-ra, an 0,80 6onranna 60%-ra kemiteni. MoxiMaenTeH OH
YIII IIBIFBIH KeCTEC1 KauOpieyre eMec, CUmaTTaMaiblK TalgayFa Konaaneuiaasl. HoTmke —
ecenTeyiepAiH COMKECTIr MEH KIKTEyJIH TYPaKThUIBIFBIH TEKCEpy IIapTTapbl; OJapibl
WHIUJIEHTTEPA1H 0acTankel MaTepuaIaapbl HET131H/E TOYEICI3 TEKCEPY KaKeT.

Tyiiin ce3aep: KHOCPUHIIUIECHTTEPACH KEJIETIH 3ayiall; IIBIFBIHAAPILI Oaraiay;
MEMJIEKETTIK HUQPIBIK KbI3METTEP; aca MaHbI3[bl MHPPAKYPHUIBIM; KOCAapJaHFaH €cell;
Oenrici3lliK; KaCKaATBIK ocepliep; callap/blH aybIpJIbIFbIH OaFanay

1 Introduction

Cybersecurity incidents can generate expenditure for the affected organisation,
disrupt dependent services and impose costs on people who are not parties to the original
system. An assessment intended to support recovery funding, regulatory reporting or
national statistics must therefore specify whose loss is measured, over what period and on
what evidence. IBM reports an average data breach cost of USD 4.99 million for its 2026
study [1]. This benchmark describes the surveyed population; it is not a valuation rule for a
particular public digital service or industrial installation.

The distinction matters because cyber risk quantification and incident damage
assessment answer different questions. Risk analysis estimates the distribution of possible
future loss, whereas incident assessment reconstructs the consequences of an event that has
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occurred. Both may use monetary models, but only the former necessarily includes event
frequency. Woods and Bohme [2] emphasise the importance of causal interpretation in
empirical cyber risk research. Cremer et al. [3] identify limitations in accessible loss datasets,
while event-level studies demonstrate substantial variation in reported costs [4], [5]. These
findings support transparent assumptions and uncertainty reporting rather than the direct
transfer of a global mean to a national setting.

The relevant literature comprises several complementary traditions. Investment
models relate security expenditure to expected loss reduction [6], [7]. ISO/IEC 27005 and
NIST SP 800-30 establish risk assessment processes [8], [9]. Open FAIR provides a
taxonomy for analysing loss frequency and magnitude [10]. NIS2 and DORA establish
criteria for regulatory significance [11], [12]. Business continuity, operational technology
safety and infrastructure interdependency research address consequences that extend beyond
information assets. Composite indicator methods offer a way to summarise heterogeneous
impacts, subject to explicit assumptions about scaling and weights [13]. Their outputs cannot
be compared without first aligning the object of measurement.

For government systems, the central difficulty is not that existing methods are
inapplicable to non-commercial organisations. Response expenditure, replacement costs and
productivity losses can be estimated without sales revenue. The harder problem is separating
these costs from interrupted public service, loss of strategic autonomy, safety consequences
and effects on other sectors. A budget allocation is not automatically a loss, a service delay
is not necessarily permanent loss of output, and a critical safety consequence need not
produce a large financial bill. An assessment that obscures these distinctions can misdirect
both compensation and recovery priorities.

This study combines a comparative review with formal consistency and sensitivity
analysis. It asks which measurement objects the main method families support, how
overlapping losses can be reconciled, and when uncertainty in valuation changes an
incident’s financial or overall severity. The analytical contribution has three parts: an explicit
observation-to-loss reconciliation condition; a criterion for category stability over a declared
uncertainty set; and exact parameter-response relations for two draft-method demonstrations
and a controlled propagation model. The conditions are derived and numerically checked.
They are not claims of a new general theory of risk or of validated national loss coefficients.

Section 2 describes the source-based comparison and reproducible analytical
procedure. Section 3 derives the accounting and classification conditions, reconstructs the
two demonstration cases and presents quantitative sensitivity results. Section 4 discusses
their practical interpretation and validation requirements. Section 5 states the conclusions.
S1 documents source identities and evidence links; S2 and the accompanying scripts
reproduce the calculations and figures.

2 Review design and analytical method
2.1 Scope and source selection
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The study uses a structured comparative narrative review of 52 identified
publications and instruments, followed by formal and numerical analysis of selected
measurement problems. Selection is purposive and covers loss definition, monetary
estimation, regulatory significance, service and physical consequences, interdependencies
and indicator construction. S1 lists every reference and its role. The review is not an
exhaustive systematic search and does not estimate the prevalence of defects across the
literature.

Research studies support empirical and modelling claims; standards define processes
and terminology; legal instruments specify rules within their stated scope; and industry
reports provide contextual benchmarks. Principal source claims were checked against
issuing-body and publisher records on 21 October 2026. S1 distinguishes inspectable
passages from catalogue descriptions and supporting references. The cited edition defines
each instrument; full-text access to every proprietary source is not assumed.

Sources restricted to attack detection are excluded unless they connect an incident to
measurable consequences. Two unpublished national drafts are objects of critical analysis:
the earlier Appendix 2.6 and working revision 2.2 [14], [15]. S1 supplies their exact file
identities and section locators. The earlier Appendix B defines the demonstration inputs;
revision 2.2 changes accounting and classification rules and clarifies the status of thirteen
reported-loss entries. These drafts are not independent validation sources or adopted national
standards.

2.2 Units of analysis and comparison criteria

The source-level unit is a named instrument or study, identified in S1. Families group
sources with related purposes. Table 1 gives representative members; Tables 2 and 3 identify
source-linked measurement routes and consistency checks. No numerical source ratings are
averaged into family scores. A capability is attributed to a specified source and use; an
unreported feature remains undetermined rather than being scored as absent.

Table 1. Analytical families and representative sources

Family Principal output Representative anchors

Risk management Risk assessment structure and ISO/IEC 27005 [8]; NIST SP 800-30
processes decision criteria [9]; CSF 2.0 [16]

Monetary risk and Loss distributions, expectations or Open FAIR [10], [17], [18]; ROSI [7],
investment models investment criteria [19]; CyVaR [20], [21]

Empirical incident Observed costs and associations  IBM [1]; Eling and Wirfs [4];

studies in a defined sample Romanosky [5]; Aldasoro et al. [22]

NIS2 [11]; DORA [12]; GDPR [23];
delegated and implementing acts [24],
[25]

Reporting thresholds and

Regulatory instruments .
consequence categories
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Family Principal output Representative anchors
- Service impact, recovery ISO 22301 [26]; ISO/TS 22317 [27];
Continuity and OT o ities and physical IEC 62443-3-2 [28]; NIST SP 800-82
safety
consequences [29]
Interdependency Propagation of disruption Leontief [30]; Rinaldi et al. [31];
models between systems or sectors ENISA [32]

A score or ranking under stated

Composite indicators -
aggregation rules

OECD/JRC [13]; AHP [33]

Comparison uses four criteria: the meaning and units of the output; the treatment of
uncertainty; the prevention of overlapping loss entries; and the declaration of the
organisational, temporal and economic boundary. Nine consequence dimensions are
examined: financial expenditure, material damage, operational disruption, workforce
productivity, reputation, public service continuity, technological dependency, cross-sector
propagation and human safety. These dimensions are descriptive tags. They are not nine
amounts that can automatically be added, because one consequence can carry several tags.

2.3 Synthesis and reproducibility

The analysis links each comparative claim to a named source, an identifiable passage
or public scope statement, and a stated inference. S1 distinguishes a source statement, an
analytical inference and a numerical demonstration. The synthesis rule is non-statistical: a
family description identifies a capability illustrated by its cited members; it neither averages
ordinal ratings nor interprets one positive example as universal coverage. For example, NIST
SP 800-30 discusses uncertainty explicitly, while the OECD/JRC handbook addresses both
overlap and sensitivity. These observations preclude family-wide claims that process
standards or composite indicator methods lack those features [9], [13].

The evidence map was assembled through Al-assisted extraction and editorial
analysis with OpenAl ChatGPT. No independent human double coding or inter-rater
reliability estimate is claimed. Conflicting readings are resolved by narrowing the
interpretation to the passage that can be supported. S1 records the source-to-claim links and
access limitations. This interpretive evidence is distinguished from the algebraic results and
reproducible numerical calculations below.

2.4 Analytical and computational procedure

The analytical unit is an incident account with a fixed owner, valuation perspective,
time horizon and currency basis. The procedure first reconstructs the draft’s original entries,
then changes one accounting convention or a declared parameter set at a time. LoOsS
components are retained separately so that changes in a total can be attributed to a specific
assumption. Derivatives quantify local sensitivity; monotonicity gives exact interval
endpoints; classification rules map the feasible ratios to severity bands. An explicit
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symmetric two-sector system isolates the effect of propagation strength. Finally, descriptive
statistics examine the concentration of the thirteen reported amounts without treating them
as a representative sample.

Figures use deterministic grids: 301 reputation multipliers, two 101 x 101 parameter
surfaces and 451 propagation coefficients. These grids visualise response functions; the
interval bounds and threshold-crossing conditions follow analytically rather than from
sampling. No random seed or probability distribution is required. Numerical checks compare
original totals with their source, verify the fixed-point relation and interval endpoints, and
compare an analytical elasticity with a central finite difference. The supplied CSV files
contain every plotted point.

Define the assessment question
Decision purpose, perspective and time horizon

Future risk

Event frequency
Loss severity
Future horizon

Incident loss

Costs and losses
Evidence quality
Incident horizon

Severity

Service impact
Safety impact

Escalation rules

Compare methods within each measurement object.
Connect outputs through evidence and common identifiers.

Figure 1. Measurement objects distinguished in the comparative analysis. Currency units alone do
not make the outputs interchangeable.

3 Comparative analysis and assessment design
3.1 Risk management process standards

ISO/IEC 27005 defines guidance for information security risk management, while
NIST SP 800-30 organises risk assessment around threats, vulnerabilities, likelihood and
impact [8], [9]. CSF 2.0 places cybersecurity outcomes within six functions, including
Govern [16]. 1SO 31000 and IEC 31010 provide broader risk management principles and
assessment techniques [34], [35]. These instruments support consistent processes, but their
adoption alone does not establish common monetary assumptions across organisations.

The resulting limitation is one of specification. Two agencies may apply the same
process and legitimately choose different impact scales, time horizons or valuation
perspectives. Their risk assessments can be useful locally without being suitable for
aggregation into national loss statistics. A national procedure should retain the governance
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and documentation functions of these standards while separately defining the minimum
incident accounting record. Lack of a universal currency formula is not a defect in a standard
whose primary purpose is risk governance.

This distinction should not obscure the safeguards already present in process
guidance. NIST SP 800-30, Section 2.3.1, discusses uncertainty; Section 2.3.2 distinguishes
assessment scales; and Task 2-6 calls for uncertainty to accompany risk determinations [9].
The present contribution is the operationalisation of compatible incident accounting records,
not the discovery of uncertainty as a missing concept.

3.2 Monetary loss and investment models

Open FAIR distinguishes loss event frequency from loss magnitude and organises
losses through primary and secondary consequences [10], [17], [18]. Its loss forms can
support identification of response, replacement, productivity and other costs in a public
organisation. The primary—secondary distinction concerns the causal pathway, including
reactions by stakeholders; it should not be treated as an exact synonym for direct—indirect
accounting categories. The cited O-RT and O-RA editions are Version 3.1 and Version 2.1,
respectively, published in 2025.

The FAIR Institute model specification independently identifies productivity,
response and replacement loss forms in Sections 3.1-3.3 [36]. For a public agency, response
and replacement expenditure remain meaningful even when forgone sales are zero. Salary-
based productivity valuation requires evidence of displaced useful work and is not
automatically an incremental cash expense. Reputation-related revenue loss may be
inapplicable to a particular public service, but that limitation concerns a loss pathway, not
the validity of the entire framework.

Annualised loss expectancy expresses expected aggregate loss over a defined
horizon. Under the additional assumptions that event losses are identically distributed, have
finite means and are independent of the event count, the compound loss model has the form
in Equation (1).

E[Su] = E[Zp",Xx] = E[Ng]E[X] (1)

Here Sy is aggregate loss over horizon H, Ny is the number of loss events and Xy is
the loss of event k, all monetary quantities being expressed on a consistent price basis.
Independence of count and severity should be checked rather than assumed for common-
cause or cascading incidents. For an incident that has already occurred, estimation of its
damage is conditional on the observed event; it does not require estimating how often that
event will occur next year.

ROSI and security investment models evaluate a counterfactual reduction in future
loss relative to protection expenditure [6], [7], [19]. Cyber value-at-risk specifies a loss
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quantile for a stated horizon and confidence level [20], [21]. These quantities inform
investment or capital decisions, but neither a quantile nor expected annual loss estimates the
incurred cost of one realised event. Sparse data limit calibration, yet distributions may also
be elicited from expert judgement. Their provenance and uncertainty must then be disclosed.
Frequency data are a constraint on prospective risk estimation, not a prerequisite for
recording documented recovery costs.

3.3 Empirical cost studies and benchmarks

Empirical studies supply evidence about the dispersion of incident costs and the
influence of organisational and event characteristics [4], [5], [22], [37]. Industry reports
serve different purposes: a breach cost survey estimates costs in a sampled population,
whereas the Verizon Data Breach Investigations Report primarily characterises incidents and
attack patterns [1], [38]. Their denominators, inclusion rules and reporting mechanisms must
be examined before results are combined.

A national assessment should use external benchmarks to test plausibility and to
inform explicitly labelled estimates where local evidence is limited. Direct substitution is
problematic when wage levels, liability rules, service portfolios and reporting incentives
differ. Currency conversion alone cannot correct these differences. Neither a sample mean
nor a loss-per-record rate supplies a causal estimate for an individual event. A benchmark-
based component should retain the source population, adjustment assumptions and a
sensitivity range, and should be replaced by incident-specific evidence as it becomes
available.

3.4 Regulatory significance and economic impact

NIS2 and DORA link incident reporting to the significance of consequences within
their respective scopes [11], [12]. Their subordinate acts contain more economic detail than
a simple ordinal severity scale. Article 7 of Commission Delegated Regulation (EU)
2024/1772 specifies direct and indirect cost and loss categories for determining economic
impact under DORA [24]. Commission Implementing Regulation (EU) 2024/2690 specifies
significant-incident criteria for listed digital service providers and discusses relevant
financial loss categories [25]. It would therefore be inaccurate to state that regulatory
instruments provide no guidance on monetary loss.

The remaining distinction concerns purpose and boundary. A reporting threshold
answers whether a statutory notification condition is met. A financial estimate supports
accounting or resource allocation under a specified valuation perspective. A regulatory total
may prescribe a different treatment of recoveries or forgone revenues from an economic
resource-loss estimate. These totals require a documented reconciliation rather than forced
numerical equality. The turnover-based maximum fines in GDPR are legal sanctions, not
estimates of the harm suffered by individuals [23]. The ENISA personal data breach
methodology provides a severity assessment approach [39], while the US cyber incident
severity schema supports coordination and escalation [40].
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There are also concrete alternatives to an isolated national total. The European
Supervisory Authorities’ Joint Guidelines JC 2024 34 provide a reference-year approach to
aggregated annual incident costs and losses and separate financial recoveries [41]. These
instruments demonstrate existing monetary reporting practice. Adapting their boundary to
public services remains a design choice rather than evidence that no alternative approach
exists.

Version control is also material. NIST SP 800-61 Revision 3, issued in April 2025,
supersedes Revision 2 and aligns incident response guidance with CSF 2.0 [42]. Older
lifecycle descriptions may remain relevant when explicitly discussed historically. Their use
should not be represented as application of the current edition. More generally, the
assessment record should identify the rule and edition that governed classification at the time
of reporting.

3.5 Business continuity and operational technology safety

Business impact analysis links disrupted activities to organisational objectives,
consequences over time and recovery priorities [26], [27]. It can support valuation of
interruption, but does not guarantee that a validated hourly loss rate exists. Such a rate may
depend on transaction timing, spare capacity, manual alternatives and whether delayed work
is subsequently completed. Multiplying annual operating expenditure by a fraction of
unavailable hours measures an allocation of service resources; without additional
assumptions it does not measure incremental damage.

For operational technology, IEC 62443-3-2 and NIST SP 800-82 support assessment
of cyber-related consequences in systems that interact with physical processes [28], [29].
Functional safety and integrated safety—security approaches add analysis of hazardous
scenarios [43], [44]. Actual injuries, hazardous releases and exposure duration should be
recorded separately from the probability of a hypothetical accident. Medical expenditure and
repair costs may enter the relevant monetary account. Injury severity and risk to life should
remain visible as separate outcomes even when a jurisdiction permits economic valuation of
health effects. A low estimated financial loss cannot cancel a safety-critical escalation
condition.

3.6 Interdependencies and cascading consequences

Input—output models and infrastructure interdependency research describe how
disruption can propagate beyond its initial location [30], [31]. ENISA and OECD materials
provide complementary guidance on critical functions and infrastructure resilience [32],
[45]. Supply chain guidance addresses dependency on technology providers and services
[46], [47]. Applying these approaches to a realised cyber incident requires an event
boundary, evidence of affected links and a distinction between observed downstream losses
and modelled scenarios.
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For an explicitly defined linear loss-propagation approximation, let d be a vector of
initial losses and A a non-negative matrix whose element a;; maps a unit of loss in sector j
into an additional loss in sector i over the same horizon. A finite non-negative infinite-series
solution for arbitrary non-negative d is obtained when the spectral radius p(A), the largest
eigenvalue magnitude, is below one. Equation (2) states the resulting model.

x=d+Ax=I-A)"1d A=0 pA) <1 (2

Here x contains total sector losses and | is the identity matrix. Strictly sub-unit row
or column sums are sufficient conditions for convergence, but are not necessary. Sums no
greater than one are not sufficient when p(A) equals one. Nor is there a general economic
requirement that downstream losses be smaller than the initial loss. For example, a
hypothetical two-sector matrix with both diagonal elements equal to zero and both off-
diagonal elements equal to 0.6 has p(A) = 0.6. With d = (1, 0) million KZT, Equation (2)
gives x = (1.5625, 0.9375) million KZT. Total loss is 2.5 million KZT, including 1.5 million
of propagated loss. This is a mathematical counterexample to the proposed cap, not an
empirical estimate.

Equation (2) is an illustrative abstraction, not a validated cybereconomic model or a
direct reuse of national input—output coefficients. Its coefficients require causal
interpretation and calibration; near-unit spectral radii can amplify parameter uncertainty. If
x already includes d, the two vectors must not be added again. Empirical implementation
should also use consistent value-added or resource-cost concepts to avoid counting
intermediate transactions repeatedly. Where these conditions cannot be met, report observed
downstream costs and separate bounded scenarios rather than an unsupported multiplier.

Where observations replace model outputs, maintain a sector-by-item reconciliation:
each downstream item has an affected owner, time interval and causal link to the initiating
event. A modelled sector total and the observed expenses it already represents cannot both
enter the same consolidated total. A finite propagation-horizon model can instead sum d, Ad,
..., A raised to K times d; the infinite-series convergence condition then does not apply,
although causal validity and avoidance of repeated valuation remain necessary. No
coefficient restriction can substitute for this accounting reconciliation.

3.7 Composite indicators and monetary valuation

Composite indicators combine selected variables through normalisation, weighting
and aggregation [13], [33]. Their interpretation depends on the measurement scales and on
whether compensation between dimensions is acceptable. ISO/IEC 27004 supports a
disciplined approach to information security measurement and evaluation [48]. A severity
score may be useful for escalation, but the score alone does not establish an exchange rate
between public trust, safety and money.

JSDT | DGSC | Page 47



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

Multiplying a dimensionless quantity by a financial base is not inherently invalid.
For example, multiplying a calibrated physical damage ratio by an appropriate replacement
value can be meaningful. The problematic step is treating an uncalibrated multi-criteria
severity index as if it were an empirically established loss fraction. Such conversion requires
an identified monetary target, supporting data, calibration, validation and uncertainty
analysis. In their absence, index values and monetary totals should remain separate.

A numerical distinction is useful. A calibrated 0.20 physical damage fraction applied
to a 10 million KZT replacement value produces a 2 million KZT estimate for the specified
asset. An ordinal severity score of 0.20 applied to the same base has no equivalent meaning
without calibration. Neither calculation permits a second entry for the same damaged asset.
ENISA’s personal data breach method defines severity levels in Section 3.2, not monetary
conversion factors [39].

The proposed architecture therefore retains a monetary account and a consequence
profile as linked outputs with a common incident identifier (Figure 2). Critical safety or
essential-service conditions should be capable of triggering escalation independently. If an
aggregate score is used for other purposes, its component values, weights and sensitivity
should remain available; averaging must not conceal a non-compensable consequence.

Incident evidence and boundary
Scope, horizon, causal links and item IDs

v ™

Monetary account Consequence profile

Documented losses Service and safety
Estimated losses Dependency and reach

Gross and net totals Escalation rules

N ¥

Assessment report and revisions

Separate units and linked evidence

Figure 2. Proposed assessment architecture. Financial loss and consequence severity share evidence
and an incident boundary but remain distinct outputs.

3.8 Comparison across consequence dimensions

Table 2 distinguishes feasible valuation routes from consequences that require non-
monetary reporting. The comparison does not establish that a dimension is absent from every
member of a family. It identifies the evidence and boundary conditions needed when
representative methods are used together. In particular, technological replacement costs can
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be measured without claiming to monetise technological sovereignty itself, and public
service interruption can be measured in service units without treating the delivery budget as

lost revenue.

Table 2. Consequence dimensions and defensible measurement routes

Dimension

Financial
expenditure

Material damage

Operational
disruption

Workforce
productivity

Reputation

Public service
continuity

Technological
dependency

Cross-sector
propagation

Human safety

Measurement route and anchors

Incident response, legal and recovery
entries [10], [42], [24]

Repair or replacement cost for
damaged assets [28], [29]

Unrecovered output or contribution
margin; additional work [26], [27]

Attributable work hours and a
declared valuation basis [10], [18]

Incremental churn, contract loss or
mitigation expenditure [4], [5], [10]

Failed or delayed requests, affected
users, backlog and alternatives [26],
[27]

Incident-induced migration,
substitution and integration costs [46],
[47]

Observed downstream costs or a
specified dependency model [30],
[31]

Observed harm, exposure and
scenario consequences [29], [43], [44]

Boundary condition

Identify incremental costs; distinguish
payments, provisions and recoveries.

Avoid adding full replacement cost and
full asset write-off for the same loss.

Account for catch-up, saved costs and
workarounds.

Separate opportunity cost from additional
payroll; exclude overlaps.

Establish attribution; avoid adding
market-value loss to overlapping cash
flows.

Allocated budget is a resource proxy;
citizen loss needs separate evidence.

Exclude unrelated modernisation; report
residual dependency separately.

Use a common boundary; reconcile
transfers and duplicated outputs.

Retain non-monetary severity even when
some costs are monetised.

Three integration problems follow from this comparison. First, one underlying
consequence can appear in several categories: an interrupted activity may already
incorporate idle staff, contract penalties and recovery expenditure. Second, estimates with
different purposes may share currency units while representing different objects. Third, costs
borne by one entity can be transfers received by another. A national aggregation cannot be
obtained by adding all organisational bills without specifying the economic perspective.

The evidence supports specific mechanisms, not a prevalence estimate. The
OECD/JRC handbook explicitly discusses collinear indicators that can give excess weight
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to one underlying dimension and recommends uncertainty and sensitivity analysis [13],
Sections 1.6-1.7. This is an identified aggregation risk and an existing safeguard, rather than
evidence that the handbook commits an error. NIST’s qualitative and quantitative scales [9],
Section 2.3.2, ENISA’s severity levels [39], Section 3.2 and the cost categories in Regulation
2024/1772 [24], Article 7 illustrate different measurement objects. The invalid step would
be combining those outputs without reconciling their meanings. The cases below identify
concrete budget-proxy, sector-uplift and severity-feedback problems in the earlier national
draft [14]. These examples support source-specific criticism, not a claim that such defects
recur at a measured rate across the corpus.

Table 3. Consistency checks for a combined assessment
Issue Diagnostic question Required treatment

Risk versus Is the output an event loss, an Label the object and horizon; compare only
realised damage annual expectation or a quantile?  like quantities.

Can two entries refer to the same  Use a unique item identifier and an

Duplicate loss : - .
resource or output? exclusive accounting allocation.

Score converted to  Has the index been calibrated to a  Keep uncalibrated severity scores outside

money defined monetary target? the loss total.

Unstated Does the base represent annual State base, year and scope; avoid cross-base
denominator flow, asset value or lifecycle cost? = rankings.

Transfers and Does the amount change resource  Report organisational gross and net loss;
recoveries loss or only who bears it? reconcile national totals.

Uncertainty
hidden in a point
estimate

Which inputs are observed, Disclose evidence status, ranges and
estimated or conventional? sensitivity.

3.9 Requirements for a national assessment procedure

Kazakhstan provides a relevant application context because public digital services
and critical infrastructure combine organisational, public and cross-sector consequences.
The Digital Code of the Republic of Kazakhstan, adopted on 9 January 2026, and legislation
on state services provide the legal context [49], [50]. The architecture below is a
methodological proposal; it is not represented as an adopted legal requirement or an
independently validated national instrument.

The first step is to define an incident record: affected entities and services, assessment
date, start and end of the loss horizon, currency and price basis, and perspective. At least
three perspectives should be distinguishable: the operator’s organisational loss, the fiscal
effect on public bodies and the wider economic or social consequence. These views can
overlap and should not be added together as independent layers. A penalty paid by an
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operator to the state is a cost to the operator but a transfer within a consolidated national
account; the associated administrative resources are a separate matter.

The monetary account should start from distinct loss items rather than from broad
labels such as direct, indirect and strategic. Let c; be the monetary value of item j and a;
indicate whether that item is included within the declared boundary. For every included item,
a category-allocation variable z; assigns it to exactly one monetary category. Equation (3)
defines the aggregation and exclusivity condition.

Ugross = Zjn=1ajcj = Up + Ug, ZE=1ij =1 (3

Up is the subtotal supported by incident-specific documentary evidence and Uy is the
subtotal that depends on explicit estimation assumptions. Both require attribution to the
incident; a paid invoice alone does not establish that the entire amount is attributable. The
allocation rule prevents duplicate entries when identifiers are maintained, but it cannot by
itself detect two differently named records of the same loss. Reconciliation of invoices, staff
time and output measures remains necessary. An item can have several descriptive
consequence tags while retaining one monetary allocation.

Gross loss is reported before insurance or third-party recoveries. For an
organisational account, received recoveries R, can be disclosed separately and reconciled
to net loss as in Equation (4). Expected, disputed or conditional recoveries should retain their
uncertainty and not be presented as already received.

Unet = Ugross — Rrec (4)

An interruption estimate must follow the observed service trajectory. Let q(t) be the
fraction of normal useful service delivered at time t, bounded between zero and one, and let
b(t) be the marginal value of output permanently lost after allowing for subsequent catch-up
and avoided variable costs, expressed in KZT per hour. A simplified operational loss model
is given in Equation (5).

T
Uop = fo [1 - q(t)] b(t) dt + Cae + Cbacklog + Cpen (5)

Caic denotes additional workaround costs, Cpackiog additional costs of clearing
delayed work and Cy,, attributable contractual penalties under the chosen perspective. Each
term must exclude amounts already captured in b(t) or another account. This model is
suitable only when b(t) has a defensible basis. For a public service without a meaningful
monetary output value, report service disruption directly and quantify evidenced additional
resources. An annual service budget B divided by planned service hours H, multiplied by
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equivalent interruption hours T4, may be disclosed as the resource proxy Vpxy in Equation
(6), but should not automatically enter the loss ledger.

B
Vproxy = ETeq»

Teq = Jo[1 — a(®]dt (6)

The consequence profile should retain service scope, geographic reach, population
affected, safety outcomes and residual technological dependency. Escalation rules may use
these variables even when a monetary estimate is incomplete. Restoration, migration,
integration and retraining expenses can be included when attributable to the incident; a
general coefficient for technological sovereignty is not a substitute for identifying those
expenses. This separation allows financially small but safety-critical incidents to remain

visible.

Table 4. Minimum information needed for national implementation

Record element

Incident boundary

Monetary item

Evidence status

Valuation
perspective

Uncertainty

Consequence
profile

Revision history

Required information

Identifiers, entities, affected services,
causal links and time horizon

Item 1D, amount, units, owner, period
and category

Documented, estimated or excluded
proxy; source and rationale

Organisational, fiscal or wider economic
account

Plausible ranges or distributions;
dependence assumptions

Service disruption, safety, dependency
and territorial reach

Assessment date, changed inputs and
reasons

3.9.1 Loss reconciliation and identifiable overlap
A category list alone does not prevent double counting. Consider n distinct

Purpose

Link primary and downstream
records without duplicate incidents.

Reconstruct totals and enforce
exclusive allocation.

Expose the support for each
included value.

Identify transfers and prevent
incompatible aggregation.

Identify which missing evidence
changes the estimate most.

Support escalation without forcing
every consequence into money.

Separate preliminary estimates from
settled outcomes.

underlying loss items with non-negative values c, all within the same assessment boundary.
Let H be a binary observation matrix: H;; = 1 when reported subtotal i includes item j.
Assume every item is represented by at least one row. The reported subtotals are r = Hc and
the multiplicity vector m = HT1 counts how often each item appears. Equation (7) gives the
exact inflation produced by summing the reports without reconciliation.
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r = He, m = H"1, Agy = 1'r — 1Tc = (m — D)Tc (7)

Proposition 1. Under these assumptions, the raw sum equals the unique-item total if
and only if no positive-valued item has multiplicity greater than one. Proof: Equation (7) is
an identity, and every term (m; — 1)¢; is non-negative. The discrepancy vanishes exactly
when all duplicated items have zero value. For example, items (1, 2, 3) and reports
containing items {1, 2} and {2, 3} give subtotals 3 and 5; their sum 8 overstates the unique
total 6 by the repeated item 2. The condition is independent of category names.

The accounting implication is operational: a component record must identify what an
aggregate hourly rate or invoice already contains. When H is unknown, the discrepancy
cannot be estimated merely from the number of categories. In the mine case, adding staff
time to a downtime rate is valid only if that rate excludes the same displaced work. A sector
multiplier or a cap on total loss cannot establish this exclusion. Equation (3) allocates
reconciled items to categories; Equation (7) addresses the prior task of detecting repeated
observations.

3.9.2 Parameter uncertainty and sensitivity

Let 0 collect valuation inputs and let ® specify their admissible joint values. The
fixed expense subtotal D is distinguished from modelled components fj(0). Equation (8)
defines an uncertainty envelope for the monetary total. The set ® may encode dependence
or exclusion constraints; it is not automatically a Cartesian product of independent marginal
intervals.

U®) = D + X_,f(6), U™ = mingeeU(B), U* = maxgee U(®) (8)

If each uncertain input has a non-negative partial derivative and the feasible set is a
rectangle, the lower and upper corners attain the exact bounds. No Monte Carlo
approximation is needed in that case. If combinations are infeasible, corner calculations
provide only outer bounds until the joint constraint is imposed. These are uncertainty sets,
not confidence intervals: a probability statement requires a defensible probability model in
addition to admissible ranges.

For a positive total and a positive parameter p, the local elasticity in Equation (9)
measures the proportional change in total loss caused by a small proportional change in p,
with other inputs fixed. When a component is proportional to p, its elasticity equals that
component’s share of the total. This provides a direct test of whether the monetary
conclusion is governed by a documented expense or by a convention.

_ pau
P = Uap %)
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For a component containing several multiplied inputs, each input can have the same
component-share elasticity; these input elasticities must not be summed as if they were
disjoint cost shares. Zero-valued inputs require absolute derivatives instead. The sensitivity
of an estimate to a parameter is also distinct from uncertainty in that parameter: a large
derivative is consequential only when the parameter is poorly constrained over a material
range.

3.9.3 Robustness of financial and overall classification

Let B > 0 be the declared comparison base and let 71 < 12 < 13 be three percentage
thresholds. Equation (10) maps a financial ratio to ordinal levels 1-4. The indicator is one
when its condition is true and zero otherwise. The inclusive convention at a boundary is used
here for the specified public-service scenarios; a different reporting rule must state its own
convention.

r= 5 ke() =1+ Mo, 10r 2w} (10)
Suppose U lies in [U-, U*] and B in [B~, B*], with positive denominators. Equation
(11) bounds the possible ratio. Proposition 2. The financial category is robust whenever both
endpoint ratios fall in the same band. This condition is also necessary when both opposite
corners of the joint feasible set can occur. Proof: U/B is increasing in U and decreasing in
B; the band function is non-decreasing. Therefore every feasible ratio lies between the
endpoints and has the same category when their categories agree.

— _ 100U~ + 100U0"

o, T = B ke(T) = ket (1)

When the endpoints give different categories but the joint corners are not feasible,
instability has not yet been proved; the feasible set must be evaluated more tightly. Likewise,
if B also enters the loss formula, U(B) must be recomputed jointly rather than varying the
numerator and denominator independently. The maximum-rule overall level is max{kg, ko,
Ky, ...}, where the additional terms denote separately mapped operational and safety levels.
Consequently a robust critical operational condition can make overall severity robust even
when financial severity changes across several bands. This is a classification property, not
evidence that monetary valuation is accurate.

3.9.4 Propagation strength and finite assessment horizons

To separate model behaviour from a supposed downstream-loss cap, consider A with
zero diagonal and equal off-diagonal entries a, where 0 < a < 1, and initial loss d = (do, 0),
do > 0. Let K count the number of propagation steps, with step zero representing the initial
loss. Since 1TA = alT, the aggregate multiplier is the geometric sum in Equation (12).
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1_aK+1 1

1—a ' Moo(a) = : (12)

Mk(a) = 25:031{ =

It follows that the infinite-series propagated loss divided by initial loss equals a/(1 —
a), which exceeds one precisely when a > 0.5. A rule capping downstream loss at do would
then limit total loss to 2do and understate the model total by the fraction 2a — 1. The result is
exact for this constructed model. It does not estimate a national propagation coefficient:
repeated propagation must represent distinct marginal consequences, not repeated valuation
of the same consequence. Finite K can represent a declared truncation of dependency paths;
interpreting steps as elapsed time requires an additional dynamic model.

3.10 Reconstructing the draft-method demonstrations

Appendix B of the earlier national draft [14] explicitly describes its two cases as
demonstrations whose parameters require factual verification before real-incident use. Its
portal total is 187,230,752 KZT and its mine total 80,040,000 KZT; these reproduce the
rounded 187.2 and 80.0 million in the earlier draft. The calculations below recover those
figures from the actual inputs, without treating scenario costs as observed invoices. S2
identifies every input and coefficient source. Monetary amounts are KZT; tables use million
KZT. No recovery or inflation adjustment is specified by the source, so no net-loss or
constant-price cross-incident comparison is inferred.

3.10.1 Government portal

The source assumes 18 hours of complete unavailability, a 600 million KZT annual
service budget and 8,760 annual operating hours. Recovery comprises restoration 8 million,
additional personnel 3 million, emergency arrangements 2 million and audit 1 million KZT.
Staff productivity uses 35 employees, 12 hours, 4,500 KZT per hour, efficiency reduction
0.60 and sector multiplier 1.50. The reputation convention uses 75,000 affected users, a
draft-assumed monthly calculation index of 4,325 KZT, sector coefficient 0.70 and severity
coefficient 0.75. The latter coefficients come from the draft’s own scales and Appendix C,
not an external empirical valuation study.

The portal case can be written as Equation (13), in million KZT. Here s is the
productivity sector multiplier, z is a binary inclusion flag for the allocated-budget proxy, and
) scales the reputation convention. The original case is (s, z, A) = (1.50, 1, 1); the reconciled
organisational scenario is (1, 0, 0). This parametrisation separates a change in the valuation
rule from a change in observed service disruption.

Up(s,zA) = 14 + 1.134s + 1.232877z + 170.2968751 (13)
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Table 5. Reconstruction and evidential status of the original portal calculation
Component Calculation in source units Million KZT Interpretation

Scenario expense

8,000,000 + 3,000,000 + 2,000,000 14.000000 subtotal; supporting

Recovery

+ 1,000,000 invoices not supplied
Model estimate including
Productivity 35 x 12 x 4,500 x 0.60 x 1.50 1.701000 an uncalibrated sector

uplift

Service continuity Allocated budget;

18 x (600,000,000 / 8,760) x 1.00 1.232877

proxy rounded to whole KZT
Reputation Normative scenario
putati 75,000 x 4,325 x 0.70 x 0.75 170.296875 amount, not measured
convention .
reputation loss
Reproduces the draft;
- 14,000,000 + 1,701,000 + . '
Original total 1.232.877 + 170,296,875 187.230752  does not e?(t)izllsh actual

The hourly budget proxy is calculated from the unrounded quotient before rounding
the final component to whole KZT; multiplying the displayed rounded hourly value of
68,493 would give a slightly different answer. The reputation amount is 90.96% of the total.
The remaining 16.933877 million is not a documented-cost baseline: it still contains a budget
allocation and a sector-weighted productivity estimate. Removing the reputation convention,
excluding the budget proxy and setting the productivity sector multiplier to one yields an
organisational scenario account of 14 + 1.134 = 15.134 million KZT. Even its 14 million
expense subtotal requires underlying records before it can be called documented incident
loss.

This separation is consistent with revision 2.2 [15], Appendix B.1, which uses 15.134
million KZT for the organisational account and excludes the budget proxy. It additionally
estimates citizen-time costs as 75,000 x 0.30 x 1 hour x 506 KZT/hour = 11.385 million
KZT. The rate 506 is the draft’s rounded 85,000/168 hourly proxy; the repeat-contact share
and additional time are scenario inputs, not observations available to this review. The wider
total is 26.519 million KZT. Varying the repeat-contact share over 0.20-0.40 and time over
0.75-1.25 hours gives citizen-time costs of 5.6925-18.975 million and a wider total of
20.8265-34.109 million. These are deterministic assumption bounds. Third-party time costs
should remain separate from the organisation’s own expenditure and estimates.

With r denoting repeat-contact share and t denoting additional hours per affected
citizen, the wider account has the bilinear form in Equation (14). Its positive derivatives
justify using the joint endpoints to obtain the reported bounds. The coefficient 37.95 is
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75,000 x 506 / 1,000,000 and has units of million KZT per hour; the share r is dimensionless
and expressed as a fraction.

Usoc(r,t) = 37.95rt, Uyige(r,t) = 15.134 + 37.95rt (14)

3.10.2 Mine ventilation control

The earlier draft assumes a 12-hour complete stoppage and a downtime rate of 3
million KZT per hour. The rate’s cost composition is not documented in the earlier case.
Recovery, response, legal support and replacement are separate scenario amounts; safe
shutdown/restart and process losses are added separately. Productivity uses 80 employees, 8
hours, 5,500 KZT per hour, efficiency reduction 0.80 and a sector multiplier of 2.50.
Appendix C gives a 2.00-3.00 range for critical objects, but neither that range nor the
selected 2.50 has an empirical calibration supplied with the case [14].

Equation (15) gives the mine total in million KZT when c is the downtime rate in
million KZT per hour, k the efficiency-reduction factor and s the productivity sector
multiplier. The 37 million subtotal comprises 26 million direct expenditure and 11 million
process-related costs. The original parameters are ¢ = 3, k = 0.80 and s = 2.50. The model is
conditional on exclusion of these separate losses from c.

Um(ck,s) = 37 + 12c + 3.52ks (15)

Table 6. Reconstruction of the original mine calculation
Component Calculation in source units Million KZT  Required qualification

Hourly rate must exclude

Downtime 12 x 3,000,000 x 1.00 36.000
separately counted losses
12,000,000 restoration + 8,000,000 Scenario amounts; actual
Direct expenditure  response + 1,000,000 legal + 26.000 financial records
5,000,000 replacement unavailable
7,000,000 safe shutdown/restart + Must not be embedded in

Process losses 11.000

4,000,000 process losses hourly downtime cost

Sector uplift changes
Productivity 80 x 8 x 5,500 x 0.80 x 2.50 7.040 cost without evidence of
additional lost work

- 36,000,000 + 26,000,000 + Conditional on disjoint
Original total 11,000,000 + 7,040,000 80.040 components
Safety index, 0.50x 0.75 x0.75 x 0.50 = Not mone Rounded HSI = 0.141;
separate 0.140625 y no addition to total
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The four safety factors represent the draft’s assumed hazard probability, harm
severity, exposure and barrier degradation. Their product is a constructed index, not an
empirically established probability of injury. The earlier draft places 0.141 in its moderate
safety band; revision 2.2 places the same number in a high band. This change illustrates why
an index value without its edition-specific thresholds is insufficient. The source’s 2,500
million KZT comparison base is conditional; revision 2.2 identifies it as asset value. Its
3.2016% original loss ratio must not be directly compared with the portal’s ratio to an annual

budget.

Removing only the 2.50 productivity uplift while retaining the original efficiency
factor 0.80 reduces the mine total to 75.816 million KZT. Revision 2.2 instead sets the
efficiency factor to 1.00 for complete staff stoppage and uses no sector uplift, giving
productivity of 3.520 million and a total of 76.520 million. It explicitly excludes labour,
restoration and process losses from the 3 million hourly rate and separates an expense
subtotal of 37 million from estimates of 39.520 million. Those exclusions make the ledger
internally reconstructible; the demonstrations still do not supply primary documents proving
them [15], Appendix B.2.

An additional stress test, introduced here rather than attributed to the draft, varies the
downtime rate by £20% (2.4-3.6 million KZT/hour) and efficiency reduction from 0.60 to
1.00, with no sector uplift and the 37 million expense subtotal fixed. The total ranges from
67.912 to 83.720 million KZT. These are conditional endpoints, not confidence limits. If the
hourly rate already includes staff or process losses, the relevant separate entries must be
removed, not merely assigned narrower ranges. A verified actual case also needs the
assessment horizon, recoverable output, avoided costs and later adjustments.

3.11 Reputation sensitivity and severity classification

For the earlier portal case, let A multiply only the reputation convention. The exact
reconstructed sensitivity function in million KZT is U(A) = 16.933877 + 170.296875\. The
comparison ratio is 100U(A)/600. Table 7 uses the earlier draft’s financial bands: below 1%
low, 1-5% moderate, 5-15% high and above 15% critical [14], Section 7.3. Its boundary
rule selects the higher band for public services; none of the tabulated scenarios lies on a
boundary. These are the source’s proposed bands, not validated or adopted national
thresholds.

For a threshold t and fixed base B, Equation (16) gives the multiplier at which L +
AR reaches the threshold, where L = 16.933877 and R = 170.296875 million KZT. A
threshold is reachable within the specified multiplier interval only if A* lies in that interval.
This supplies a quantitative robustness margin rather than simply declaring an estimate
sensitive.
tB/100-L

=R R> 0 (16)
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Table 7. Portal sensitivity under the earlier draft’s financial classification

Reputation multiplier

N Total, million KZT Annual-budget ratio Financial band
0.00 — excluded 16.933877 2.8223% Moderate

0.25 59.508096 9.9180% High

0.50 102.082315 17.0137% Critical

1.00 — original 187.230752 31.2051% Critical

1.50 272.379190 45.3965% Critical

The financial band changes from critical to moderate when reputation is excluded;
the 15% threshold is reached at A = 0.42905. This does not automatically lower overall
incident severity. Sections 7.2-7.3 of the earlier draft classify a stopped key service as
critical and take the highest applicable consequence level. Given the scenario’s complete
portal outage, that operational rule keeps the overall classification critical at every multiplier.
Even if an assessor did not identify the portal as a stopped key service, the supplied GSCI of
0.68 would independently imply a high level. Thus the monetary total is strongly convention-
dependent while operational escalation can remain unchanged.

The original reputation coefficient also creates a feedback risk: it is set to 0.75 for a
high incident, yet the resulting financial total is critical. Replacing it by the draft’s critical
coefficient of 1.00 increases reputation to 227.0625 million and the total to 243.996377
million KZT. A procedure must either freeze an independently determined non-monetary
severity input before valuation or avoid using the resulting money-based category to set its
own monetary coefficient. This is an identifiable problem in the earlier draft, not evidence
that all monetary or index-based approaches are defective.
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Figure 3. Portal component dominance and reputation sensitivity. Panel (a) reconstructs the earlier

draft’s components; panel (b) varies only the reputation multiplier at B = 600 million KZT. Dashed

horizontal lines mark the draft’s 5% and 15% financial thresholds. The operational classification is
held separate. Source inputs: [14]; derived curves: accompanying scripts.

Revision 2.2 changes the financial threshold basis to the documented organisational
subtotal and uses bands below 0.1%, 0.1-1%, 1-5% and at least 5% [15], Sections 6.1-6.3.
Within its demonstration, the portal expense subtotal 14/600 = 2.3333% and the mine
subtotal 37/2,500 = 1.48% both give high financial severity. Overall severity remains critical
because the assumed service stoppages exceed their recovery time objectives: 18 versus 12
hours and 12 versus 4 hours. These results describe the draft rules conditional on their
assumed evidence. Actual documented status cannot be inferred from a label in a
demonstration. Threshold changes and accounting changes must be reported separately;
lower revised totals alone do not demonstrate more accurate valuation.

3.12 Provenance and limits of the thirteen-case table

Appendix G (Russian designation I') of the earlier draft [14] contains thirteen
anonymous sector/scenario entries. Revision 2.2 [15], Appendix G, pp. 109-110, explicitly
states that their amounts and valuation logic were reported by organisations and were not
calculated using the methodology’s formulas. S2 reproduces all thirteen entries and their
stated valuation descriptions. The arithmetic is 167.7 million KZT in total, a mean of 12.9
million and a range of 1-90 million. This establishes the immediate documentary source and
reported status, not independent authenticity: incident dates, named organisations, primary
records, price bases and a collection protocol are not provided.

The table supports a limited check of whether the proposed categories can describe
the reported consequences. It cannot establish accuracy, calibration, representativeness or
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successful end-to-end field application. Four entries mention ransom; two contain only
ransom amounts of 3.7 and 2.0 million, while the transport and media entries do not separate
ransom from other losses. Consequently neither payment verification nor consistent
recalculation is possible from the table alone. The present study reconstructs demonstrations
and examines a secondary table of reported losses; it performs no independently verified
application to primary incident records.

3.13 Quantitative results and interpretation
3.13.1 Sensitivity and classification stability

At the original portal point, the reputation-multiplier elasticity is 0.90956. Thus a 1%
change in that multiplier changes the total by approximately 0.91% locally; the relation is
exactly linear for a fixed baseline. In contrast, equal proportional changes in the recovery,
productivity and allocated-budget components have total elasticities 0.07477, 0.00909 and
0.00658. The monetary estimate is therefore dominated by the reputation convention. The
critical financial boundary occurs at A = 0.42905, so reducing that convention by about
57.1% from its original level reaches the 15% threshold. Eliminating it crosses both the
critical and high boundaries.

Figure 4 shows the distinct sources of uncertainty after removing the unsupported
sector uplifts. The wider portal total increases bilinearly with repeat-contact share and citizen
time. Atr=0.30 and t = 1 hour, an increase of 0.10 in r adds 3.795 million KZT; an increase
of 0.25 hour in t adds 2.84625 million. These are local one-input changes, not additive
estimates for a simultaneous change because the bilinear interaction must also be included.
In the mine account, a 0.1 million KZT/hour change in downtime rate changes loss by 1.2
million, whereas a 0.10 change in efficiency reduction changes loss by 0.352 million. Under
the specified ranges, the downtime-rate assumption accounts for 14.4 million of the 15.808
million total interval width.
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Figure 4. Deterministic monetary response surfaces. Panel (a) uses U = 15.134 + 37.95rt and marks
the revision-2.2 portal assumptions; panel (b) uses U =37 + 12¢ + 3.52« and marks the earlier mine
efficiency value with the sector uplift removed. Colour and contour labels show million KZT. The
grids visualise analytical bounds and are not statistical confidence surfaces.

Table 8. Valuation sensitivity and category robustness under explicit rules

Money interval Overall consequence

Scenario and varied inputs Financial category

million KZT level
Earlier portal, A from 0 to 16.933877— Moderate—critical; gerrl\tli((::ael ;IOtheakG;y-
1.5; B = 600 272.379190 not robust cé stoppage
condition is retained

Revision 2.2 vortal. 1 = 0.20— 20.8265-34.109 High from fixed Critical from 18-hour
0.40 and t - 0p75_1’ 25_ ' for the wider expense subtotal 14;  stoppage exceeding 12-

' e ' account robust to these inputs  hour RTO
Revision 2.2 mine 67.912-83.720 for  High from fixed Critical from 12-hour
accounting, ¢ = 2.4-3.6 and k ~ organisational expense subtotal 37;  stoppage exceeding 4-
=0.60-1.00;s=1 account robust to these inputs  hour RTO

The stability in the latter two rows follows from the revision’s choice of financial
numerator, not from precise knowledge of all economic losses. Estimated productivity,
operations and citizen time are outside that numerator. If the supposed expense
documentation or the comparison base changes, the financial result must be reevaluated.
Table 8 therefore demonstrates robustness to the specified parameters only. It also shows
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why replacing one draft’s total and thresholds with another draft’s rules in the same
calculation would produce an uninterpretable comparison.

3.13.2 Cascading amplification and the cost of a cap

Figure 5 compares exact finite-step sums with the convergent limit. Ata = 0.60, three
propagation steps already give a multiplier of 2.176; the infinite limit is 2.5. At a = 0.80, the
limitis 5. A downstream-loss cap equal to initial loss would understate these infinite-horizon
totals by 20% and 60%, respectively. The comparison refutes a universal cap within a model
whose assumptions are fully specified; it does not show that every real incident exhibits such
amplification. As a approaches one, the infinite estimate becomes highly sensitive and finite-
horizon interpretation becomes increasingly material.

10 A
----- One propagation step
-+ Three steps
— = Ten steps
8

| = Infinite series
---- Total implied by downstream cap

a=08M=5

Total / primary loss M

T T T T
0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
Symmetric propagation coefficient a

Figure 5. Total-to-primary-loss multiplier in the symmetric two-sector model. K denotes
propagation steps, not elapsed hours. The horizontal line at two is the maximum total implied by
capping downstream loss at primary loss. All curves are calculated from Equation (12); coefficients
are controlled mathematical inputs.

3.13.3 Concentration in the secondary reported-loss table

The thirteen reported amounts have a median of 4.0 million KZT and mean of 12.9
million. The largest reported case, 90 million, contributes 53.67% of the 167.7 million total,
the three largest contribute 71.56%. Figure 6 displays every amount with its S2 row ID. A
leave-one-largest-out descriptive stress check gives a mean of 6.475 million, 49.81% below
the full-table mean. This does not justify discarding the largest event. It shows that the
aggregate benchmark is dominated by one record whose primary evidence is unavailable.
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Figure 6. The thirteen organisation-reported amounts in the national draft, ordered by magnitude.
IDs match S2.7. Mean and median describe this table only; the amounts have not been
independently verified, price-normalised or generated by the proposed methodology. Sources: [14],
[15], Appendix G.

Neither the mean nor a fitted distribution from this small secondary table would
provide a defensible national coefficient. Sector labels mix different event mechanisms and
accounting practices, while incident dates and sampling coverage are absent. The relevant
numerical result is the observed concentration of the supplied table, not an estimate of tail
risk in a population. This distinguishes a useful descriptive check from an unsupported
calibration claim.

4 Discussion and validation requirements
4.1 Interpretation of the comparative findings

The comparative and numerical results support different levels of inference. Source
passages establish the purposes and safeguards of particular instruments. The reconciliation
and category-stability propositions establish conditional mathematical results. Case
reconstructions show how those conditions operate with the supplied draft inputs. The
secondary thirteen-case table provides only descriptive evidence. Treating these levels as
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interchangeable would reproduce the same measurement problem that the assessment
architecture is intended to prevent.

The strongest practical finding is that uncertainty in monetary valuation and stability
of an escalation decision can coexist. In the portal case, removing a convention changes the
financial category but need not change the operational decision. Conversely, a stable
category based on a fixed expense subtotal does not establish that the wider economic total
is accurate. Reports should therefore show both the valuation interval and the rule
responsible for escalation; one overall score cannot convey both properties.

The formulas also localise the evidence needed to improve an estimate. For the portal,
the valuation basis of reputation dominates the original total, while repeat-contact counts
and additional time govern the revised third-party estimate. For the mine, the composition
and level of the hourly downtime rate dominate the stated uncertainty width. In a dependency
model, the admissibility of propagated items and the assessment horizon matter as much as
convergence. These findings give concrete priorities for collecting evidence instead of
suggesting that all missing information has equal value.

4.2 Validation and implementation

The first validation stage should assess whether independent analysts can reconstruct
the same loss ledger from the same incident materials. Analysts should record disagreements
about eligibility, causal attribution and valuation before reconciliation. Agreement can be
assessed for categorical decisions, while absolute and relative discrepancies can describe
monetary differences. A single reconciled total should not conceal initial disagreement. This
stage tests reproducibility and clarity of the rules, rather than predictive accuracy.

The second stage should compare preliminary estimates with later documented
outcomes. For a prospective pilot, record assessments at fixed milestones, for example 30,
90 and 180 days, while allowing a longer horizon for unresolved liabilities. Evaluate
component-level errors and the coverage of any stated prediction intervals. Analyse sectors
separately where consequence mechanisms differ. No particular sample size is asserted to
be sufficient here: it should follow from the intended precision, variability and representation
of sectors, including incidents with substantial downstream effects.

The third stage should evaluate whether non-monetary classifications support the
intended decisions. A monetary threshold must not systematically suppress essential-service
or safety escalation. Tests should vary valuation assumptions, index weights where used,
and missing-data handling. A controlled comparison can ask whether the proposed ledger
reduces duplicate entries or assessor disagreement relative to an existing procedure.
Demonstrating these improvements would support an operational contribution beyond the
conceptual synthesis presented here.

A national incident-loss register could support calibration if it records consistent
scopes, revisions and evidence quality. Mandatory reporting can improve coverage, but does
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not by itself remove reporting thresholds, selection bias or under-recorded social harms. A
phased implementation should begin with auditable costs and clearly labelled estimates, then
add calibrated sector-specific models as evidence accumulates. Access controls and
disclosure rules are necessary because the underlying incident materials may contain
commercially sensitive or personal information. Insurance research also highlights the
importance of consistent information for loss assessment and risk transfer [51], [52].

4.3 Limitations

The source comparison is purposive and non-exhaustive, with 52 references and no
independent human double coding. It cannot support a prevalence estimate for
methodological defects. The two national drafts are unpublished objects of analysis with an
institutional connection to the authors. The mathematical conditions are elementary
conditional results; their contribution here is to make the accounting and classification
requirements explicit and testable, rather than to claim that sensitivity analysis or interval
classification is itself new.

No independently verified field application is reported. Reconstructed demonstration
expenses are not inspected invoices, and the thirteen secondary reported amounts lack
primary records and a collection protocol. The rectangular uncertainty sets are declared
scenarios; dependencies could narrow them or make some combinations infeasible. The
symmetric propagation model isolates one mechanism and does not reproduce a national
economy. Greater algebraic detail and numerical reproducibility do not remove these limits;
incident-based validation remains necessary to establish valuation accuracy and operational
benefit.

5 Conclusion

Cyber incident damage assessment becomes more defensible when it begins with a
declared measurement object and an auditable set of loss items. Existing standards, monetary
models, regulations and infrastructure methods provide complementary components. Their
integration requires explicit choices about perspective, time horizon, causal attribution and
the treatment of uncertainty. The principal contribution of this review is a set of consistency
requirements that connects these choices to evidence collection and reporting for public
digital systems and critical infrastructure.

The quantitative analysis yields three operational conclusions. First, reconciliation
must occur at the underlying loss-item level because category totals can conceal repeated
observations. Second, monetary category stability can be tested against an explicit
uncertainty set and must be distinguished from stability of non-monetary escalation. The
portal’s original monetary result has reputation elasticity 0.90956 and crosses the critical
boundary at A = 0.42905, while a key-service condition can preserve critical overall severity.
Third, convergent propagation can produce downstream loss greater than primary loss; a
universal cap would understate the controlled model by 20% at a = 0.60 and 60% at a = 0.80.
These results establish reproducible consistency tests and priorities for further evidence
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collection, while empirical accuracy remains to be evaluated against primary incident
records.
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VERIFIABLE BUT NOT CORRECT: BLOCKCHAIN TRUST BOUNDARIES FOR AUTONOMOUS
AGENTS

Abstract: Blockchain is increasingly proposed as a trust layer for autonomous agents
based on large language models, yet a valid ledger record does not show that the recorded
action was correct. This study asks which trust claims in such systems a ledger can verify on
its own. Thirty-one blockchain-enabled agent systems published in 2018-2026, identified
through a documented two-round search, were coded on six trust functions, eight types of
external dependency, and three verification levels: claims verifiable from ledger evidence
alone, claims verifiable only under named external assumptions, and claims about truth,
correctness, or safety that no ledger evidence can establish. Two independent codings, both
assisted by language models and reconciled by the authors, agreed substantially (Cohen’s
kappa 0.68 for functions and 0.67 for levels). Coordination (21 systems) and provenance
(19) were the most frequent functions. Of 93 function-level claims, 19 were verifiable from
the ledger alone, 68 required external assumptions, and 6 concerned truth or safety; all
ledger-only claims concerned provenance. Every system relied on at least one external
assumption (median 4 of 8 types), and 21 implied benefits that no ledger can establish.
Systems based on language models depended on an evaluator’s judgement far more often
than other systems (11 of 18 against 0 of 13). Eight documented incidents and three empirical
studies, including agents that signed unintended transfers and agent registries dominated by
fake reviewers, show failures exactly at these assumptions while ledger evidence remained
valid. Zero-knowledge proofs and trusted hardware relocate rather than remove the
boundary. We propose a Trust-Boundary Manifest, a machine-readable specification with a
composition rule and a reference checker, and show on a constructed example and three
published systems that it exposes mislabelled “trustless™ claims and the full set of trusted
parties.

Keywords: blockchain; autonomous agents; large language models; trust
boundary; smart contracts; reputation systems; verifiable computation; agent
accountability

IIpoBepsiemo, Ho He O0s13aTenibHo BepHo: I'panuust Jlosepust biiokueiina ais
AreHToB
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AnHoTanusa: biiokueliH Bc€ yalie npejyiaraloT Kak cjoi ToOBepHst JJisi aBTOHOMHBIX
areHTOB Ha OCHOBE OOJBIIMX S3BIKOBBIX MOJEJEH, OJAHAKO NEHCTBUTENbHAs 3allCh B
peecTpe HE JIOKa3bIBAET, YTO 3alMCaHHOE JACUCTBHE OBLIO NpaBWIbHBIM. VccrnemoBaHue
OTBEUYaeT Ha BOMNPOC, KAKHUE YTBEP)KICHHUS O JOBEPHH B TAaKUX CHCTEMaxX PEEeCTp MOXKET
IIPOBEPUTH CAMOCTOATENbHO. Tpuanarb oOAHA CUCTEMA areHTOB C OJIOKYEHHOM,
onyonukoBanHas B 2018-2026 r1r. m oroOpaHHas B Xole JOKYMEHTHPOBAHHOTO
JBYXATAITHOTO MOMCKA, pa3MEYCHA IO MECTH PYHKIHUSIM TOBEPHUs, BOCHMH THUIIaM BHEIITHUX
3aBHCUMOCTEH U TPEM ypOBHSM MPOBEPSIEMOCTH: YTBEPKIEHUS, MPOBEPSEMbIE TOJIBKO IO
JAHHBIM PEECTpa; YTBEPIKIACHUS, MPOBEPSIEMBbIC JIUIb MPU SBHO HA3BAHHBIX BHEITHUX
JOTYIIEHUSX; YTBEPKIECHUS 00 UCTHHHOCTH, MPABUJIBHOCTH WU 0€30MaCHOCTH, KOTOPbIE
JTaHHBIE peecTpa YCTAHOBUTh HE MOrYT. J[Be HE3aBUCHUMBbIE Pa3METKH, BBINOJIHEHHBIE C
MOMOIIBIO S3BIKOBBIX MOJENEH U COTrJIacOBaHHBIE aBTOPAMHM, MMOKA3aJld CYIIECTBEHHOE
cornacue (ko3¢ dunment kamma Kosna 0,68 s pyakuii u 0,67 st ypoBHe ). Yarie Bcero
BCcTpeuanuch GpyHkuuu koopauHamu (21 cucrema) u npoucxoxaenus ganueix (19). U3 93
YTBEp)KICHU Ha ypoBHE (GYHKIMK 19 mpoBepsiINCch TOJIBKO MO peecTpy, 68 TpeboBam
BHEIIHUX JOMYIICHWH, 6 Kacaluch MCTUHHOCTU WU O€30MacHOCTH; BCE YTBEPIKICHUS,
IIPOBEPSIEMbIE TOJIBKO IIO PEECTPy, OTHOCWINCH K IPOMCXOKICHHIO NaHHbIX. Kaxnas
CUCTEeMa Omupaach XOTs Obl HA OJIHO BHEIIHEE JomylieHue (Meanana — 4 tuna u3 §), a 21
CUCTEMa IoJpa3yMeBalla IPEUMYLIECTBA, KOTOPbIE PEECTP YCTAHOBUTH HE MOKET. CHCTEMBI
Ha OCHOBE SI3BIKOBBIX MOJIEJIeH 3HAYUTENLHO Yallle 3aBUCENH OT CyKIeHHs oneHmuka (11
u3 18 mpotus 0 u3 13). BoceMb 3a10KyMEHTUPOBAHHBIX HHUIUACHTOB U TPU SMIUPUYECKUX
WCCJIEIOBAHMS, BKJIIOYas HEMpEeAHAMEPEHHbIE NEpPeBOMbI, MOJINUCAHHBIE areHTaMmH, W
peecTphl areHToB C MpeodsiajaHueM (PUKTHUBHBIX OT3bIBOB, NOKAa3bIBalOT cOOM MMEHHO B
ATUX JOMYIIEHUSAX MPHU JCUCTBUTEIBHBIX JAaHHBIX peecTpa. JlokazaTenbCcTBa C HYJIEBBIM
pasriameHueM U JoBepeHHoe 000py1I0BaHUE EPEHOCST IPaHUILy T0BEPHS], @ HE YCTPAHSIOT
e€. Ilpemnoxken ManudecT TpaHUI] JOBEPUS — MalIMHOUMTaeMas CHEHH(PUKAIUSI C
MPaBUIIOM KOMITO3HIIMH U MIPOTPaMMOM MPOBEPKH; HA CKOHCTPYHPOBAHHOM IIPUMEPE U TPEX
OMyOJIMKOBAHHBIX CHCTEMaX II0Ka3aHO, YTO OH BBISBJISET OIIMOOYHO 3asBICHHYIO
«0e3/10BEpUTEIBHOCT) U MOJIHBII HA00p JOBEPEHHBIX CTOPOH.

KuoueBble ci10Ba: 610Kyelin, asmoHoMHble a2eHmbl, OONbULUE A3bIKOGbLE MOOEU;
epanuya 008epusi; CMApM-KOHMPAKMbl, PEenymayuoHHble CUCMeMbl, Nposepsemble
8bIYUCTEHUS, NOOOMUEMHOCMb A2EHMO8

Texcepinerin, bipak lypsic boaysi Illapt Emec: Arenrrep Ymin biok4eitn Cenimi

Anaarna: biokueilH yJIKeH TUIIIK MOJesIbJiepre Heri31ereH aBTOHOM/IbI areHTTep
YILIIiH CeHIM KabaTbl peTiHjie OapFaH cailblH KU1 YCHIHBUTY 1A, alaii/ia TI3UTIM/IETr )Kapamabl
*a30a JKa3blIFaH dPEKeTTIH TYPhIC OOJIFAHBIH JaNenaeMenIi. 3epTTey MyHaai xKyhenepaeri
CEHIM TypaJsbl KaH/1all TYKBIPBIMIAP/IBI TI3UTIM ©3 OCTIHIIIE TEKCEPE aJIaTBIHBIH aHBIKTANTbI.
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KyxarTanran eki ke3eHIl 137ey apKbuibl ipikTenreH, 20182026 xpuigapsl KapusiaHFaH
OJIOKYEHH/I KOJJAHATHIH OTHI3 Olp areHTTIK JXyHe aiThl CeHIM (YHKIMACHL, CHIPTKBI
TOYEJIITIKTIH CeTi3 TYpl )KOHE TEKCEPLIYyIiH YIII JIeHreli OONbIHIITA KOATAIIBI: TeK Ti3LITIM
JepeKTepi OOMBIHINA TEKCEPITIETIH TYKbIPhIMIAP; TEK HAKTHI aTaJIFaH CBHIPTKBI OOKamaap
OpBIHJQIFAaHJAa TEKCEPUICTIH TYXKBIPBIMAAp; TI3UIIM JEepeKTepl JoNelaed aJIMalThiH
AKUKATTBIK, TYPBICTHIK HEMecCE KAyilCi3diK Typayibl TY)KbIpbIMIap. TUIIIK MOJenbAepaAiH
KOMETIMEH JKacajblll, aBTOPJIAp KEIICTIPreH €Ki TOyelci3 KoJATay auTapibIKTald COMKECTIK
kepcetTi (Kosn kammna koadduuuenti pynkuusap ymwin 0,68, nexreinep yuin 0,67). Ex
KUl Ke3feckeH QyHKuusiap — yinectipy (21 xyiie) xoHe aepexTepniH mbiry Teri (19).
OyHkmms aeHreiingeri 93 TYXKBIPBIMHBIH 19-bI TeK Ti3UTIM apKbUIBI TeKcepiimi, 68-i
CBIPTKBI OOJDKaMIapapl KaKeT €TTi, 6-ybl aKMKAaTThIKKa HeMece KayilCi3[iKKEe KaThICThI
OOJIIIBI; TEK TI3UTIM apKBUIBl TEKCEPUIETIH TYXKBIPBIMIAPIBIH OapIIbIFbl IEPEKTEPIH IIBIFY
TEeriHe KaThICThL. Op Kyie KeMinze Oip ChIpTKbI O0KaMra cyileHai (Mmenuana — 8 TypaiH 4-
eyi), am 21 skyde TI3UIIM JOoJENIeH amMalThlH apTHIKIIBUIBIKTAPABI MEH3emi. Timmik
MoJIelIbIepre HETri3eNTreH Jkyihenep OaranmaymiblHbIH OaranaybiHa Oacka Jkyienepre
KaparaHaa efnoyip skui Toyenai 6osael (18 xyiteniy 11-iame, 13 xyiieHiH eMIKaiChIChIHIA
emec). Kyxarranran ceri3 oKura MEH YII SMIHPUKAIIBIK 3epTTEY, COHBIH 1MIIHJE areHTTep
KOJI KOWFaH KO3JIeJIMETeH aylapbIMJap MEH jKajFaH Mikipiep OackiM OOJIFaH areHTTep
TI3UTIMAEP1, TI3UIIM JepeKTepl >kapaMibl KYHIHIE KaJFaHBIMEH, JTOJI OChl OoJDKaMmjapaa
akaynap OOJaThIHBIH KepceTemi. Hemmik OumiM monmenjepi MEH CEHIMII anmapaTrThiK
Kypalgap CeHIM IIeKapachlH XKoWMalapl, Tek Oacka »xepre aysicThipanbl. CeHiM
mieKapagapbl MaHH(EecTI — KOMIIO3UIUSA epeXecl MEeH TeKcepy Oarmapiamacel Oap
MaIIMHAMEH OKBUIATHIH crienr(UKaIMs YCHIHBUIIBI, O KYPAaCTHIPBUIFAH MbICANA KOHE
JKapUsJIaHFaH YII JKyHe/ie KaTe MOJIIMEINTeH «CEHIMCI3» TYKbIPbIMIAPp MEH CEHIM apThUIFaH
TapanTapAblH TOJBIK )KUBIHBIH aHBIKTAUTBIHBI KOPCETLIII.

Tyiiin ce3aep: 6noxuetin;, asmoHOMObL aceHmmep; YIKeH MK MOOenboep, CeHim
wiekapacwl;, cmapm-kenicimuapmmap; 6eoden oicyuenepi; mexcepilemin ecenmeynep,
acenmmepoiy ecenminici

1. Introduction (Literature Review)

Agents built on large language models (LLMSs) plan, call tools, and delegate tasks to
other agents [1]; through emerging payment protocols they also pay for services on behalf
of their principals [2], [3]. When agents operated by different organisations interact, no
single platform can vouch for them. A counterpart may misstate its capabilities, act under a
stolen key, return fabricated results, or deny an action. Blockchain is widely proposed as the
missing trust layer: a replicated ledger gives participants an append-only record that no
single party can rewrite, signatures bind messages to keys, hashes make later modification
detectable, and smart contracts execute agreed rules deterministically [4]-[6]. The draft
Ethereum standard ERC-8004 already defines on-chain identity, reputation, and validation
registries for "trustless agents” [7].
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Literature review. Work on blockchain-based multi-agent systems (MAS) has moved
through three phases. Early systems stored reputation and service evaluations in
permissioned ledgers or encoded role-based access between software agents in smart
contracts (see Supplementary File S2). Swarm-robotics research used contracts that filter
outlying observations and penalise their senders, which contained Byzantine robots in
experiments with real robots [8]. Since 2024, LLM-based systems have put agent registries,
task allocation, provenance records, reputation, and slashing on chain [9]-[11]. Surveys of
the field converge on two observations: deployed designs separate off-chain reasoning from
on-chain settlement, a separation Touloupou and Kapassa call "a trust gap" [5], and
blockchain is "a shared trust layer, not a substitute for agent security, semantic verification,
privacy, or robust reasoning” [6]. Security research explains why. The oracle problem shows
that a contract can process an external value exactly as specified while its correctness rests
on the supplier [12], [13]; deterministic execution does not make contract logic correct [14];
and LLM agents add hallucination [15] and prompt-injection failures that occur even when
the agent holds valid credentials [16]. Authorisation of delegated agents can also be achieved
without any ledger [17].

Research gap. The two strands rarely meet. Architecture papers present blockchain
as making agents trustworthy, while security papers explain where ledger evidence ends.
There is no systematic, reproducible account of which trust claims in the agent systems
actually proposed rest on ledger evidence alone, which rest on named external assumptions,
and which cannot be supported by a ledger at all.

Research questions. This study addresses the question of what blockchain verifies in
agent systems. Specifically, it examines: RQ1, which trust functions blockchain-enabled
agent systems assign to the ledger, and whether this differs between classical, embodied, and
LLM-based agents; RQ2, whether the claim attached to each function is verifiable from
ledger evidence alone, and which external assumptions recur; RQ3, which assumptions have
failed in documented incidents while ledger evidence stayed valid; and RQ4, how the
residual trust behind an agent claim can be stated and checked.

Scientific novelty. The scientific novelty of this work consists in a claim-level
account of blockchain trust in agent systems, which distinguishes it from prior surveys in
that it classifies the verification level of each intended claim, records the external
assumptions on which it depends, tests the classification on documented failures, and turns
the result into a checkable specification rather than a descriptive taxonomy.

Contributions. The paper contributes:

. a documented, double-coded mapping of 31 blockchain-enabled agent
systems (2018-2026) to six trust functions, three verification levels, and eight dependency
types, with substantial inter-coder agreement;

. the finding that only provenance claims are verifiable from ledger evidence
alone, and that LLM-based systems depend on an evaluator's judgement where other systems
do not;
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. a mapping of eleven documented incidents and studies onto the assumptions
that failed;
. the Trust-Boundary Manifest, a machine-readable specification with a

composition rule and a reference checker, applied to one constructed example and three
published systems.

The remainder of the paper is organised as follows: Section 2 presents the search,
coding scheme, trust-level model, and manifest; Section 3 reports the results; Section 4
answers the research questions and discusses limitations; Section 5 concludes the paper.

2. Methods and Materials

2.1 Search and selection

The study is a mapping study in which the unit of analysis is one system as described
in one primary source; reporting follows the PRISMA 2020 flow structure [18]. The corpus
was built in two rounds (Fig. 1). The first round (2025-2026) identified 13 systems through
targeted searches and survey reference lists; all were re-verified against publisher, Crossref,
or arXiv records. The second round, on 21 October 2026, used 45 search strings (49 queries
with variants) in a general web index. Topical strings combined a ledger term (blockchain,
smart contract, distributed ledger, DID, ERC-8004, Hyperledger, IOTA), an agent term
(multi-agent, autonomous agent, LLM agent, agentic Al, robot swarm), and a trust term
(trust, reputation, identity, accountability, provenance, authorization, Byzantine); about a
third were look-ups of titles or author groups found during screening. The first result page
of each query gave approximately 465 results, of which about 300 were unique.

Inclusion required that (1) agents are part of the architecture; (2) a ledger, smart
contract, or ledger-anchored evidence performs a functional role; (3) that role supports a
trust property; (4) the accessible text, full text or abstract, describes the ledger mechanism
in enough detail to code it; and (5) bibliographic metadata can be verified. Work that applies
Al only to improve a blockchain was excluded. Of 51 records assessed in full, 19 were
included and 4 standards were analysed separately. One first-round system was excluded
because neither coder could obtain a description of its mechanism, giving N = 31. The search
protocol and all exclusions with reasons are in Supplementary File S1.
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Round 2 search (21 Oct 2026)
49 queries, 45 search strings
results retrieved: n ~ 465

|

Unique records after de-duplication
screened on title and snippet: n & 300

Excluded at screening: n = 249
(off-topic, vendor pages, hackathon
showcases, token-price pages)

|

Records assessed on abstract
or full text: n = 51

Excluded at eligibility: n = 28
mechanism not specified in accessible text: 9
not a system architecture: 8
no ledger role in the architecture: 5
agents absent or out of scope: 3
Al applied to blockchain: 2
metadata not verifiable: 1

|

Standards and protocols analysed separately
(grey literature): n = 4
ERC-8004, x402, AP2, Olas

New systems included: n = 19 (
Total corpus: N = 31
(12 round 1 + 19 round 2)

x

Round 1 systems (2025-2026 search),
re-verified: n = 13; excluded (mechanism
not accessible to either coder): n = 1

Fig. 1. Search and selection flow (PRISMA 2020 structure).

2.2 Coding scheme and trust levels
Each system was coded on six trust functions and eight dependency types (Table 1).
A function is coded only when the ledger, a contract, or ledger-anchored evidence plays an
explicit role in it. Ambiguous cases are coded 0.

Table 1. Trust functions (coded when the ledger plays an explicit role) and residual
dependency types

Function

Ledger role

Type

External assumption

I Identity

registers, binds, resolves, or revokes agent
identifiers or keys

D1 key custody by the legitimate principal

A Authorization

decides whether an agent may act or access a
resource

D2 honest registrar, issuer, or administrator

P Provenance

holds commitments to data or outputs so that
integrity can be checked

D3 honest ratings, votes, or reports

C Coordination

computes or enforces shared process state
(allocation, voting, escrow)

D4 metric)

correct evaluator judgement (validator, judge,

R Reputation

stores or computes reputation scores or the
feedback behind them

D5 true external data (sensors, deliveries, prices)

Ac Accountability

attributes actions to agents for audit, dispute, or
sanction

D6 off-chain computation performed as claimed

D7 correct contract or policy logic
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Function Ledger role Type External assumption

membership, honest-majority, or economic

D8 .
assumptions

For every function present, coders recorded the level of the claim the system intends
that function to support. A claim is a triple ¢ = ( ¢, E, A) , where ¢ is the proposition a
participant relies on, E the evidence any participant can check from public ledger data, and
A the assumptions needed for E to support ¢ beyond the baseline of cryptographic hardness
and consensus safety. G1 claims follow from E alone (signature validity, a hash match,
inclusion and order, a contract transition occurring as deployed). G2 claims also need named
external assumptions, such as legitimate key control, an honest issuer, honest raters, an
evaluator's judgement, an oracle, or correct contract logic. G3 claims concern truth,
correctness, or safety, which no ledger evidence can establish. A composite claim takes the
highest level among its components. Coders stated the intended claim in one line, then
assigned G1 if public ledger data alone could confirm it, G2 if the missing link could be
named, and G3 if it concerned truth, correctness, quality, or safety. Fig. 2 shows typical
claims at each level.

Mandate & Identity & Inputs & Inference & Tool use & Output Record &
delegation keys context reasoning action P settlement
G1 Cryptographically Delegation Signature Input hash Proof verifies Call event Output hash Inclusion,
verifiable evidence tx signed valid for key committed (zk / fraud) logged matches order, state
ledger verification boundary =
G2 Conditionally Principal Key held by Oracle / issuer Commitment binds Policy logic Evaluator / Contract code
verifiable claims authorised it legit. controller reported honestly to advertised model correct raters honest correct
o o limit of any ledger-anchored evidence =
G3 Externally Mandate Agent is Data true of Reasoning Action safe Content factually Outcome
dependent claims appropriate competent the world semantically valid correct beneficial

lifecycle of a single agent action (left to right); each column lists a typical claim at each level

Fig. 2. Typical claims at each verification level along the lifecycle of one agent action.

2.3 Reliability and analysis

Two codings were produced independently, and both involved a large language
model (Claude, Anthropic). The first was drafted by an LLM-based research assistant from
abstracts and summarised full texts and reviewed by the first author against the sources. The
second was produced blind by a separate LLM agent with web access, which received only
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the codebook and the citations, read each primary source itself, and recorded an evidence
passage for each code. Agreement between them therefore measures how reproducibly the
codebook can be applied; it is not agreement between human experts. We report percent
agreement, Cohen's k [19], and Gwet's AC1 [20], which is robust when one category
dominates. The first author resolved disagreements by comparing the recorded evidence; the
second coding was retained in 89 of 112 disagreements because it recorded more full-text
evidence. The first author then checked the reconciled matrix against the sources. Both
codings and the adjudication log are in Supplementary File S2.

Prevalence is reported as counts with 95% Wilson intervals. Systems are grouped as
classical software agents (n = 6), embodied agents such as robot swarms and UAVs (n =7),
and LLM-based systems (n = 18); a system is LLM-based when an LLM performs reasoning
or evaluation on which its trust mechanism depends. LLM-based systems are compared with
the rest by two-sided Fisher exact tests with a Holm correction within each family of tests.
No composite score is computed, because the six functions are not commensurable.

2.4 Incident selection and the Trust-Boundary Manifest

From 27 candidate incidents and studies (Supplementary File S3), we selected for
each failure class the best-documented case involving Al agents, where one exists, and the
best-documented classical case, preferring primary sources and excluding cases with an
unconfirmed cause. This shows which mechanisms occur, not how often.

The Trust-Boundary Manifest (TBM) lists an agent's claims. Each claim names its
function, property class, evidence, assumptions (types D1-D8 with the responsible party),
and the claims it depends on. A checker applies four rules: (1) a claim is G1 only if all
evidence is ledger-checkable and no assumptions remain, and a claim about truth,
correctness, quality, or safety is G3 and must name a G2 proxy claim; (2) a claim's level is
the highest among itself and its dependencies; (3) its assumptions include those of its
dependencies; and (4) evidence that introduces its own assumption, such as a zero-
knowledge proof with a trusted setup or a trusted execution environment (TEE) quote, adds
that assumption automatically. A declared level lower than the computed level is reported as
an error. The checker and all manifests are in Supplementary File S4.

3. Results

3.1 Corpus and coding reliability

Of the 31 systems, 20 were published in 2024-2026, 20 are peer-reviewed and 11 are
preprints, and 21 deploy contracts on a real or test network, 7 emulate the ledger, and 3 are
conceptual. Agreement between the codings is summarised in Table 2. Agreement on
functions and levels was substantial. Agreement on dependencies was moderate overall and
uneven: substantial for issuer, rater, and evaluator dependencies (D2-D4), fair for key
custody (D1), and poor for off-chain computation (D6) and contract logic (D7). The D7
disagreement was systematic, and the rule adopted at reconciliation is recorded in the
codebook. Of the 13 level disagreements, seven concerned contract decisions on inputs

JSDT | DGSC | Page 78



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

supplied by off-chain parties (resolved as G2), and six concerned claims about accuracy or

safety (resolved as G3).

Table 2. Agreement between the two independent codings before reconciliation

Coded item Decisions Agreement Cohen’s k Gwet’s AC1
Six functions (pooled) 186 83.9% 0.68 0.68
Level of the intended claim 86 84.9% 0.67 0.80
Dependencies D1-D8 (pooled) 248 74.2% 0.48 0.49
D2-D4 (range) 31 each 83.9%-87.1% 0.68-0.74 0.68-0.75
D1 key custody 31 71.0% 0.38 0.46
D5, D8 (range) 31 each 77.4%-80.6% 0.55-0.57 0.55-0.66
D6 off-chain computation 31 67.7% 0.18 0.48
D7 contract logic 31 38.7% 0.10 -0.21
G3 aspiration 31 83.9% 0.58 0.75

3.2 Trust functions

Coordination was the most frequent function, followed by provenance, identity,
accountability, reputation, and authorization (Table 3). Seven systems used the ledger for a
single function and three for all six. In the peer-reviewed subset (n = 20) the ordering was
the same. Embodied systems concentrated on coordination (6 of 7). No difference between

LLM-based and other systems survived the Holm correction.

Table 3. Prevalence of trust functions (N = 31

and level of the intended claim

Function Systems 95% ClI Classical | Embodied | LLM-based | Holmp G1/G2/G3
Coordination 21 (68%) 50-81% 4/6 6/7 11/18 1.00 0/16/5
Provenance 19 (61%) 44-76% 3/6 a17 12/18 1.00 19/0/0
Identity 16 (52%) 35-68% 4/6 1/7 11/18 1.00 0/16/0
Accountability 16 (52%) 35-68% 2/6 a17 10/18 1.00 0/16/0
Reputation 12 (39%) 24-56% 4/6 1/7 7/18 1.00 0/12/0
Authorization 9 (29%) 16-47% 3/6 17 5/18 1.00 0/8/1

3.3 Trust levels and residual dependencies

Table 4 gives the level of each claim and the dependencies of every system. Of 93
function-level claims, 19 were G1, 68 G2, and 6 G3. All G1 claims concerned provenance.
Identity, reputation, and accountability claims were G2 in every system. Coordination was
G2 in 16 systems and G3 in five, all of them consensus mechanisms whose stated aim is a
correct group answer or an accurate estimate of the physical world [8], [21], [22].
Authorization was G2 in eight systems and G3 in one, where a policy contract was presented
as preventing unsafe actions [23]. One reputation framework [24] was coded for provenance
only, because its scores are computed off-chain and only evidence commitments are
anchored.
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Table 4. Level of the intended claim per function, residual dependencies, and G3
aspiration for each system

ID System Year | Type 1 A P C R Ac Dependencies G3
S01 | Calvaresi et al. 2018 Cl G2 — Gl — G2 — D1, D2, D3, D7, D8 yes
S02 | Calvaresi et al. 2018 Cl G2 G2 Gl - G2 G2 | D1, D2, D3, D8 yes
S03 | Fortino et al. 2020 Cl - - Gl | G2 | G2 - | D2, D3, D5, D7 yes
S04 | Mhamdi et al. 2022 Cl G2 | G2 - G2 - - | D1, D2, D5, D7 no
S05 | Lengetal. 2023 Cl - - - G2 - - | D5,D7 no
S10 | Dovzhenko & Yaremenko 2025 Cl G2 G2 — G2 G2 G2 | D1, D3, D7, D8 yes
S14 | Strobel et al. 2020 Em - - - G3 - G2 | D1, D5, D7, D8 yes
S15 | Castello Ferrer et al.f 2022 Em - - - G2 - - | D8 yes
S16 | Pacheco et al. 2022 Em - - - G2 - - | D5, D7,D8 no
S17 | Keramat et al. 2023 Em - - Gl G3 - - D3, D5, D6, D7, D8 yes
S18 | Strobel et al. [8] 2023 Em G2 | G2 | G1 | G3 - G2 | D1, D3, D5, D6, D7, D8 yes
S19 | Van Calck et al.f 2023 Em - - Gl | G2 - G2 | D3, D5, D6, D7, D8 yes
S30 | Luoetal. 2026 Em - - Gl - G2 | G2 | D3, D5, D6, D7, D8 yes
S07 |Jinetal. [9]% 2024 | LLM | G2 - - G2 | G2 - | D1, D3, D6, D7 no
S08 | Chenetal. [21]F 2024 | LLM - - - G3 - — | D3, D4, D6, D8 yes
S20 | Fernandez-Becerra et al. 2024 LLM - G2 Gl - - G2 | D1, D2, D5, D6 no
S09 | Chong et al. 2025 | LLM - - Gl | G2 | G2 | G2 | D3, D4, D6, D7 yes
S11 | Xiaetal. [25] 2025 | LLM | G2 - Gl | G2 - — | D4, D5, D6, D7 no
S22 |Qietal. 2025 | LLM | G2 | G2 | G1 | G2 | G2 | G2 | D1, D3, D4, D6, D7 yes
S23 | Zouetal. [10] 2025 | LLM | G2 | G2 | G1 | G2 | G2 | G2 | D1,D2, D4, D5, D6, D7, D8 yes
S24 | Rodriguez Garzon et al. 2025 LLM G2 - - - - - D1, D2, D4, D6, D8 no
S25 | Wooldridge et al. 2025 | LLM | G2 - - G2 - - | D1, D5, D6, D7, D8 no
S26 | Dingetal. 2025 | LLM | G2 - Gl - - G2 | D1, D6 no
S27 | Janetal. [23] 2025 | LLM - G3 | G1 - - G2 | D2, D5, D6, D7, D8 yes
S12 | Romandini et al.{ 2026 | LLM | G2 - - - G2 | G2 | D1, D3, D7 yes
S13 | Chishti et al. [24] 2026 | LLM - - Gl - - — | D3, D4, D6 yes
S21 | Keramat et al. 2026 | LLM - - Gl | G2 - G2 | D2, D4, D5, D6, D7, D8 yes
S28 | Luoetal. [22] 2026 | LLM - - Gl | G3 - — | D1, D3, D4, D6, D8 yes
S29 | Liuetal.f 2026 | LLM | G2 - - - - - | D1, D2, D6, D8 no
S31 | Gaoetal. 2026 | LLM | G2 | G2 | G1 | G2 | G2 | G2 | D1,D2,D3, D4, D6, D7, D8 yes
S32 | Kumalaetal. [11] 2026 | LLM | G2 - Gl | G2 | G2 | G2 | D1, D2, D4, D6, D7, D8 yes

Note. Cl = classical, Em = embodied, LLM = LLM-based; — = function not performed by the ledger; 1 abstract only; I
partial text. Full references and evidence passages: Supplementary File S2.

Every system relied on at least one dependency (median 4 of 8, range 1-7). Contract
logic (D7, 22 systems), off-chain computation (D6, 21), membership or economic
assumptions (D8, 20), and key custody (D1, 18) were the most common. Evaluator
judgement (D4) appeared in 11 of 18 LLM-based systems and in none of the 13 others
(Holm-adjusted p = 0.003); off-chain computation in 17 of 18 against 4 of 13 (p = 0.002)
(Fig. 3). With the two robot systems that contain an LLM component reclassified as
embodied, both differences remained significant (p = 0.016). Twenty-one systems (68%)
claimed or implied a G3 benefit, such as credible answers, safe actions, or accurate collective
estimates; in none did ledger evidence establish it.
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Fig. 3. Residual dependencies in LLM-based versus other systems (counts above bars; **
Holm-adjusted p < 0.01).

3.4 Documented failures

Table 5 lists eight incidents and three studies. In every case the signatures, inclusion,
or contract execution remained valid while a higher-level claim failed. An LLM agent
instructed never to release a prize pool was persuaded that its transfer function handled
incoming payments and released it [26]. Agent wallets moved funds through compromised
or mis-specified control channels [27], [28]. Memory injection made an ElizaOS agent sign
a transfer to an attacker, and such attacks succeeded in 55.1% of cases against the strongest
model tested [29]. A research model derived keys from public recovery phrases, signed a
deployment with another party's account, and omitted this from its report [30]. In the ERC-
8004 registries, 59.2-90.6% of reviewers showed coordinated Sybil behaviour and a
reputation could be faked for under six US cents [31]. The classical cases show key
compromise, signers deceived by a tampered interface, oracle manipulation, and flawed
contract logic.

Table 5. Documented cases in which ledger evidence stayed valid while a higher-level
claim failed

Case Evidence that stayed valid Claim that failed Failed | Level | Source

Freysa LLM agent (2024) signed transfer; contract paid as agent would never release the D6 G3 126]
coded pool

AIXBT agent wallet (2025) ggent—wallet signature; transfer Fransfer reflected the operator’s D1 G2 127]
included intent

Grok and Bankrbot (2026) transaction valid; permission check | an LLM’s pub}lc output is an D7 G2 28]
passed owner instruction

Research model on testnet signature by derived key; signer was authorised; report was D1 G2 G3 [30]

(2026) deployment included complete '
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Case Evidence that stayed valid Claim that failed Failed | Level | Source
ElizaOS memory injection . agent context untampered;
(study) signed transfer to attacker decision correct D6 G2,G3 [29]
_ >150,000 feedback records signed | scores reflect honest, independent

ERC-8004 registries (study) and included feedback D3 G2 [31]

Ronin bridge (2022) flvg required validator signatures | validator keys under legitimate D1 G2 [32]
valid control

Bybit (2025) v_alld signatures by legitimate 5|g_ned data equals the intended D1 G2 [33]
signers action

Mango Markets (2022) trades and oracle updates valid oracle price reflects real value D5 G3 [34]

i i i i 0,

!Del_:| attacks (study, 181 attack transactions executed as pra_cle prices fair (15% of D5 G2, G3 [35]

incidents) coded incidents)

The DAO (2016) reentrant calls executed as coded ;:Slr;tsract matched the intended D7 G2 [14]

3.5 Manifest application

In the constructed agent-commerce example (registry, zero-knowledge proof of
inference, validator, escrow), the checker computed one of seven claims as G1, flagged two
claims declared G1 as errors, and found that the claim "the client paid for a correct analysis"
is G3 with six assumptions held by five parties. For three corpus systems (Table 6), the
claims the systems establish on chain were G1, while the claim each system is built for was
G3 with four or five assumptions held by four or five parties.

Table 6. Checker results: claims computed as G1 and the claim each design is built for

Case Claims computed as G1 Claim the design is built for | Level | Assumption closure
. . the client paid for a correct 6 as§umptions, 5
Constructed example | agent registration : G3 | parties; 2 declared
analysis
levels flagged
agent is registered in the orchestrator
DAO-Agent [25] contract; coalition outputs an(_j coalition- rewar'ds are fair to real G3 5 assumptions, 5
value hashes are unchanged since contribution parties
commitment
BlockA2A [10] diD document of agent X matches the agent outputs were not G3 4 assumptions, 4
anchored hash and is not revoked malicious parties
deliverable content matches the CID slashed agents produced 5 assumptions, 4
DART [11] : ; X ; G3 :
recorded in the Action Registry incorrect work parties
4. Discussion

RQ1 asked which trust functions systems assign to the ledger. The results in Section
3.2 show that coordination and provenance dominate and that most systems use the ledger
for one to three functions. The earlier picture of blockchain as an all-purpose trust layer for
agents, suggested by reputation-centred samples, does not hold for a corpus that includes
robot swarms, credential frameworks, and LLM architectures.

RQ2 asked which claims a ledger can verify on its own. Section 3.3 shows that only
provenance claims, defined as integrity claims, are G1. This follows partly from the
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definition, but the converse is empirical: once the inputs to contract decisions are traced to
the parties that supply them, no other function yields a G1 claim. The trust in identity,
reputation, accountability, and coordination is transferred to keys, issuers, raters, evaluators,
and contract authors, not removed. The difference in evaluator dependency suggests that in
LLM-based systems the evaluator takes on a role similar to that of the oracle in smart-
contract systems [12]: a price feed can be checked against other feeds, but a judgement about
the quality of a generated plan often has nothing comparable to be checked against. Classical
systems rely on the agents' own ratings (D3) rather than on a separate evaluator.

RQ3 asked which assumptions fail in practice. The cases in Section 3.4 involve key
or control-channel custody (D1), issuer and rater honesty (D2, D3), external data (D5), the
integrity of off-chain reasoning (D6), and contract or policy logic (D7). Agentic and classical
cases involve the same assumption types, which supports the view that LLM agents widen
an existing trust boundary rather than create a new kind. Standards point the same way: ERC-
8004 states that Sybil attacks are possible and that it cannot guarantee that advertised
capabilities are functional and non-malicious [7], and AP2 obtains non-repudiable evidence
of user intent with signed credentials and no ledger [3].

RQ4 asked how residual trust can be stated. The manifest in Section 3.5 makes it
explicit claim by claim and exposes mislabelled “trustless” claims. It also shows that
verification techniques relocate rather than remove the boundary. A zero-knowledge proof
of LLM inference [36] makes "committed model M produced output y" G1, but not that M
is the advertised model or that y is true; zero-knowledge model certification can be gamed
with a model that exceeds 99% accuracy on the audit set and falls below 30% on fresh data
[37]. Optimistic schemes assume at least one honest and live challenger [38]; TEE attestation
rests on the hardware vendor and on physical security, and attestation keys have been
extracted with a memory-bus interposer [39]; threshold custody rests on a correct
implementation, and flaws in several leading wallets allowed one party to extract the full
key [40]. Each technique narrows the set of trusted parties, and the checker records the
assumption it adds.

Limitations. Both codings involved an LLM, so the agreement shows reproducibility
of the codebook rather than expert consensus, and the passes may share biases; replication
by human coders is needed. Five systems were coded from abstracts only. The search used
a web index rather than bibliographic databases, so the corpus is documented but purposive.
With N = 31, tests have low power, and the evaluator finding is sensitive to how hybrid
systems are classified. The incidents were selected on the pattern under study and show that
mechanisms occur, not how often. The manifest has been applied by the authors to published
designs, not by practitioners.

5. Conclusion
Blockchain is often described as making autonomous agents trustworthy. This study
shows that it makes a narrower and still valuable contribution: tamper-evident evidence of
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what was committed, shared across organisational boundaries. Every other trust property in
the systems examined rests on named parties, and two thirds of the systems aspire to
properties such as correct answers or safe actions that no ledger evidence can establish. In
LLM-based systems the decisive additional party is often an evaluator, frequently another
LLM.

The scientific novelty of this work, a claim-level account of blockchain trust in agent
systems that records the verification level and the external assumptions of each intended
claim, has been confirmed by the double-coded mapping, by the documented failures that
occurred exactly at the recorded assumptions, and by the manifest, which identified
mislabelled claims in a constructed example and the full assumption sets of three published
designs. The novelty claim is only partly validated where the evidence is weakest: the
reliability of the dependency coding and the generality of the evaluator finding.

Two directions follow. The codebook and data allow human coders to replicate the
mapping from a bibliographic-database search, and the evaluator dependency in LLM-based
systems deserves its own study of how evaluators are chosen and how their verdicts can be
challenged. The manifest should be tested with practitioners, for example in ERC-8004
registrations, to see whether stating residual trust changes what counterparts are willing to
delegate.
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CALIBRATED DIGITAL TWINS AND GEOMETRY-BASED PERCEPTION FOR AUTOMATED
DRIVING IN HEAVY RAIN AND SNOWFALL: EVIDENCE FROM RESEARCH TESTING IN
CHINA AND IMPLICATIONS FOR KAZAKHSTAN.

Abstract: Automated driving systems that perform reliably under clear conditions exhibit
substantial degradation in heavy rain and snowfall. Precipitation attenuates and scatters
LiDAR returns and generates spurious near-range points, water and spray impair camera
imagery, whereas 4D radar has proved more robust than LIDAR in fog, rain and snow.
Validation through public-road driving alone is impractical for these conditions, because
severe weather events are infrequent, seasonal, hazardous for test personnel and not
reproducible. This study examines whether a calibrated digital twin, understood as a
virtual representation of the vehicle, its sensor suite and the meteorological environment
that is iteratively corrected against physical measurements, constitutes a necessary
component of severe-weather validation. The analysis is based on a structured narrative
review of experimental testing conducted in China between 2009 and 2026, including the
Intelligent Vehicle Future Challenge, virtual-real parallel testing, closed test fields that
simulate rain, fog and other weather in Changsha, Wuhan and Chongging, the cold-region
proving grounds of Heihe, and recent studies that calibrate simulated rainfall and snowfall
noise against field measurements. The results indicate that each testing modality
addresses only part of the validation problem. Closed-field rainfall systems are repeatable
but spatially non-uniform, so that nominal rainfall intensity overstates test realism; cold-
region proving grounds provide natural snow and ice but are available only from
November to March; and simulated rainfall is scalable and fully controllable but becomes
credible only when parameterised with measured drop-size distributions and sensor
responses. A digital twin that integrates these modalities converts scarce physical tests
into calibration points and enables year-round exploration of the scenario space. The
study further specifies a geometry-first machine-learning layer within the twin, supported
by camera and LiIiDAR models adapted to heavy rain and snow, that infers the drivable
corridor from road-surface elevation, road edges, snow banks, the tracks of preceding
vehicles and three-dimensional occupancy rather than from painted markings or road
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signs, and that triggers a minimal-risk manoeuvre when geometric confidence is
insufficient or a road is officially closed. The framework is applied to Kazakhstan using
data from RSE Kazhydromet, which recorded 190 hazardous meteorological events in
2024, including 28 severe blizzards with visibility as low as 50 m, and which reports road
closures among the consequences of strong winds. The study proposes a weather transfer
gap, G = |Preat — Ptwin| /
Preal, @S an acceptance criterion for substituting virtual for physical evidence, and
specifies the data that test facilities and regulators would need to report for its application.
Keywords: automated driving; adverse weather; heavy rainfall; snowfall; digital

twin; parallel testing; closed-field testing; LiDAR; sensor simulation; scenario-based
validation; 3D occupancy; road closures; Kazakhstan

Kanun6poBannsie Hudposbie [IBoiinnkn aisa Baauaanun
ABTOMATH3UPOBAHHOTO Boxkaenus B YciaoBusax Cuiabnoro Joxas u CHeronaga:
Pesyabrarsl UccaenoBareabckux UcnbiTanuii B Kurae u BoiBoasl s Kazaxcrana

AHHOTaALUA: Cucremsl aBTOMAaTU3UPOBAHHOTO BOXJICHMS, HAaJIEKHO
(GYHKIMOHHMPYIOUIHE B OJArompusATHBIX IOTOJHBIX YCIOBHUSX, JEMOHCTPUPYIOT
CYIIECTBEHHOE CHIKEeHHE d(PPEKTHBHOCTH NPU CHIBHOM J0XIe u cHeromaze. Ocanku
0cnabJsA0T M PACCEMBAIOT CUTHAIBI JIUAapa, MOpPOKIas JOXKHBbIE OTpaKeHUS BOIM3U
JaTYMKa; BOJA M OPBI3TH yXyALIAI0T Ka4eCTBO U300pakeHus Kamep, Toraa kak 4D-panap
nokaszayl 0ojiee BBICOKYIO YCTOWYMBOCTh K TyMaHy, JOXAIO M CHEry, 4eMm JIuiap.
Banupanus MCKIIOUMTENBHO Ha JOporax OOILIEro MOJb30BAHUS B TAKUX YCIOBUSAX
MIPAKTUYECKH HEOCYLIECTBUMA, IIOCKOJbKY OIIACHBIE IIOTOJHBIC SBJICHUS PEIKH,
CE30HHBI, CBA3aHbI C PUCKOM IS UCIIBITATENEH U HEBOCIIPOU3BOIUMBI.

B uccnenoBanum paccMmarpuBaeTcs, SBISETCS JM KanuOpoBaHHBIM LudpOBOM
JMBOMHUK (BUPTYyaJIbHOE TMPEACTABICHUE TPAHCIIOPTHOTO CPEICTBA, €r0 CEHCOPHOTO
KOMILJIEKCAa U METEOPOJIOTUUECKON CPEIbl, UTEPATUBHO KOPPEKTHUPYEMOE TI0 pe3yJIbTaTaM
(hbUBUYECKUX U3MEPEHHIT) HEOOXOMMBIM 3JIEMEHTOM BAJIMIAIMH B CIIOKHBIX ITOTOJTHBIX
yCIOBHSIX. AHanmM3 OCHOBaH Ha CTPYKTYPUPOBAaHHOM HappaTUBHOM  0030pe
AKCIEPUMEHTAIIbHBIX HCHBbITAaHUM, NpoBeAeHHBIX B Kutae B 2009-2026 rr., BKIIOUYas
koukypc Intelligent Vehicle Future Challenge, mapamiensHoe BHPTyallbHO-peaibHOE
TECTUPOBAHUE, 3aKPBITHIE MOJUTIOHBI C UMHUTALIMEN A0S, TyMaHa U IPYyTUX MOTOJIHBIX
ycnoBuid B Haniue, Yxane u UyHUHHE, IOJUTOHBI XOJIOIHOTO KIUMaTa B X31X), a TAKKe
HEJJaBHUE WCCIEOBAHUSA, B KOTOPBIX HMHUTHPOBAHHBIA TOKIb M CHEXHBIM IIyM
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KaJIMOPYIOTCSI 110 HATYPHBIM U3MEPEHUSIM.

PCSYHBTaTH IIOKa3bIBAaIOT, UYTO Ka)KILbe/'I BUI I/ICHLITaHI/Iﬁ OXBAaTbIBACT JIMIIb 4aCTh 3a1a4n
Basmuaanuu. CUCTEMbI HICKYCCTBEHHOTO JTOXK/ISI HA 3aKPBITHIX TOJUTOHAX 00CCTICUNBAIOT
BOCIPOU3BOJIUMOCTb, OJHAKO MPOCTPAHCTBEHHO HEOJAHOPOJHBI, BCIEICTBUE YETO
HOMMHaJIbHA WHTEHCUBHOCTh OCAJKOB 3aBBIIIACT PEATUCTUYHOCTh HCIBITAHUN;
TTOJIMTOHBI XOJIOJHOTO KJIMMaTa 00€CIIeunBaOT €CTECTBEHHBIC CHET U JIe]l, HO JIOCTYITHBI
JINIIb C HOSI6p51 110 MapT; I/IMPITaL[HOHHblﬁ JOXIb MacmTa6preM U IIOJJHOCTBHO
yopaBisieM, HO MpPUOOpETaeT JOCTOBEPHOCTh TOJBKO TIPH IapaMeTpU3alud 10
M3MEPEHHBIM pACIpE/ICICHUsIM pa3MepOB Kareslb M OTKIUKaM JaTdukoB. Lludposoit
JBOMHUK, HWHTEIPUPYIOIIMNA 3TH BHUJABl WCIBITAHWW, IPEBPAIIACT OrPaHUYCHHBIC
(1)I/I3I/I‘-IGCKI/IG HUCIIBITAHUA B TOYKH KaJII/I6pOBKI/I " I1I03BOJISICT UCCIICA0BATH HpOCTpaHCTBO
CILICHapHEB KpPYTJIOTOJJUYHO. JloImoIHUTEIBHO MPEeJI0KEH reoOMETPUUECKHU
OPUEHTUPOBAHHBIA CJIOM MAalIMHHOTO OOy4YeHUsI B COCTaBE JBOMHHKA, KOTOPBIH
OMUPAETCS HAa MOJAEIIA KaMep U JINJIAPOB, aIaITUPOBAHHBIE K CUIIBHOMY JOK/II0 U CHETY,
OTIpe/IeTISieT MOJIOCY JBIXKEHUS MO pelbedy AOPOKHOTO MOKPBITHS, KPOMKAM JOPOTH,
CHC)XHBIM BaJjlaM, KOJICAM Bnepem/l naymmx TpaHCHOpTHI)IX CpeIICTB nu TpCXMCpHOfI
3aHATOCTH NMPOCTPAHCTBA, & HE IO IOPOKHOM pPa3METKE U 3HAKaM, 1 HHULIUUPYET MaHEBP
MHUHHMMAJIBHOTO PUCKA IIPU HEJOCTATOYHOM YBEPEHHOCTH N€OMETPUUYECKON OLICHKU WIH
odunmansHoM 3akpbIiTuM jgoporu. Ilogxon npumenHen k ycinoBusiM Kazaxcrana Ha
ocHoBe maHHbIX PITI

«Kasrugpomer», 3apeructpupoBaBmiero B 2024 1. 190  CcTUXMIHBIX
METEOPOJOTUYECKHUX SIBJIECHUMN, B TOM YHUCIE 28 Clly4aeB CHJIBHOW METENIH C BUIUMOCTBIO
710 50 M, ¥ OTMETHBILIETO 3aKPHITHE aBTOJOPOT B YMCIIE MOCIEACTBHM CHIIBHOTO BETpA.
I[Ipemnoxken kpurepuii MorogHoro paspsiBa mepeHoca G = |Preat — Piwin| / Prear Ut
000CHOBaHMs 3aMEHbI (PU3HMIECKHX JAHHBIX BUPTYAJIbLHBIMH, 8 TAKXKE OIPEIEIIECH IEPEYEHb
JAHHBIX, KOTOPBIE UCTIBITATEIbHBIE HEHTPBI U PETYISATOPHI TOJKHBI PACKPBIBATH ISl €T0
MIPUMEHEHUS.

KiioueBble ¢JI0Ba:  agmomamuzuposanHoe BodcOeHue,  Hebaazonpusmmubsie
NO20OHblEe YCA0BUS, CUNbHBIL 00J4COb, CHe20naod, Yugposol O0BOUHUK, NAPALIETIbHOEe
mecmupoanue, UCNblMaHus Ha 3aKPblmMoM NOJNUSOHe, TUOAp, MOOeIUpo8aHue 0amyuKos;
cyeHapHas 8anuoayus; mMpexmepHas 3aHAMOCMb NPOCMPAHCMEA, 3aKpblmue 00po2;
Kaszaxcman.

Hecep Kanosip men Kap Kayy Karnaibiiaa ABTOMATTAHABIPbLIFAH
Kyprizyni Banupanusiiayra Apnaiaran Kannopaenren Hingpasixk Erizaep:
KobiTaiinarsl 3eprrey ChinakrapbinbiH HoTHokes1epi :kone Kazakcran Yuuin

TyXpIpbIMAAP

JSDT | DGSC | Page 90



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

Annarna: Konainel aya palblHIa CEHIMJI >KYMBIC ICTEHTIH aBTOMATTaHIbIPBUIFaH
KYPrizy >KylenepiHiH THIMIUTIr Hecep *aHOBIp MEH Kap jKayFaH Ke3ze alTapIibIKTail
ToMeHaen . JKayblH-IIAIIBIH TP CUTHAIAAPBIH QJICIPETIN, MIAIIBIPATaaAbl JKOHE
JATUYMKKE >KaKbIH JKEp/e JKaJFaH IIAFbUIBICTAp TYABIPAIbl, CY MEH MIallblpaHAbLIap
Kamepa KEeCKiHIHIH camachlH Hamapiaranasl, an 4D pamap TymaH, >KaHOBIp JKOHE Kap
KarJaiiblHa TnJapra KaparaHaa TYpaKThIpaK eKeHiH kepceTTi. MyHal karnainapaa
TEK JKaNIbl MailamaHbIMAAFel  SKOJJapAa BaduAalusiiay i JKY3iHJIE MYMKiH eMec,
OUTKEeHI1 KayinTi aya paiibl KYOBUIBICTaphl CHUPEK, MayChIMABIK, ChIHAKIIBLIAP YIIiH
KaTepJIi )KoHe KalTalaHOai Ibl.

3eprTeyae KamMOpiaeHTeH MUQPPIBIK eri3 (pu3uKanbk enmeMaep OOHWbIHINA HTePATHBTI
TYpJ€ TY3ETUICTIH KOJIKTiH, OHBIH CEHCOPJBIK KCHICHIHIH XOHE METEOPOIOTHSIIBIK
OpTaHbIH BHUPTYyalJIbl KOpiHici) KypAeni aya paiibl XarFJalblHIArbl BaluAalMsIHBIH
KaKeTTi Kypamjac 6eJiri 60bIn Tabblia Ma, col Macelne KapacToipbiiaabl. Tangay 2009—
2026 >xpurmapel KeiTaiiga sKypri3iireH SKCIEPUMEHTTIK ChIHAKTapFa KYPbUIBIMIAIFaH
HappatuBTik monyra uerizgenren: Intelligent Vehicle Future Challenge skxapsicsr,
BHUPTYaJIbI-HAKTHI Tapajuieib TecTiiey, YaHma, YXanp xoHe UyHIIMH KalaJlapbiHIaFbl
XKaHOBIP/IBI, TYMaH/IBI )KOHE 0acka Ja aya paiibl KarIaiapblH MMUATAIUSITAUTHIH XKaOBIK
MOJIMTOHAp, XOUXdJEri CYbIK KJIMMAT TOJUTOHIAPHI, COHMANW-aK HMHTAlUsIIaHFaH
KAHOBIp MEH Kap IIybIH JajaliblK eJjemaep OOWBbIHINA KaTuOpPIEHTIH COHFBI
3epTTeynep.

Hotwxenep cbIHaKTBIH op TYpi BaJuAaLuUs MIHAETIHIH TeK Oip OeJiriH FaHa IIemeTiHiH
kepceteni. JKaObIK MOMUTOHAAPJAFbl >KacaHIbl >KaHOBIP KyHenepi KalTanaHaThIH
0OJFaHBIMEH, KEHICTIK OOWbIHIIA OipKeNnKi eMec, COHABIKTaH HOMHHAJABI >KaHOBIP
KApPKBIH/BUIBIFBl  ChIHAKTBIH IIBIHAMBUIBIFBIH ~ acblpa OaraiaiJpl; CYbIK KJIMMaT
MOJIMTOHJApbl TaOWFM Kap MEH My3[bl KamMTaMmachl3 eTeil, OipaKk TeK KapallagaH
HaypbI3Fa JeiiH KOJKETIM/II; al UMUTAlUsIaHFaH 5KaHOBIp MacIITa0TaIaThIH op1 TOJIBIK
OackapbUIaThIH OOJFAaHBIMEH, TaMIIbl OJIIEMJIEPIHIH OJIIEHIeH Tapajlybl MeEH
JTATYMKTEPAIH JKayanTapbl OOWBIHINA MMapaMeTpJICHTeHIe FaHa ceHimal Oosyaael. OcCh
CBIHAK TYpPJIEpiH OipiKTIpeTiH HUGPIBIK €ri3 MIeKTeysi (U3UKAIBIK ChIHAKTap.Ibl
KaauOpiiey HyKTellepiHe alHaJbIPbIN, ClIEHApUIep KEHICTITIH XbU1 O0MbI 3epTTeyre
MYMKiHIIK Oepeni. COHBIMEH KaTap eri3 KypaMblHJa »OJ TaHOaJapbsl MeH Oenrijiepine
emec, JkoJl OeTiHiH OelepiHe, KOJ KUEeKTepiHe, Kap YHIHIUIepiHe, ajiarbl KeJIKTepAiH
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131HEe JKOHE KEHICTIKTIH YIIOJIIeM/Ii TONTBHIPBUIYbIHA CYHEHE OTBIPBIN XKYPY HQII3iH
AHBIKTAUTHIH TEOMETPHUSFA HETI3JCNITCH KOHE Hecep XKaHObIp MEH Kapra OediMenreH
Kamepa MEH JIIap MOJelbJepiHe CYHEHETIH MAIIMHAJIBIK OKBITY Ka0aThl YCHIHBLIAIBI,
TCOMETPHUSIIBIK OaraliayJblH CEHIMJIUIIT KETKUTIKCI3 OoFaHIa HeMece

JKOJI peCMH TYypHe kaOpurranma Oy KadaT eH a3 ToyeKesJ MaHeBpiH iCKe Kocaibl. Tocim
Kazakcran xarmatieiHa «Kasrugpomer» PMK nepexrepi (2024 sxpias1 190 aymeit MeTeopoIoTHsIIbIK
KYOBUIBIC, COHBIH imiHAe kepiHyi 50 m-re neitiH TemenaereH 28 KarThl OopaH) HETI3iHJE
KOJIAaHBIIAAbI;, OYJI JepeKTeple aBTOXKOIIAPIBIH >KaOBUTYybl KATTHI JKENJIH CalAaphl PETiHIe
KepceTiiren. Makanana GpU3HKaJIbIK AEPEKTEP/l BAPTYAIIbI IEPEKTEPMEH AIMACTBIPY/IbI HET13/1EY
YILIiH aya paiibl O0ibIHIIA KOIipy ammakTeiFbl Kputepuidi G = |Preal — Ptwin| / Preal YCBhIHBLIAIBI XKOHE
OHBI KONJIaHy YIIiH CHIHAK OPTaJbIKTaphl MEH PETTEYNINIEp kapusanaybl THiC IepekTep Tiz0eci
AHBIKTATAIbI.

Tyiiin ce3mep: asmomammaHObIpbLIZAH JHCYP2i3y; KOLAUCHI3 aya pativl, Hocep
ACanObBID; Kap dcayy, yuprvlk eeiz; napaiieib mecminey; Headblk NOIUSOHOA2bL CLIHAK,
auodap; oamuukmepoi mooenvoey;, CUEHAPULIIK 6anudayus, KeHiCMmiKmiy yuenuemol
MOIMBIPLLLYbL, HCOLOAPObL JHcaby, Kazaxcman.

1. Introduction (Literature Review)

Adverse weather is a recurrent condition of road transport rather than an exceptional
one. In the United States, approximately 12% of the roughly six million crashes recorded
annually, close to 745,000, occur under adverse atmospheric conditions, resulting in more
than 3,800 fatalities per year; more than 77% of these crashes take place during rain or mist
[1]. For automated vehicles, precipitation affects not only traction and visibility but also the
sensing chain itself. Raindrops and snowflakes attenuate and scatter LiDAR pulses and
generate spurious near-range returns, water films and spray degrade camera images, and
accumulated snow alters both the road surface and its visual appearance [2]. Radar is
comparatively resilient: using the K-Radar dataset, which includes fog, rain and snow, Paek,
Kong and Wijaya found 4D radar to be a more robust sensor than LIiDAR in adverse weather

[3].

The validation of automated driving under such conditions poses a distinct
methodological problem. Because safety-critical events are rare, validating automated
vehicles through naturalistic driving carries prohibitive economic and time costs; Feng et al.
showed that an intelligent testing environment, in which Al-trained background agents
interact with a real test vehicle through augmented reality, can accelerate evaluation by three
to five orders of magnitude [4]. Heavy rainfall and snowfall represent only a small fraction
of real-world driving exposure. Such events cannot be scheduled, they increase the risk to
safety drivers, and an identical weather event cannot be reproduced for repeated testing.
Evidence obtained from open-road driving is therefore insufficient for establishing
performance boundaries in severe weather. The problem is particularly acute in Kazakhstan,
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where prolonged snow cover, recurrent blizzards and icing regularly lead to the closure of
national roads (Section 3.6).

Literature review. Relevant research has developed along three largely separate
lines. The first concerns the robustness of perception. Beyond the radar evidence noted above
[3], the Boreas dataset provides more than 350 km of driving on a repeated route over a full
year, including rain and falling snow, recorded with LiDAR, radar and camera [5], and
snowfall noise has been quantified directly: Cao, Huang and Yu recorded LiDAR data during
snowfall in Beijing and compared denoising filters [6], whereas Sun, Zhao and colleagues
examined LiDAR performance under snowfall and developed an adaptive filter for snow-
induced noise [7], [8]. The second line concerns weather simulation. A recent review of
open-source driving simulators notes growing concern about the validity of algorithms
developed and evaluated in simulators [9], and a comprehensive survey notes that many
driving simulators now provide adjustable rain, snow and fog [2]. Physics-based approaches
extend this capability by introducing simulated snowfall into real LiDAR scans [10] or by
rendering physically based rainfall within reconstructed three-dimensional driving scenes
[11], [12]. The third line concerns digital twins and parallel intelligence. Hu et al. surveyed
how simulation supports automated driving through sim-to-real transfer, digital twins and
parallel intelligence [13], and Ai et al. developed PMWorld, a parallel testing platform for
autonomous driving in mines [14].

Research gap. Although each of these lines is well established, the connections
between them remain limited. Studies of weather simulation rarely report how simulated
rainfall or snowfall was validated against a physical reference. Descriptions of closed-field
tests frequently characterise rainfall solely by its nominal intensity, whereas recent work in
China demonstrates that this single value can conceal considerable spatial variation within
the rain field [15]. Digital-twin research in automated driving has concentrated
predominantly on traffic interaction rather than on the physics of weather—sensor interaction.
In addition, most perception stacks continue to depend on painted lane markings and road
signs, which snow and ice routinely obscure, and the question of what a vehicle should rely
on once these cues disappear has received less attention than the question of how to restore
them. Evidence from research testing in China, spanning competitions, virtual-real testing,
weather laboratories and cold-region proving grounds, is dispersed across journal articles,
regulatory documents, institutional reports and preprints and has not previously been
synthesised as a single body of evidence.

Research questions. The principal research question is whether severe-weather
validation of automated driving requires a calibrated digital twin, and what research testing
conducted in China reveals about the design of such a twin. Four subsidiary questions are
addressed: (RQ1) what each testing modality employed in China contributes to validation
under heavy rain and snowfall, and what its limitations are; (RQ2) against which quantities
a weather digital twin must be calibrated for its results to transfer to real roads; (RQ3) by
what criterion engineers and regulators can determine that a twin-based result may substitute
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for a physical test; and (RQ4) what additional machine-learning layer within the twin can
support driving when road markings and signs are unavailable, and how such a layer should
interact with weather-related road closures in Kazakhstan.

Scientific novelty. The novelty of the study lies in treating the testing ecosystem in
China as an integrated evidence base and analysing it from the perspective of digital-twin
calibration, rather than reviewing perception algorithms or simulation platforms in isolation.
The study additionally proposes an acceptance criterion, the weather transfer gap G = |Preal
— Ptwin| / Preal, which links twin-based results to their physical calibration points, and a
geometry-first perception layer that derives the drivable corridor from the three-dimensional
structure of the scene rather than from markings or signs. The framework is applied to the
climatic and operational conditions of Kazakhstan.

Contributions. The principal contributions of the study are as follows:

« astructured review of research testing conducted in China that is relevant to heavy
rain and snowfall, covering competitions, virtual-real parallel testing, closed test
fields and cold-region proving grounds;

»  acomparative assessment of what public-road, closed-field and virtual testing can
and cannot establish under severe weather;

» a twin-calibrated testing loop in which scarce physical tests serve as calibration
points for year-round virtual testing;

»  the weather transfer gap metric G, together with a specification of the data that test
facilities and regulators would need to report for its application;

» ageometry-first machine-learning layer that infers the drivable corridor from road-
surface elevation, road edges, snow banks, vehicle tracks and three-dimensional
occupancy, and that triggers a minimal-risk manoeuvre when confidence is
insufficient or a road is closed,;

» an application of the framework to Kazakhstan based on data from the national
hydrometeorological service and the national road operator.

The remainder of the paper is organised as follows. Section 2 describes the review
design, the analytical framework and the geometry-first perception layer. Section 3 presents
the evidence from research testing conducted in China, the conditions prevailing in
Kazakhstan and the evidence on marking-independent perception. Section 4 discusses the
findings in relation to the research questions, and Section 5 concludes the paper.

2. Materials and Methods

The study adopts a structured narrative review design focused on experimental
testing of automated driving under severe weather conducted in China between 2009 and
2026; international studies are used for context and comparison. The evidence base
comprises peer-reviewed journal articles and conference papers, preprints (identified as such
in the reference list), official regulatory documents of the People’s Republic of China, and
institutional or state-media reports describing test facilities. For the application to
Kazakhstan, the study additionally draws on the 2024 climate review of RSE Kazhydromet,
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which is based on observations from the national meteorological network, on statements by
the national road operator KazAvtoZhol and the Ministry of Transport, and on official road-
safety statistics reported by the Ministry of Internal Affairs. The geometry-first perception
layer (Section 2.4) is informed by published studies of perception on snow-covered roads
and of three-dimensional occupancy prediction. Searches were conducted in English and
Chinese,

combining terms for automated and intelligent connected vehicles (ZFgEM DR DO)
with rain, snow, fog, ice, closed-field testing, winter testing (ZZ=00), simulation and
digital twin.

Sources were included if they described a controlled test conducted outside open
public traffic, or the regulatory framework governing such tests, and if they addressed rain,
snow, fog or ice or the infrastructure used to reproduce these conditions. Each source was
assigned to one of five testing modalities: competition-based field testing; virtual-real
parallel testing; closed-field weather facilities; cold-region proving grounds; and calibrated
virtual weather. For each modality, the review recorded the weather conditions covered, the
repeatability and realism of those conditions, the period of availability and the quantities
measured. Sources were weighted according to evidential strength. Peer-reviewed findings
received the greatest weight, followed by preprints and official documents, whereas facility
capabilities reported only by operators or the media were treated as claims rather than as
measured results.

2.1 Scope of controlled testing

In this study, controlled testing refers to any test in which the scenario is deliberately
configured away from open public traffic, whether on a closed test field, in a weather
laboratory, in a simulator, on a competition course or in a combination of these settings. It
is distinguished from public-road testing and demonstration, which in China is governed by
national and local rules on intelligent connected vehicles. The national pilot programme on
vehicle-road—cloud integration launched in January 2024 explicitly calls for building a
scenario database and for strengthening simulation, closed-field and real-road testing and
validation capabilities [16]; most weather-related controlled tests take place in the closed-
field part of this system.

2.2 Twin-calibrated testing loop

The evidence is organised by means of the conceptual loop shown in Figure 1. A
physical test conducted on a rainfall rig or at a cold-region site yields measurements of both
the meteorological field and the sensor response. These measurements are used to calibrate
a digital twin comprising a weather model and a sensor model. Once the twin reproduces the
physical results within an acceptable tolerance, it is used to explore a considerably larger
scenario space than the physical facility can accommodate. Scenarios in which perception
or planning fails within the twin are then returned to the physical facility for confirmation,
and the cycle is repeated.
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Figure 1. Twin-calibrated testing loop

Within this arrangement, each physical test becomes a calibration point, and each
virtual exploration identifies the physical test that is most informative to conduct next.

2.3 Weather transfer gap

To determine whether the twin is sufficiently accurate, the study proposes the
weather transfer gap G, defined for any selected performance measure P under matched
weather conditions:

G = |Preal — Ptwin|

Preal -

The measure P may be defined at sensor level, for example as the number of LIDAR
returns on a target or its mean reflectivity, or at task level, for example as detection recall at
a fixed range or the minimum time-to-collision in a cut-in manoeuvre. Matched weather
denotes an equivalent condition in both domains, such as an identical path-equivalent rainfall
intensity rather than an identical nominal setting of the rainfall system [15]. A twin-based
result is accepted for a given measure when G < t, where the threshold 7 is derived from the
safety case for that measure. The study does not propose a numerical value for t, which is
properly a matter for testing standards.

2.4 Geometry-first perception layer

In addition to the weather and sensor models, the study specifies a machine-learning
layer that operates within the twin and is intended for conditions in which painted lane
markings and road signs cannot be relied upon. The layer does not attempt to recover
obscured markings or read signs. Instead, it infers the drivable corridor directly from the
three-dimensional geometry of the scene: the elevation profile of the road surface, the edges
formed by kerbs, barriers and snow banks, the tracks left by preceding vehicles, and the
occupancy of the surrounding space by static and moving objects. Each cue is estimated
together with its uncertainty, and the fused estimate is passed to a decision gate. When the
confidence of the geometric corridor falls below a threshold, or when an external notice
indicates that the road has been closed, the gate instructs the vehicle to leave its operational
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design domain and to execute a minimal-risk manoeuvre. Figure 2 summarises this
architecture.

3 Geometric scene model
‘ road-surface elevation
————{ road edges and snow banks
tracks of preceding vehicles
- - 3D occupancy of space

Sensors L, Weather-noise filter
LIDAR, radar, cameras remove rain, snow returns

X

il s no | - "
e Corridor confident ™ ‘ Minimal-risk manoeuvre

Kazhydromet warnings
Y aming ~._ and road open? _~ controlled safe stop

External notices
road-closure notices

yes

A 4

Drive in geometric corridor
no markings or signs needed

Figure 2. Geometry-first perception layer and closure-aware decision gate

Within the twin, the layer is trained and evaluated on scenes from which markings
and signs have been deliberately removed or covered, so that its performance does not
depend on cues that winter conditions routinely erase. The camera and LiDAR inputs to the
layer are themselves adapted to heavy rain and snow: the perception models are trained and
tested on images and point clouds rendered under calibrated rainfall and snowfall within the
twin, and sensor fusion reduces reliance on the sensors most affected by the prevailing
precipitation. Its evaluation uses the same weather transfer gap G, with P defined, for
example, as the lateral error of the estimated corridor or as the proportion of correct decisions
to leave the operational design domain.

3. Results

The scale of public-road testing in China provides a point of reference. In July 2026,
the Ministry of Industry and Information Technology reported that more than 20,000 test
and demonstration licences had been issued nationwide, more than 57,000 km of roads
opened for testing and demonstration, and more than 220 million km of testing accumulated
[17]. Although substantial, this exposure accrues mainly in ordinary weather, and because
safety-critical events are rare, naturalistic driving alone remains an inefficient route to
validation [4]; only a small proportion of these kilometres can be assumed to have been
driven in heavy rain or snow. Controlled testing is the principal means by which developers
and test facilities in China address this shortfall. Table 1 summarises the contribution of each
testing modality.
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Table 1. Testing modalities in China relevant to heavy rain and snowfall.

Testing Example inWeather Measured
modality |China conditions  |[RepeatablelAvailability |quantities Refs.
Competition-|Intelligent Incidental; No /Annual event Team [18]-[20]
based fieldVehicle Futurewhatever performance
testing Challenge, held |occurs on the on defined
driving
Testing Example inWeather Measured
modality (China conditions |[Repeatable/Availability |quantities Refs.
since 2009,days of the tasks
recently inevent
Changshu
Virtual-real |Parallel testingConditions Yes 'Year-round |Performancein{[13], [14]
parallel platforms suchlspecified by coupled virtual
testing as PMWorld the tester in and physical
the virtual tests
component
Closed-field [Changsha  testRain, fog andYes, with alndependent [Sensor and|[15],
weather zone; Wubhanllighting; windspatially  |of naturalfunction [21]-[23]
facilities Economic andand lightningnon- weather response in
Technological [reported inuniform staged
Development  [Wuhan rain field scenarios
Zone platform;
Chongqing
laboratory
Cold-region |Heihe, Natural snowNo November toVehicle [24], [25]
proving Heilongjiang and ice, March dynamics,
grounds Province frequently braking,
below -20 °C battery
performance
Calibrated  |GSRAIN; Rainfall ofYes Year-round [Detection [11],[12]
virtual RainyGS controlled confidence,
weather intensity, 0-13 closed-loop
mm/h in collisions
GSRAIN

Result 1 (Table 1) corresponds to Contribution 2: no single modality is
simultaneously repeatable, realistic and available throughout the year, and the two fully
repeatable modalities, parallel testing and calibrated virtual weather, are both virtual.

3.1 Competition-based field testing

The Intelligent Vehicle Future Challenge was launched in 2009 by the National

Natural Science Foundation of China [18]. The 13th edition, held in Changshu in 2023,
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focused on driverless passenger services [18]; the 14th was held in Changshu on 22-23
November 2024 under the auspices of the Foundation’s Department of Information Sciences
and the Chinese Association of Automation [19]; and the 15th, held in December 2025,
brought together 14 university teams and focused on multi-agent embodied interaction [20].
The competition format enables the comparison of teams under common rules. With respect
to weather, however, it is opportunistic: participants encounter whatever precipitation occurs
on the days of the event, at an uncontrolled intensity and without the possibility of repetition.
3.2 Virtual-real parallel testing

The coupling of virtual and physical testing has been formalised through the concept
of parallel intelligence, which Hu et al. review alongside sim-to-real transfer and digital
twins [13]. Ai et al. subsequently built PMWorld, a parallel testing platform for autonomous
driving in mines [14]. Functionally, such platforms constitute digital twins employed for
testing. As their scope indicates, however, the emphasis lies on the testing architecture rather
than on weather-specific sensor physics; this component is supplied by the facilities and
studies described in Sections 3.3-3.5.

3.3 Closed-field weather facilities

Several test zones in China now incorporate weather simulation into their
infrastructure. The national test zone in Changsha covers more than 80 hectares, includes a
3.6 km two-way expressway and in 2023 introduced a testing system based on hazardous
scenarios that include rain, fog, dust and lighting conditions [21]. A platform in the Wuhan
Economic and Technological Development Zone contains an extreme-environment area
that, according to its operators, can simulate wind, rain and lightning and switch from clear
conditions to a downpour within seconds [22]. In early 2026, a laboratory of more than 5,000
m2 began operating in Chongging, combining vehicle motion control, rain—fog-light
simulation and traffic-flow simulation within a single facility [23]. These capabilities are
reported by operators and state media and have not been independently measured.

The fidelity of artificial rainfall is therefore the critical question, and a 2026 study by
researchers from Tongji and Tsinghua universities provides quantitative evidence on this
point [15]. Xia et al. used approximately 10,000 real-rainfall raindrop-spectrum samples as
a reference and sampled 45 points within a 2.4 m x 7.2 m simulated-rainfall area. The rain
field remained spatially non-uniform under a single nominal setting, indicating that one
intensity value cannot characterise the entire test area. The proposed method identified two
preferred test paths with equivalent intensities of 11.54 + 0.31 mm/h and 8.28 + 0.34 mm/h
[15]. It follows that an identical rig setting may expose different vehicles, or different paths
of the same vehicle, to materially different rainfall.

3.4 Cold-region proving grounds and measured snowfall

Because snowfall is more difficult to reproduce artificially than rainfall, winter
testing in China continues to rely on geography. Heihe, located on the border with Russia in
Heilongjiang Province, experiences snow cover for approximately 140 days a year, and its
testing season extends from November to March [24]. During the 2024-25 season it hosted
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147 companies and research institutions and more than 4,000 test vehicles, and local reports
attribute to it approximately 85% of the Chinese cold-weather testing market [25]. Test
tracks are laid out on the frozen Heilongjiang River [24], [25]. Although these conditions
are highly realistic, the testing window is limited to about five months a year, conditions
cannot be controlled, and the reported focus is on vehicle dynamics, braking and battery
performance rather than on perception.

Measured snowfall data illustrate why perception requires dedicated evidence. Cao,
Huang and Yu recorded 3,000 LIDAR frames during snowfall in Beijing using a 40-line
sensor operating at 10 Hz [6]. Table 2 reports their principal results alongside other recent
quantitative findings.

Table 2. Quantitative findings from recent rainfall and snowfall studies.

Study Setting Principal reported result

Cao, Huang, Yu, 2022
(6]

Real snowfall, Beijing; 40-line
LiDAR at 10 Hz

DSOR filter precision 74.63% vs 48.22% for
DROR; mean processing time 130.11 ms vs
706.97 ms per frame

Zhao, Sun, Sun, 2026
(8]

Public snowfall datasets CADC,
Boreas and WADS

F1-score above 90 on all three datasets;
detection accuracy improved by 5.9, 9.7 and
6.4 percentage points for three detectors

Xia, Zhao, Ye, Chen,
2026 [15]

Closed-field simulated rainfall;
45 points in a 24 m x 7.2 m
area

Non-uniform field under one nominal setting;
preferred pathsat 11.54 + 0.31 and 8.28 + 0.34
mm/h

Wang, Zhang, Chen,
2026 [11]

Virtual rainfall of 0-13 mm/h|
in reconstructed 3D scenes

Collisions in a cut-in scenario at 8.5 and 12.0
mm/h; truck detection confidence reduced

from 0.63 to 0.41

The timing results from Beijing are particularly relevant. At 10 Hz, a new LIDAR
frame arrives every 100 ms, and both filters exceeded this interval on a desktop processor
[6]. Snowfall therefore poses a real-time engineering problem in addition to an accuracy
problem. The filter proposed by Zhao et al. was evaluated on Canadian and US winter
datasets [8], which illustrates how few openly available snowfall datasets exist.

3.5 Calibrated virtual weather

Recent research transfers weather conditions into the virtual domain while retaining
a link to measurement. GSRAIN derives its raindrop model from measured rainfall and
introduces rainfall of controllable intensity, from 0 to 13 mm/h, into 3D Gaussian Splatting
reconstructions of real driving scenes [11]. The generated images achieved a Fréchet
Inception Distance of 149.09, lower than that of CycleGAN-Turbo (155.71) and
WeatherEdit (157.94). Of greater relevance to safety, closed-loop simulations produced
collisions in a cut-in scenario at 8.5 and 12.0 mm/h, and the confidence of one detector for
a nearby truck decreased from 0.63 to 0.41, with the truck misclassified as a car at 8.5 mm/h
[11]. RainyGS, developed at Peking University, follows a related approach by adding

JSDT | DGSC | Page 100



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

physically based raindrops, splashes and reflections to reconstructed scenes with adjustable
intensity [12].

Result 2 (Tables 1 and 2) corresponds to Contributions 1 and 3: the rainfall intensities
at which collisions occurred in the virtual study, 8.5 and 12.0 mm/h [11], fall within the
range of equivalent intensities delivered by a calibrated closed-field rig, approximately 8.3
11.5 mm/h [15]. Because the two studies employed different vehicles and experimental
configurations, this correspondence does not validate either result. It does, however,
demonstrate the practical feasibility of the loop in Figure 1, since a twin can identify a failure
at a rainfall intensity that an existing closed-field rainfall rig is able to reproduce and verify.

3.6 Severe weather and winter road operations in Kazakhstan

Kazakhstan combines a sharply continental climate with a long and sparsely
populated road network, which makes the questions examined in this study directly relevant
to its transport system. The national hydrometeorological service, RSE Kazhydromet,
recorded 190 hazardous meteorological events in 2024, compared with 203 in 2023 [26].
Table 3 lists these events by type together with the long-term changes reported by
Kazhydromet.

Table 3. Hazardous meteorological events in Kazakhstan in 2024 and long-term
change, according to RSE Kazhydromet [26].

Phenomenon Cases in 2024 (Change, 2008-2024 vs 1991-2007

Strong wind (30 m/s or|115 Increase by a factor of 1.9 (reported jointly with heavy|

more) snowfall and hail)

Heavy rain 32 [ncrease by a factor of 1.5

Severe blizzard 28 Decrease of 8%

Heavy snowfall 3 Increase by a factor of 1.9 (reported jointly with strong
wind and hail)

Hail 4 Increase by a factor of 1.9 (reported jointly with strong
wind and heavy snowfall)

Wet-snow deposition 2 Not reported

Very dense fog 1 Decrease of 26%

Total 190 (203 in —

2023)

Counts for 2024 are taken from the summary table of hazardous events in the source,
whose rows sum to the reported total of 190.

The severe blizzards of 2024 were concentrated in the northern and western regions.
Aktobe Region alone recorded 13 of them, lasting 13—-28 hours with visibility of 50-500 m,
and the event with the poorest visibility, at the Kos-Istek station on 7 February 2024, lasted
25 hours with wind speeds of up to 21 m/s [26]. Kazhydromet lists road closures among the
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consequences of strong winds in 2024 [26]. The winter of 2023/24 was the wettest on record
since 1941, with 144.5% of the national norm of precipitation, and a cold wave between 15
and 24 February 2024 brought temperatures of —35 to —45 °C to northern and eastern regions,
including a station record of —44.5 °C at Kokpekty on 21 February [26]. Snow cover remains
long-lasting in the north: at Petropavlovsk it persisted for 149 days in the 2023-24 season
and reached a maximum depth of 53 cm [26].

Road operations respond to these conditions primarily through closure, although
closure does not remove risk entirely. On 3 January 2025, after traffic on the Astana—
Petropavlovsk road had been restricted because of snowfall, blizzard, strong wind, poor
visibility and ice, a mass collision involving approximately 95 vehicles occurred near
Zhanatalap while traffic was moving under escort; the national road operator KazAvtoZhol
attributed the collision to drivers failing to observe the speed limit and a safe distance [27].
Winter maintenance capacity is a further constraint. In September 2023, the Ministry of
Transport reported that 838 of the 1,050 units of equipment assigned to the winter
maintenance of national roads, approximately 80%, were in working order, and that a tender
was under way to rent a further 214 units [28]. These conditions add to an existing road-
safety burden: in November 2024 the Committee of Administrative Police of the Ministry
of Internal Affairs reported about 2,000 road deaths in Kazakhstan since the start of that year
and noted that out-of-town highways accounted for half of all fatal crashes [29].

3.7 Evidence for marking-independent, geometry-based perception

Winter conditions directly undermine perception that relies on painted markings.
Goberville, Kadav and Asher report that a leading automotive vision system detected both
the left and the right lane lines in only 21.8% of winter driving, and that only 0.9% of these
detections had sufficient confidence for safety-critical driver-assistance functions; as an
alternative, they identify the drivable region from the tyre tracks left by preceding vehicles
[30]. Ariram et al. constructed LIiDAR maps of a Finnish urban road in January and showed
that road width can be estimated from the snow banks at the road edges even when lane
markings are covered, after which lanes can be inferred from the estimated width and the
known number of lanes [31].

At the level of complete scene representation, researchers at Tsinghua University
have shown that three-dimensional semantic occupancy, which describes which parts of the
space surrounding the vehicle are occupied, can be predicted from surround-view cameras;
their TPVFormer model achieved performance comparable to that of LIiDAR-based methods
on the nuScenes LIDAR segmentation task [32]. Such representations encode the drivable
surface and obstacles geometrically rather than through markings or signs. Finally, ISO
34503:2023 specifies a taxonomy for defining the operational design domain, that is, the
operating conditions within which an automated driving system is designed to function [33].
In these terms, an official road closure in Kazakhstan places the affected road explicitly
outside the operational design domain.
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Result 3 (Table 3 and Sections 3.6-3.7) corresponds to Contributions 5 and 6: winter
conditions in Kazakhstan produce frequent and prolonged losses of visibility and of road-
surface cues, closures are the principal operational response, and published methods already
demonstrate that a drivable corridor can be inferred from scene geometry without reliance
on markings or signs.

4. Discussion

The evidence supports the conclusion that severe-weather validation requires a
digital twin. The principal reason is not that simulation is less costly, but that the twin is the
only setting in which the realism of a cold-region proving ground, the controllability of a
rainfall rig and the scale of virtual testing can be combined. The twin acquires this role,
however, only when it is calibrated against the physical tests it is intended to extend.

RQL1 concerned the contribution and limitations of each testing modality employed
in China. Competitions such as the Intelligent Vehicle Future Challenge provide common
rules and public comparison, but the weather conditions they present are incidental [18]—
[20]. Parallel testing supplies the methodological basis, namely a closed loop between virtual
and physical tests [13], [14], but its published form addresses weather physics only
marginally. Closed-field facilities offer control and repeatability [21]-[23], yet their rainfall
is spatially non-uniform [15], and none of the reviewed facilities reports artificial snowfall.
Cold-region proving grounds provide natural snow and ice for approximately five months a
year, without control over conditions and with a reported emphasis on vehicle dynamics
rather than on perception [24], [25]. Calibrated virtual weather offers scale and full
controllability [11], [12] but derives its credibility entirely from the measurements on which
it is based. Because each modality compensates for a limitation of another, the evidence
favours their integration rather than the selection of any single modality.

RQ2 concerned the quantities against which a weather twin must be calibrated. The
reviewed studies suggest three layers of calibration. The first is the weather field itself,
including drop size, drop velocity and spatial variation across the test area, since a nominal
intensity conceals this variation [15]. The second is the sensor response to that field, such as
LiDAR returns and reflectivity on targets [15] and the spatial distribution of snowfall noise
[6], [8]. The third is task-level performance, namely detection and closed-loop behaviour
[11]. The distinction is important because image-quality measures such as the Fréchet
Inception Distance quantify the visual appearance of rainfall rather than its effect on LIDAR
returns. A twin that is accurate at the first two layers and verified at the third produces
failures that merit physical confirmation.

RQ3 concerned the criterion under which a twin-based result may replace a physical
one. The weather transfer gap G provides a workable criterion subject to two conditions:
weather must be matched in equivalent terms rather than by rig settings [15], and the same
measure P must be recorded in both domains. Neither condition is currently standard practice
in the facility reports reviewed, which describe capabilities rather than measured fields [21]—
[23].
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RQ4 concerned the additional machine-learning layer that can support driving when
markings and signs are unavailable, and its interaction with road closures in Kazakhstan.
The evidence indicates that such a layer should be geometry-first. Marking-based lane
detection fails in most winter driving [30], whereas road width can be recovered from snow
banks [31], the drivable region from the tracks of preceding vehicles [30], and the full
occupied space from three-dimensional occupancy prediction [32]. None of these cues
depends on the visibility of paint or signs, and each can be trained and stress-tested within
the twin by removing markings and signs from otherwise realistic scenes. Cameras remain
valuable within this layer, but only if their models are trained and tested on imagery degraded
by calibrated rain and snow: detection confidence falls measurably as simulated rainfall
intensifies [11], while radar provides a comparatively robust complement in fog, rain and
snow [3]. The same layer provides a natural point at which to encode road closures. Because
a closure places the road outside the operational design domain [33], an automated vehicle
should treat a closure notice from the road operator, or a hazardous-weather warning from
Kazhydromet, as a condition for executing a minimal-risk manoeuvre regardless of its own
perception confidence. The Zhanatalap collision [27] shows that the period immediately
after reopening, when traffic moves in convoy on a surface that remains snow-covered, is
itself hazardous; an automated vehicle should therefore resume normal operation only when
both the closure has been lifted and its geometric corridor estimate has regained sufficient
confidence.

The hypothesis that severe-weather validation requires a calibrated digital twin is
therefore supported, with the qualification that the twin complements rather than replaces
physical testing. Three developments may be anticipated if this approach is adopted more
widely. First, closed-field reports are likely to move from nominal to measured, equivalent
descriptions of eather, as Xia et al. already propose [15]. Second, the principal function of
physical rigs is likely to shift from serving as the test itself to calibrating and confirming the
twin. Third, cold-region sites are likely to combine seasonal campaigns with year-round
work; in early 2025, a new facility in Heihe was expected to open by May of that year to
enable testing throughout the year [24]. These expectations are inferred from the evidence
and should not be interpreted as empirical findings.

Practical implications

Test facilities should report, for each weather condition, the measured drop-size
spectrum, a spatial map of the rain field and the equivalent intensity along each test path.
Developers should record identical sensor-level and task-level measures in physical and
virtual runs so that G can be computed, and should evaluate perception on scenes in which
markings and signs are absent. Camera-based perception, in particular, should be trained and
validated on imagery degraded by calibrated rain and snow rather than on clear-weather data
alone. Regulators that accept simulation-based evidence could require G to be reported
alongside it.
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For Kazakhstan, four implications follow. First, Kazhydromet warnings and
KazAvtoZhol closure notices should be made available in a machine-readable form, so that
automated vehicles and fleet operators can apply them as hard operational-design-domain
boundaries rather than as advice to drivers. Second, the reopening of a closed road should
be treated as a distinct operational phase with its own speed and spacing rules for automated
vehicles, given the risk demonstrated by the Zhanatalap collision [27]. Third, winter
maintenance vehicles, which already traverse the network during and after snowfall, could
carry low-cost LIDAR or camera units to record the post-clearing geometry of the road,
including the position of snow banks; these observations would keep the geometric layer of
the twin current and would be particularly valuable where maintenance capacity is limited
and markings remain covered for extended periods [28]. Fourth, the northern regions, where
snow cover lasts for about five months, could host a national cold-weather calibration site
whose measurements feed the twin, rather than relying on short seasonal campaigns abroad
[26].

Limitations of the study

Several limitations should be acknowledged. First, the study is a review rather than
an original experiment; neither the metric G nor the geometry-first layer has yet been tested
empirically. Second, the evidence base combines peer-reviewed articles, preprints,
regulatory documents and media reports, and facility capabilities drawn from the last
category represent operator claims. Third, the correspondence between the collision
intensities observed in simulation and the equivalent intensities of the physical rig derives
from two independent studies and is illustrative only. Fourth, the cited rainfall rig delivered
approximately 8-12 mm/h on its preferred paths [15], whereas natural downpours can be
considerably more intense; the heaviest rainfall therefore remains insufficiently covered.
Fifth, evidence on snowfall is weaker than evidence on rainfall, since none of the reviewed
facilities in China reports controlled snowfall. Sixth, the Kazakhstan data cover a single
climatological year, and the account of the Zhanatalap collision and the 2024 road-death
figure are drawn from official statements reported in the media rather than from official
statistical series. Finally, the searches covered English- and Chinese-language sources
available online, and literature accessible only through subscription databases may have
been omitted.

5. Conclusion

The central conclusion of this study is that automated driving in heavy rain and snow
cannot be validated on public roads alone and should first be developed and tested in a
calibrated digital environment. Physical tests in China provide either realism or control,
rarely both, and never throughout the year; virtual tests provide scale and control but are
credible only when calibrated against measurements. The digital twin is the only setting in
which these strengths can be combined. Four specific conclusions follow from the evidence.

1. Testin the digital world first. Severe-weather scenarios should be generated, run
and repeated in a digital twin that is calibrated against physical rainfall rigs and
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winter proving grounds. Physical tests should be used to calibrate the twin and to
confirm the failures it identifies, and a twin-based result should be accepted for a
given measure only when the weather transfer gap G falls below a threshold set in
the safety case.

2. Build the drivable corridor from road geometry. In heavy rain and snow, the
vehicle should determine where it can drive from the three-dimensional geometry
of the road: the elevation of the road surface, road edges and snow banks, the tracks
of preceding vehicles and the occupancy of the surrounding space.

3. Adapt cameras and other sensors to heavy rain and snow. Camera and LIDAR
models should be trained and validated on data degraded by calibrated rainfall and
snowfall rather than on clear-weather data alone, and sensor fusion should reduce
reliance on the sensors most affected by the prevailing weather.

4. Disregard road signs and lane lines in severe weather. Because snow and heavy
rain routinely obscure painted markings and signs, the perception layer should not
depend on them. When the geometric estimate is not sufficiently confident, or when
the road has been officially closed, the vehicle should execute a minimal-risk
manoeuvre.

For Kazakhstan, where Kazhydromet recorded 28 severe blizzards in 2024 with
visibility falling to 50 m, and where road closure is the principal operational response to
severe weather, these conclusions are of direct practical relevance. Closure notices and
hazardous-weather warnings should be treated by automated vehicles as hard boundaries of
the operational design domain.

The scientific novelty of the study lies in analysing research testing in China as an
integrated body of evidence through the lens of digital-twin calibration, in proposing the
weather transfer gap G as an acceptance criterion, and in specifying a geometry-first
perception layer that operates without reliance on road markings or signs. Future research
should evaluate G using paired physical and virtual runs at a single facility, extend weather-
field calibration from rainfall to snowfall and road spray, and test the geometry-first layer
on roads in northern Kazakhstan, including data recorded by winter maintenance vehicles
after snow clearing.
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PERSONAL DATA PROTECTION IN KAZAKHSTAN'S Al ENABLED PUBLIC SERVICES

Abstract: Public-sector artificial intelligence can influence access to services, inspections,
eligibility, and other exercises of public authority, yet compliance cannot be demonstrated
by citing legal safeguards or listing technical controls alone. This study develops the
Kazakhstan Al Privacy and Accountability Governance Framework (KZ-AIPAG) to connect
each legal requirement and public-service use case to a defined risk, control, evidence
artefact, accountable actor, and lifecycle decision. The research combines normative legal
analysis, a targeted structured literature review, comparative analysis of the Canadian
Algorithmic Impact Assessment, the EU Al Act, General Data Protection Regulation
Articles 22 and 35, and an end-to-end algorithmic-audit model, together with bounded
applications to Smart Data Ukimet and eGov Al. The results show that Kazakhstan's
principal gap is operational rather than a complete absence of regulation. KZ-AIPAG
separates four use-case impact tiers from probability-by-impact hazard scoring, organises
controls across six governance domains, and introduces an evidence chain, four decision
gates, a unified role catalogue, and a RACI matrix that preserves audit independence. In the
illustrative Smart Data Ukimet case, the framework yields a conditional no-go decision until
the legal basis, data purpose, linkage and re-identification risk, access model, meaningful
human review, and control-effectiveness evidence are documented. The framework is a
proposed and analytically demonstrated instrument, not an empirically validated one. Its
scientific contribution is a Kazakhstan-specific compliance-by-evidence model that makes
accountability testable at service level; independent expert validation and operational pilots
remain necessary.

Keywords: artificial intelligence; personal data; digital public services; algorithmic
decision-making; human oversight; explainability; accountability; risk governance;
Kazakhstan

3aumTa MEPCOHAIBHBIX JAHHBIX B rOCYy1apCTBCHHBIX CEPBUCAX Kazaxcrana ¢ U

AHHOTanus: VICKyCCTBEHHBIN MHTEIUIEKT B TOCYAAPCTBEHHOM CEKTOPE MOXKET BIIMATH HA
JOCTYIl K YCIyraM, NpOBEpKH, ONpeeNieHHe IpaBa Ha MOMJEPKKY U HHbIE (DOpMBI
OCYIIECTBIIEHUS MyOJWYHON BJIACTH, OJTHAKO COONIOJICHUE TpeOOBAaHWUN HENB3s JOKA3aTh
JIMIIB CCBIJIKOM Ha HOPMBI IIpaBa WK MepeyHeM TeXHuueckux mep. Llenb uccnenoBanus -
pazpabotarb  KazaxcTaHckyro  MOJenb  yOpaBlieHUST  KOH(DUIEHIMATbHOCTHIO U
NOJOTYETHOCTRIO MCKycCTBeHHOTo uHTeiiekta KZ-AIPAG, xoTopas CBSA3bIBaeT KaxJ0e
IIpaBoBOE TpeOOBaHUE U CIIEHAPUI rOCYIapCTBEHHOW YCIYTH C PUCKOM, MEPOM KOHTPOJI,
JIOKa3aTeIbHBIM apTeaKkToOM, OTBETCTBEHHbIM CYOBEKTOM M pEIIeHHeM Ha JTare
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JKU3HEHHOTO IuKjIa. Metononorus oObeAnHsIeT HOPMAaTUBHO-TIPABOBOM aHaIM3, 1EIEeBON
CTPYKTYPUPOBAaHHBIH ~ 0030p  JIMTEpAaTyphl, COIMOCTABICHHWE KAHAJICKOH  OICHKH
anropuTMudeckoro Bo3aeicteus, Akta EC 00 HCKyCCTBEHHOM MHTEIUIEKTE, cTaTeit 22 u 35
OO1wero periaMeHTa Mo 3aluTe JaHHBIX U CKBO3HON MOJIENIN aJITOPUTMHUUECKOI0O ayuTa, a
Take orpannuenHsie keiicel Smart Data Ukimet u eGov Al. Pe3ynbraTsl OKa3bIBAOT, YTO
ocHOBHOM mpoben B Kaszaxcrane mmeeT OINEpalMOHHBIA XapakTep W HE CBOJIUTCS K
orcyrcTBHi0 perynupoBanusa. KZ-AIPAG pa3zgenser dYeTrsipe YpOBHS BO3JCHCTBHUS
CICHApHUsT W OICHKY OTHIENBHBIX YIpo3 MO (opMyse BEPOSTHOCTH M MOCIEICTBHM,
0o0BeAMHSIET IIEeCTh OONACTel ympaBieHHs U BBOJUT JOKAa3aTENIbHYIO LIETIOYKY, YEThIpEe
KOHTPOJIbHBIE TOYKH, €IWHBIH Katamor posied u Matpuny RACI, coxpanstonryro
HE3aBHCUMOCTb BHYTpeHHero aymuta. J[ist wutoctpaTuBHoro kerica Smart Data Ukimet
MOJy4eHO YCIIOBHOE pelieHHe 00 OTKa3e B 3allyCKe /0 TOATBEPXKICHHS IPABOBOTO
OCHOBaHUs, LIeIH 00paOOTKH, PUCKOB CBSI3bIBAHUS U MOBTOPHOU MIEHTU(UKAIIUU, MOJICITH
JOCTYTIA, COJEPKATEIHHOTO YEJIOBEYECKOT0 KOHTpONA u 3P pekTuBHOCTH Mep. HaydHsbrii
BKIAJ COCTOMT B KOHTEKCTHOH Moxenu compliance-by-evidence, nmemaromieit
MOIOTYETHOCTh IPOBEPSEMON Ha ypoBHE yCiryrn. HezaBucuMasi KCriepTHas BATAIAIUS
MUJIOTUPOBAHUE OCTAIOTCS HEOOXOTUMBIMHU.

KioueBble C€JI0Ba: UCKYCCHMBEHHbIN UHMENIEeKmM, NePCOHANbHble OaHHble; Yuppossie
20cyoapcmeenHvle  ycuyeu,  aneopummuyeckoe NpUHAMUEe peuleHull,  4en08eyecKuti
KOHMPOJb, 00bACHUMOCIb;, NOOOMYEMHOCMb, YIpaesieHue puckamu, Kazaxcman

Ka3zakcranubin )KU Ko/1aHATBIH MeMJIEKETTIK KbI3MeTTepiHaeri aepoec nepexrepai
KOpFray
Anaatna: MemJIeKeTTIK CeKTOpIarbl JKacaH/Ibl MHTEJUIEKT KhI3METTEpre KOJ JKETKI3YTe,
TeKcepysepre, Koujuay aly KYKbIFbIH aliKbIHIayFa jKOHE >Kapusi OMITIKTI Ky3ere achIpyablH
e3re Jie HbICaHJapbIHA BIKIAT €Tyl MYMKIH, aJTalijia TalanTapablH CAKTATybIH TeK KYKBIKTHIK
HOpMaJsapra CUITeMe kacay HeMece TEXHHMKAIBIK IIapanapibl Ti30eney apKbUIbl JoNeaey
KETKITIKCI3. 3epTTeyAiH MakcaTbl - 9pOip KYKBIKTBIK Tajan MeH MEMJIEKETTIK KbI3MET
CIECHApUHiH TOyeKeNnMeH, OakpUiay MIapachIMeH, ASMENIIK apTedakTIeH, >KayarThl
TYJIFAMEH JKOHE OMIPITIK UK IerriMiMeH OaimanpicTeipaThid KasakcranusiH KZ-AIPAG
YKaCaHJIbl MHTEIIEKT KYIUSIBLIIBIFBI MEH €CeNTUIITH Oackapy MOJENiH d3ipiey. OaicHama
HOPMATHUBTIK-KYKBIKTBIK ~TaJIayJbl, HBICAHAIBI KYPBUIBIMIAIFaH OJIeOUET IIOJYBIH,
KanananeiH anropuTMmiaik ocepai Oaramay KypansiH, Eypomansik Onakteiy JKacansl
MHTEJJIEKT Typajibl aKTiCiH, JlepekTepal KOpFayIblH >KaJIbl perIaMeHTIHIH 22 koHe 35-
OanTapblH KOHE ANTOPUTMIIK ayTUTTIH TOJBIK HUKIAIK MOJIETIH CalIbICTBIPY/Ibl, COHIAN-aK
Smart Data Ukimet men eGov Al GoiibiHIa 1iektenares keicrepai kamtuasl. Hotmwkesnep
Kazakcranmarsl HETi3T1 OJNKBUIBIK PETTEY/IIH TOJIBIK 00JIMayblHAH EMEC, TaJIalTap bl KbI3MET
JIEHTeHiHe 1CKe achlpy MEH JONENICYIiH JKeTKUTIKCI3AITIHEH TYBIHAANTBIHBIH KOPCETTI.
KZ-AIPAG mnaiinanany cleHapuifiHiH TOpPT ocep [IEHTeWiH >KEKeJIereH KayinTepi
BIKTUMAJIZIBIK TICH cajjap OoibiHIIa OaranmaymaH Oeseni, OacKapyablH aiThl CalachiH
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OipiKTipei KoHe JaMesaep Ti30€riH, TOpT MIeHIM KaKIacklH, O1pbIHFall pejiaep KaTaJlorblH
opi ki aynuT Toyenci3airid cakraiTeiH RACI MaTpuiiacein yebiHaasl. Smart Data Ukimet
WLTIOCTPAIMSUTBIK KEHCIHIe KYKBIKTBIK HET'13, OHICY MaKcaThl, IepeKTep i OaiIaHbICTBIPY
KOHE KalTa COKeCTeHAIpY TOYEKeNi, KOJI )KeTKI3y MO/IeNi, Ma3MYH/IbI a/1aM OaKblIaybl MEH
OakpuTay THIMAUIITT AJICNACHTCHIe JCHiH MapTThl TYp/Ae iCKe KOCIay MISHTiMi aJIbIHbI.
Foutbimu ynec - ecenTumikTi KbI3MET JAEHreWiHie TekcepineTiH ereTiH Kaszakcranra
oeiiimaenren compliance-by-evidence mozaeni. Toyenci3 capantamaiblK Balddalus KOHE
MPAKTUKAJIBIK MIOTTAY KaXKeT.

Tyiiin ce3aep: )xacaH/Ibl UHTEIUICKT; iepOec AepeKTep; U(PIIBIK MEMIICKETTIK KbI3METTED;
QITOPUTMIIK mIemiM KaObuigay;, azaM OakpUIaybl; TYCIHIIPMENUTIK; €CeNTUIK;
Toyekennepi 6ackapy; Kazakcran

1. Introduction (Literature Review)

A public-sector Al service differs from a private application because its output may
be embedded in the exercise of public authority: it may prioritise an inspection, propose a
support measure, prepare a recommendation for a public official, or affect access to a service.
The scale and inter-agency integration of data increase not only the value of analytics but
also the consequences of error, secondary use, excessive access, and opaque delegation of
decision-making. Personal data protection therefore cannot be reduced to encryption or
consent; it also encompasses the legality of the purpose, data quality, user competence,
reviewability, and institutional accountability.

Kazakhstan's current legal framework contains substantive safeguards. Article 21 of
the Constitution guarantees protection against the unlawful collection, processing, storage,
and use of personal data, including through digital technologies [1]. Article 19-1 of the Law
on Personal Data and Their Protection governs automated processing that affects rights and
legitimate interests, requires an explanation, permits an objection, and establishes a three-
working-day period for its consideration [2]. The Law on Artificial Intelligence allocates
duties to system owners and operators and provides for risk management, audit, and user
information [3]. Article 43 of the Digital Code establishes non-discrimination, information
rights, an explanation of key factors, and human review of consequential fully automated
decisions [4]. The proposition that Kazakhstan faces a complete regulatory vacuum is
therefore not supported.

The article's central thesis is that demonstrable personal data protection does not arise
merely from the existence of an individual rule or technical control. It arises from a traceable
chain in which the service purpose determines permissible data; the type of impact
determines the risk tier; the risk determines mandatory controls and human oversight; each
control has an owner, an artefact, and an acceptance criterion; and any material change to
the model, data, or purpose triggers reassessment.

The study addresses four research questions. RQ1: Which regulatory, governance,
privacy, and human-factor gaps can be substantiated across the public-sector Al lifecycle?
RQ2: How should Al use cases be classified according to their effects on rights? RQ3: What
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architecture should a context-specific, multi-layer governance framework adopt? RQ4: How
can the framework be implemented and its effectiveness measured? The object of the
research is the use of Al in the delivery of digital public services. The subject is the set of
legal, organisational, technological, and managerial mechanisms used to protect personal
data in such services.

1.1 Conceptual framework

Artificial intelligence is understood in the functional sense adopted by the Law on
Artificial Intelligence: a system capable of generating outputs, for stated objectives, that
influence a physical or virtual environment [3]. A public-sector Al service is an
organisational and technical service, or a component of a process, in which a confirmed Al
system produces an answer, classification, forecast, recommendation, or decision for a
public authority or citizen. A digital public service is broader and may be entirely rule-based
without using Al.

Conventional automation executes predetermined rules without statistical inference.
Algorithmic automation encompasses any digital system that makes or influences a decision
through automated data processing; under Article 43 of the Digital Code, this category
includes, but is not limited to, Al [4]. Al-assisted decision-making leaves the legally
consequential determination to an authorised official, whereas a fully automated decision is
made without human participation in assessing the circumstances or approving the outcome.
A confirmation button does not constitute meaningful human oversight if the official lacks
sufficient time, information, competence, or authority to reject the recommendation.

Profiling means using data to evaluate or predict characteristics of an individual,
personalisation means adapting an interface or offer; a recommender system produces a
ranked option; a predictive model forecasts an event; and automated assessment assigns a
category or score. In this study, explainability means providing the affected person with an
intelligible account of the key factors, limits, and consequences of an output. Accountability
means the organisation's capacity to identify the responsible actor and produce evidence that
the relevant obligation has been fulfilled.

The scope is limited to confirmed Al or algorithmic decision systems in public
services; ordinary rule-based digitisation is excluded. Kazakhstan's Data Management
Requirements, OECD and OECD/UNESCO instruments, the NIST Al RMF and de-
identification guidance, and ISO/IEC standards on Al, privacy, risk, and information security
provide implementation benchmarks rather than binding Kazakhstan law [5]-[15].

1.2 Literature synthesis and research gap

The core peer-reviewed corpus covers organisational Al governance, systematic
governance synthesis, privacy- and security-aware ethical assessment, public-service
privacy behaviour, automated administrative responsibility, interaction-based governance,
fairness assessment in public organisations, and Kazakhstan profiling law [16]-[23].

The literature converges on lifecycle governance, distributed responsibility, privacy-
and security-aware assessment, meaningful human oversight, and contestability [16]-[22].
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It also shows that convenience does not prove rights compliance, that general principles are
reshaped in implementation, and that public-sector Al must be treated as a sociotechnical
service rather than a model in isolation [19]-[22], [28]-[36]. The Kazakhstan study on
profiling is used as historical context because it predates the 2025-2026 reforms [23].

The research gap lies in the absence, within the reviewed corpus, of an integrated
model for Kazakhstan's updated legal and institutional context that translates rights and
general risk principles into service-level evidence, distinguishes Al from other forms of
automation, accounts for inter-agency architecture, assigns an accountable actor, and links
reassessment to material system changes. The review does not establish global priority for
the proposed model; novelty is claimed as a context-specific design and applied analytical
instrument.

The objective is to develop and analytically demonstrate a Kazakhstan-specific
governance framework that converts legal and governance requirements into testable
service-level accountability.

The scientific novelty lies in the compliance-by-evidence unit of analysis: rule — use
case — risk — control — evidence artefact — accountable owner — gate decision. Unlike
a general checklist, the model separates the governance tier of a public-authority use case
from the score of an individual hazard and makes reassessment compulsory after a material
change.

The study contributes: (1) a four-tier public-sector Al use-case classification; (2) an
Al-privacy risk matrix that distinguishes inherent, target, and verified residual risk; (3) the
six-domain KZ-AIPAG architecture with four decision gates; and (4) a role and evidence
model that preserves internal-audit independence and operationalises redress.

The remainder of the paper is organised as follows: Section 2 explains the research
design and materials; Section 3 reports the legal, comparative, framework, and case results;
Section 4 answers the research questions and discusses implications and limitations; and
Section 5 concludes the study.

2. Methods and Materials

2.1 Research design and unit of analysis

The study uses qualitative normative legal analysis, a targeted structured literature
review, comparative framework analysis, and two bounded case studies. The unit of analysis
is the chain 'rule or principle — use case — risk to a right — control — evidence artefact —
role — lifecycle gate'. The comparative legal analysis is retained because Table 1 applies
common comparison dimensions to Canada, the European Union, GDPR, and Raji et al., and
then identifies the distinct function of KZ-AIPAG.

2.2 Sources, search, and selection criteria

The literature search was updated on 29 September 2026. Crossref metadata and the
publisher platforms ACM Digital Library, SpringerLink, ScienceDirect, and Oxford
Academic were searched, with backward citation checking and separate searches of official
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legal and policy portals. Four English-language search strings were used: ‘artificial
intelligence public sector governance'; ‘algorithmic impact assessment public
administration’; ‘'algorithmic auditing accountability public services’; and 'Kazakhstan
artificial intelligence personal data'. The first 50 Crossref results ranked for each query were
screened (200 records); DOI/title deduplication left 195 unique records. A purposive set of
18 peer-reviewed works was retained after relevance and metadata verification. The legal
corpus comprised the operative official texts and official implementation materials cited in
the references.

Inclusion required a peer-reviewed work or primary official source, a direct
connection to public-sector Al, personal data, impact assessment, algorithmic audit, human
oversight, accountability, or Kazakhstan law, and verifiable bibliographic metadata.
Exclusion criteria were duplicate records, purely technical model-performance papers
without governance relevance, marketing materials, unsourced commentary, and outdated
legal text. This is a targeted structured review, not a PRISMA systematic review; Crossref's
relevance-ranked sample and the English-language search create selection limitations.

[TPEBYETCA [JOIIOJIHUTD: npumoxuTh >KypHal T[OUCKA WA DKCIOPT
pe3yIbTaToOB Crossref/uznarenbckux mwiargopm, MOATBEpXKIaroIMil naTy moucka, 200
IIPOCMOTPEHHBIX 3anuceil, 195 yHukanpHbIX 3amucedt U 18 BkIOYEHHBIX paboT. [o
MNOATBCPKACHUS 3TH YUCIIa CICAYCT paCcCMaTpUBATh KakK 38.}IBJ'I6HHLII71, a HC HE3aBHCHUMO
IIPOBEPEHHBIN IPOTOKOI. |

2.3 Coding and analytical procedure
Table 1. Coding framework

Code family Recorded fields Decision rule Output
Leqal rule Instrument, article, effective date, Use current official text; distinguish Legal ma
g addressee, duty, exception binding rule from guidance g p
Purpose, data, output, user, Classify as Al only where the source  System card and scope
Use case . . . .
affected person, decision effect or technical evidence confirms Al statement
. Lega_ll _ef_fect, material m_fll_Jgnce, Assign the highest Tier criterion Tier decision with
Tier sensitivity, scale, reversibility, . .
: triggered rationale
review
. Hazard, cause, affected right, P, Score inherent risk; record proposed . .
Risk - . Risk register
I, evidence, uncertainty target after controls
Control and Preventive/detective/corrective A co ntrol is effectilve only qfter Evidence pack and gate
. design and operating-effectiveness
evidence control, owner, test, artefact result

testing
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Code family Recorded fields Decision rule Output

Exactly one A; internal audit cannot

! - . RACI matrix
own an operational process it audits

Role R, A, C, |, independence conflict

Risk scores were assigned by the lead author through structured analytical
judgement, not by an expert panel. For each of eight risks, the author applied the published
1-5 anchors, recorded the legal and operational assumptions, and performed a second
consistency pass against the tier rule and control logic. No independent human raters scored
the cases; consequently, inter-rater reliability is not reported. Section 13 specifies the
independent validation required before empirical claims can be made.

2.4 Case boundaries and validation status

The study's evidence is limited to publicly available material. Non-public contracts,
data-flow diagrams, model cards, logs, impact assessments, access reviews, and audit results
were unavailable. The case application is therefore an analytical demonstration of the
framework, not an audit finding about the actual operating effectiveness of Smart Data
Ukimet or eGov Al.

KZ-AIPAG has undergone analytical consistency checking by the lead author but
has not been independently validated. A preregistered panel of 10-15 specialists in
Kazakhstan law, Al/model validation, cybersecurity, audit, and public administration should
independently classify 8-12 standardised scenarios, score probability and impact, assess
control sufficiency, and identify blocking conditions. Fleiss' kappa should assess categorical
agreement and Kendall's W should assess ordinal ratings. Until that study and an operational
pilot are completed, the framework and target scores remain analytically demonstrated
hypotheses rather than validated measurements.

3. Results

3.1 Legal and institutional findings

The comparison produces three principal findings. First, substantive legal safeguards
already exist: purpose specification and proportionality, data protection, conditions
governing automated processing, explanation, objection, and review [2], [4]. Second, the
Law on Artificial Intelligence adds obligations concerning system ownership, risk
management, audit, and transparency [3]. Third, an implementation gap remains: legislation
does not automatically convert each obligation into a coherent set of service-level records,
roles, and tests. This gap may be addressed through secondary regulation, departmental
governance, and system architecture. Legislative amendment is warranted only after
establishing that lower-level mechanisms cannot deliver the required outcome.

The principal conclusion is that the most defensible gap is a governance-and-
evidence gap. High-impact use cases would additionally benefit from consistent
requirements for Al impact assessment, a public register or system card, overseer
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competence, and minimum audit-trail content. Before proposing legislative amendments,
policymakers should determine whether these requirements can be introduced through
sectoral rules, digital-system requirements, and procurement contracts.

Temporal applicability is stated explicitly. The Constitution adopted at the
referendum of 15 March 2026 entered into force on 1 July 2026 [1]. The Law on Atrtificial
Intelligence No. 230-VIII of 17 November 2025 was first officially published on 18
November 2025 and entered into force on 18 January 2026 [3]. Article 19-1 of the Personal
Data Law was introduced by Law No. 231-VIII of 17 November 2025; that amending law
also entered into force after sixty calendar days, on 18 January 2026 [2]. The Digital Code
No. 255-VIII of 9 January 2026 entered into force on 12 July 2026 [4]. The EU Al Act
entered into force on 1 August 2024 and generally applies from 2 August 2026, subject to
staged application [25]; GDPR has applied since 25 May 2018 [26].

3.2 Comparative position and Kazakhstan-specific contribution

The Canadian Directive on Automated Decision-Making operationalises four impact
levels and scales notice, explanation, peer review, human intervention, and recourse
requirements to the level [24]. The EU Al Act uses a different architecture: prohibited
practices, high-risk classification and obligations, transparency duties for specified systems,
and a residual category rather than a single four-level scoring matrix [25]. GDPR Atrticle 22
protects individuals against solely automated consequential decisions and requires
safeguards in defined exceptions, while Article 35 requires a data protection impact
assessment where processing is likely to create high risk [26]. Raji et al. organise internal
algorithmic auditing across the system lifecycle and treat documentation produced at each
stage as part of an integrated audit report [27].

Table 2. Comparative position and Kazakhstan-specific contribution

Classification What KZ- What KZ-AIPAG
Instrument or triaaer Core mechanism AIPAG adds for
99 retains Kazakhstan
Four impact Four escalating Direct mapping to
levels I-1V Mandatory -
Canada based on Uestionnaire and  US€Case tiers Kazakhstan legal
AIA and =C 9 . and duties, public-body
S decision proportionate . .
Directive effects and requirements proportional roles, evidence
s g controls artefacts, and gates
reversibility
Prohibitions, Service-level
high-risk Provider/deployer Risk-based evidence chain
systems, obligations, escalation, compatible with
EU Al Act  specified registration, transparency, Kazakhstan
transparency  conformity and documentation, institutions; no
duties, other  oversight monitoring claim of EU legal
systems equivalence
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Classification What KZ- What KZ-AIPAG
Instrument or trigger Core mechanism AIPAG adds for
99 retains Kazakhstan
Solely
automated Safequards Human review Links Art. 19-1 of
significant 9 ’ S " Kazakhstan's
GDPR L human objection,
decisions; - . ) Personal Data Law
Arts. 22 . intervention, impact -
processing - to a three-working-
and 35 - contestation, assessment, -
likely to day review
. DPIA redress
create high workflow
risk
Lifecycle Lifecvcle Single accountable
. audit of End-to-end recy gate owner, national
Raji et al. -~ - evidence and
organisational internal - legal map, and
2020 - - L .. independent
decisions and  algorithmic audit procurement/agency
challenge -
artefacts evidence pack
Highest Six governance Kazakhstan-specific
triggered Tier 99 bridge from law to
.. domains, Integrated : -
1-4 criterion; ] . - service decision,
KZ-AIPAG evidence chain, operational - :
separate P x | ates. RACI model including the
hazard gates, RALL Digital Code and Al
. monitoring
scoring Law

The novelty is therefore limited but identifiable. KZ-AIPAG does not claim a new
universal theory of Al risk. Its contribution is a jurisdiction-specific compliance-by-evidence
design: it joins Kazakhstan's rules on personal data, automated processing, algorithmic
systems, Al risk management, audit, transparency, ownership duties, and liability to
operational artefacts and public-sector decision authority. This resolves a gap left by
frameworks that are either jurisdiction-neutral, focused on providers, or not connected to a
public service's RACI and legal review clock.

3.3 Use-case classification and risk assessment

Tier assignment is an ex ante classification of the use case, not the arithmetic result
of P x I. The assessor tests six dimensions: legal or similarly significant effect; material
influence on a public official; personal-data sensitivity; population scale; reversibility; and
meaningful review. The highest criterion triggered determines the tier. Controls may reduce
a hazard score, but they do not automatically lower the tier because the underlying public-
authority function remains consequential.

The relationship to P x | is two-dimensional. Tier sets the governance floor for the
service. P x | (1-25) ranks individual hazards and treatment urgency within that service. A
Tier 4 service cannot be treated as low governance merely because a proposed control yields
a target score of 4; conversely, a Tier 1 service with a critical cybersecurity hazard must treat
the hazard before release. A tier may be reduced only when the use case itself is redesigned
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so that the triggering effect, data, scale, irreversibility, or review deficit is removed and
documented.

Inherent risk is assessed before additional controls as probability P x impact I. P uses
five evidence-anchored categories: 1 rare under exceptional conditions; 2 unlikely in
ordinary operation; 3 possible; 4 likely because of scale, exposure, or repeated use; and 5
expected or recurring. | equals 1 negligible, 2 minor and readily reversible, 3 material but
reversible, 4 serious or difficult to reverse, and 5 severe, large-scale, or legally consequential.

Scores are interpreted as 1-4 low, 5-9 moderate, 10-16 high, and 17-25 critical. The
revised matrix reports target residual risk, not observed residual risk, because the proposed
controls have not been tested. A target becomes a residual score only after evidence
demonstrates both control design and operating effectiveness. Each P and | value must be
accompanied by a scenario, data source, control assumption, assessor, and date; unsupported
numerical precision is prohibited.

Acceptance rules are: critical inherent risk blocks deployment pending treatment;
high target risk requires senior written acceptance and independent challenge; Tier 4 requires
senior approval and effective redress regardless of arithmetic score; and any unresolved
legality, discriminatory effect, or absence of meaningful human review is a blocking

condition rather than a risk that can be averaged away.
Table 3. Tier assignment rule and minimum governance

Tier

1 Informational

2 Assisted
processing

3 Material
decision support

4 Determinative

Binding assignment rule

No individual legal effect; no material
influence; no sensitive profiling; error
readily reversible.

Processes personal data or structures
work, but does not materially
determine a consequential outcome.

Output materially influences exercise
of public authority, access, inspection,
eligibility, or risk treatment;
meaningful review remains available.

Solely automated or effectively
determinative consequential outcome,

Ilustrative use

Generic search, FAQ,

non-personal drafting.

Document extraction,
routing, personalised
navigation.

Risk flag,
recommendation,
fraud/anomaly triage.

Automated eligibility,
status, sanction, or

Minimum governance

Owner, source register, notice, basic
security, error channel.

Data map, purpose register, quality
test, access control, human
correction.

Combined Al/privacy impact
assessment, validation, subgroup
testing, reviewer protocol,
independent challenge, monitoring.

Explicit legal basis, senior approval,
independent assurance, effective

or difficult-to- . o - . - ) human intervention, explanation
or high-scale sensitive profiling with similarly significant -
reverse - . - e and redress, enhanced audit and
ineffective or delayed review. classification. s
publication.
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The eight scenarios below are analytical risk hypotheses. P = 2 is not an empirical
frequency estimate; it is a target of 'unlikely' conditional on the stated control package. The
justification differs for each risk and must be replaced by observed evidence after operation.

Table 4. Al privacy risks and target residual scores

Risk and inherent
score

R1 Prompt leakage
3x3=9

R2 Extraction
error3x3=9

R3 Secondary use
4x4=16

R4 False positive 3
x4=12

R5 Automation
bias4 x 4 =16

R6 Inadequate
explanation 4 x 5
=20

Control package

Constrained interface, data-
flow map, no-training
default, DLP tests, short
retention.

Gold dataset, confidence
threshold, sampling,
correction route.

Field-purpose register,
compatibility review,
separated access, change
approval.

Calibrated thresholds,
subgroup tests, proportionate
investigation, human
corroboration.

Reviewer authority, adequate
time, contrary evidence,
reason record, override
monitoring.

Reason template, factor
trace, specialist review,
three-working-day objection
route.

Why target P =2 is
plausible

Exposure should
require a configuration
failure, bypass, or
exceptional input rather
than normal use.

Routine errors should
be detected or
corrected; undetected
material error remains
possible in atypical
documents.

Unauthorised reuse
should require an
approved-purpose
bypass or governance
failure.

A false signal remains
possible, but adverse
action should not
follow without
corroboration.

Rubber-stamping
should become
exceptional if reviewers
must evidence
independent reasoning
and overrides are
reviewed.

A deficient explanation
should be uncommon
when generated reasons
are checked against the
decision record.

Target P

x|

2x2=4

2x2=4

2x3=6

2x3=6

2x3=6

2x4=8

Verification
needed

Prompt sampling,
vendor
configuration
evidence, leakage
test.

Field-level error
rates by document
type and subgroup.

Purpose audit and
access-log sample.

Prospective false-
positive and
outcome analysis.

Decision-file
sampling and
reviewer
observation.

Comprehension
test and appeal-file
audit.
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Risk and inherent Why target P =2 is Target P

Control package

score plausible x|
Re-identification
R7 Re- Controlled environment, should require an
identification 3 x 5 linkage testing, output atypical linkage or 2x4=8
=15 checking, data minimisation.  control failure, not
routine analyst access.
Persistent excess access
R8 Excess RBAC.:/.AB.AC' qL_Ja_rterIy should be unlikely if
privilege 4 x 5 = recer_tlflgatlon, privileged . entitlement changesand 2x4=38
monitoring, alerts, revocation L
20 dormant privileges are

SLA. detected promptly.

Verification
needed

Independent
linkage and
singling-out test.

Access
recertification
sample and alert-
response evidence.

The common target probability does not imply a common causal mechanism. It
represents the same ordinal end-state — unlikely in ordinary operation — reached through
different controls and tested through different evidence. If any verification result fails, the

target score must be withdrawn and the risk re-estimated.
3.4 KZ-AIPAG architecture and lifecycle

KZ-AIPAG is reorganised into three connected views. The decision view moves
from mandate and scope to tier, risks, controls, evidence, independent challenge, and a gate
decision. The domain view assigns six concurrent governance domains: legal and rights;
data; Al and model; cybersecurity; human and organisational; and assurance, audit, and
redress. The lifecycle view ensures that approval is revisited after a material change,

incident, complaint, drift signal, or new data source.
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KZ-AIPAG architecture

2 Data governance
1 Legal and rights governance 3 Al and model governance

Evidence chain
rule — use case — risk — control
— artefact — owner — gate decision

4 Cybersecurity 6 Assurance audit and redress

5 Human and organisational
governance

The domains operate concurrently; the evidence chain connects each domain to a lifecycle decision gate.

Fig. 1. Revised KZ-AIPAG architecture.

The central evidence chain is the model's unit of accountability: rule — use case —
risk — control — artefact — owner — gate decision. A gap at any link prevents a reviewer
from determining whether the legal duty was discharged. The six domains do not operate as
a sequence; each contributes evidence to the same decision file.

Four gates make the structure operational. Gate 1 approves scope and tier. Gate 2
approves design and planned treatments. Gate 3 confirms verification and readiness. Gate 4
decides continued operation after monitoring or a trigger event. The accountable actor signs
a pass, conditional pass, restriction, or no-go decision; conditions must identify an owner
and due date.

This structure incorporates continuous risk management from NIST and ISO, impact
assessment from Canada and GDPR, transparency and high-risk governance from the EU Al
Act, and lifecycle audit documentation from Raji et al. [8], [11], [12], [24]-[27]. Its
jurisdiction-specific element is the Kazakhstan legal map and the service-level evidence and
decision authority attached to it.

The eighteen implementation activities are consolidated into seven stages: mandate
and purpose; legal basis and tier; data mapping and impact assessment; access, oversight,
and security design; testing and independent validation; approval and deployment; and
monitoring, incident response, reassessment, or retirement. Each stage produces a named
artefact and has a transition criterion.
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KZ-AIPAG lifecycle and decision gates

Scope and
mandate

Tier and

Risk and
impact controls

Evidence

Independent
pack challenge

Go no-go
decision

Monitor and
reassess

Tier determines governance intensity; P x | prioritises hazards within the selected tier.

specialists;

IT operations;

material change incident complaint drift or new data source

Fig. 2. KZ-AIPAG lifecycle and decision gates.

3.5 Responsibility allocation
The authoritative role catalogue is: agency head or delegated senior risk owner;
service owner; legal and privacy function; data owner; Al/model owner; Al and data

cybersecurity function;

procurement/vendor-management

function; redress officer; independent validator; internal audit; and vendor. The same labels
are used in the lifecycle, RACI, risk register, and evidence templates. R performs the work,
A is the single operationally accountable approver, C is consulted, and I is informed.

Table 5. RACI for core KZ-AIPAG processes

Process

Purpose and legal
basis

Tier and impact
assessment

Data mapping and
quality

Model validation

A

Agency head

Service owner

Data owner

Independent
validator

R

Service owner;
legal/privacy

Al owner; legal/privacy

Al/data specialists

Al/data specialists

C

Data owner; Al
owner

Data owner;
cybersecurity;
affected-function
representative

Service owner;
legal/privacy;
cybersecurity

Al owner; service
owner; legal/privacy

Internal
audit;
vendor

Agency
head;
internal
audit

Al owner;
internal
audit

Agency
head;
internal
audit
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Process A R Cc |
Agency
Access and_ Cybersecurity IT operations Data oyvner; service _head;
cybersecurity lead owner; legal/privacy  internal
audit
- . Agency
. . Authorised human Legal/!orlvacy, A.I head;
Human oversight Service owner . owner; HR/learning .
reviewers . internal
function .
audit
Agency
Redres_s and Service owner Redress_ officer; Data oyvner; Al _head;
correction legal/privacy owner; IT internal
audit
Agency
Incident response Service owner Cyber§ecur|ty; 4l Legal/ !orlvacy; data head;
operations owner; vendor internal
audit
Head of internal service owner; an%qcy
Independent audit - Internal audit team legal/privacy; "
audit - oversight
cybersecurity body

Internal audit is not accountable for redress, deployment, control operation, or risk
acceptance. Its accountability is limited to the independent-audit engagement and its quality.
Operational ownership of redress rests with the service owner, while the redress officer and
legal/privacy function perform review and correction. This preserves the organisational
independence needed for subsequent assurance.

3.6 Bounded case-study results

Smart Data Ukimet is publicly described as an inter-agency platform for collecting,
storing, and comprehensively analysing public-sector data, with a data lake, hashing, and
depersonalisation functions [37]. Public sources do not establish every model, dataset,
decision path, or control. The application below therefore uses a bounded scenario: linked
inter-agency data are analysed to produce a risk signal that may influence an individual
public-service review. If evidence shows that the output is only aggregate and cannot
materially influence an individual outcome, the tier must be reduced and documented.
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Table 6. End-to-end KZ-AIPAG application to Smart Data Ukimet

Step

Scope and
tier

Risks

Control
verification

Deployment
decision

Operation

Assessment

Linked data and a risk
signal may materially
influence an individual
review: Tier 3. Escalate
to Tier 4 if the output is
determinative or review
is ineffective.

R3 secondary use; R4
false positive; R5
automation bias; R7 re-
identification; R8
excessive privilege.

Proposed controls
reduce target risk, but
operating effectiveness
is unknown.

Public value does not
override unresolved
rights risk.

New datasets, changed
purposes, drift,
complaints, or incidents
can invalidate the
assessment.

Required measures

Confirm legal mandate,
decision effect, affected
groups, and reviewer
authority.

Field-purpose mapping;
subgroup/error testing;
reviewer protocol;
linkage test; least-
privilege design.

Sample decisions, test
access recertification,
challenge linkage, test
correction and override
paths.

Record accepting
authority, conditions,
rollback, monitoring
thresholds, and
complaint channel.

Monitor false positives,
overrides, access
anomalies, complaints,
and linkage changes;
reassess on trigger.

Evidence or
document

Purpose statement;
system card; tier
rationale; legal map.

Risk register;
feature-purpose
register; validation
report; re-
identification report;
access matrix.

Test scripts;
samples; access
review; issue log;
signed remediation
evidence.

Signed go/no-go
record; release and
rollback plan;
public notice;
redress procedure.

Monitoring
dashboard; decision
log; complaint
register;
reassessment
record.

Gate decision

Gate 1 scope:
conditional pass
only if the
individual decision
path is
documented.

Gate 2 design: no-
go while any high
legal or re-
identification risk
lacks treatment.

Gate 3 assurance:
pass only after
blocking findings
close.

Current analytical
outcome:
conditional no-go
pending the
evidence listed
above.

Gate 4
continuation:
suspend or restrict
use when a
threshold is
exceeded.

The decision is deliberately conservative. It does not assert that Smart Data Ukimet
is unlawful or unsafe; it shows that a deployment decision cannot be justified from public
descriptions alone. The missing evidence is itself a governance finding under KZ-AIPAG
because the gate owner cannot verify legality, proportionality, re-identification resistance,
meaningful review, or access control.

An official announcement describes eGov Al as an intelligent search function in
eGov Mobile that helps users locate public services [38]. On the public description, the
baseline classification is Tier 1 if no identifier, profile, or consequential decision is involved,
and Tier 2 if queries are retained, personalised, or routed through components that process
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personal data. Minimum evidence includes a prompt data-flow map, retention and training
configuration, authoritative source register, multilingual quality tests, privacy notice, and
human hand-off. Any later use to recommend eligibility, prioritise a case, or influence an
outcome requires reassessment to Tier 2 or 3.

3.7 Human factors and performance indicators

A technically secure system remains institutionally vulnerable when a public servant
does not understand the model's limits, holds excessive privileges, or merely confirms its
recommendation. Automation bias can turn a human-in-the-loop arrangement into rubber-
stamping; insufficient data literacy impedes recognition of poor data quality; weak cyber
literacy increases phishing and improper-sharing risks; and diffuse responsibility allows the
process owner to shift the substantive decision to the developer.

KZ-AIPAG requires a role-based competence matrix. End users must understand the
system's purpose, uncertainty, and override procedure; data owners, provenance and quality;
legal and privacy staff, applicable rules and redress; Al specialists, validation and drift; and
agency heads, residual risk. For high-risk systems, the right to override, minimum review
time, access to source factors, and protection against adverse consequences for a justified
rejection of the recommendation must be procedurally guaranteed. Training completion is
not a sufficient performance indicator without scenario-based competence testing.

Performance should be measured through complementary indicators: the proportion
of registered systems with an approved tier; current impact assessments for high-risk
systems; sampled decisions with accessible review records; justified override rates; expired
or excessive privileges per 1,000 accounts; redress timeliness; consequential errors per 1,000
outputs; the distribution of verified residual risk; scenario-based staff competence; and
timely audit closure. Each measure requires its source register and interpretive limitation;
document existence, course attendance, zero overrides, or an average risk score cannot
establish effectiveness on their own.

4. Discussion

4.1 Direct answers to the research questions

RQ1. The analysis does not support a regulatory-vacuum thesis: the applicable
instruments establish purpose limitation and proportionality, data protection, conditions for
consequential automated processing, explanation, objection, non-discrimination, and human
review. The substantiated gap primarily concerns operationalisation, evidence, coordination
of inter-agency roles, and control of material changes. Any sector-specific legal gaps must
be established at the level of a particular service.

RQ2. The study develops a four-tier classification in which the tier depends on
decision effect, material influence, data sensitivity, scale, reversibility, and meaningful
review. Tier sets the governance floor; P x | prioritises individual hazards within that tier.
The revised Al-Privacy Risk Matrix connects the risk source, affected right, legal rule,
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control, evidence, owner, inherent risk, and target residual risk. Because control
effectiveness was not tested, the target scores must not be reported as observed residual risk.

RQ3. KZ-AIPAG comprises Legal and Rights Governance, Data Governance, Al
Governance, Cybersecurity, Human and Organisational Governance, and Assurance, Audit,
and Redress. Unlike a compilation of NIST, OECD, and 1SO recommendations, it introduces
a Kazakhstan-specific evidence chain and service gates, under which transition is permitted
only when a verified artefact and an accountable actor are present.

RQ4. The framework is implemented through eighteen stages from public-purpose
definition to retirement. Its effectiveness is measured through coverage, quality, oversight,
redress, access, drift, residual risk, competence, and audit closure. Potential applications
include departmental regulation, procurement control, project appraisal, and internal audit.
The principal limitations are the absence of non-public documentation and operational
validation. Future research should pilot the framework in a specific public service, validate
the scoring method, compare language groups, and test whether the evidence chain reduces
actual errors and the time required to restore affected rights.

4.2 Interpretation and relation to prior research

The findings support prior research on lifecycle governance and distributed
responsibility [16], [17], [22], while refining it for Kazakhstan: substantive rights are already
established, so the scientific and practical task shifts from declaring principles to
constructing an evidence chain. This is consistent with NIST, where governance informs
mapping, measurement, and management [8]. KZ-AIPAG nevertheless makes the
administrative consequence and the citizen's practical ability to secure review explicit
objects of assurance.

The case studies reveal a distinction between data-centric and interaction-centric
risks. For Smart Data Ukimet, the material issues are linkage, purpose, inter-agency access,
and re-identification. For eGov Al, they are prompt privacy, output reliability, multilingual
quality, and safe hand-off. A single checklist is therefore inappropriate. Nor does the analysis
support the proposition that a large volume of data is inherently unlawful: risk arises from
disproportionate purpose, opaque secondary use, poor quality, excessive access, or the
absence of effective redress.

KZ-AIPAG differs from the compared instruments in its unit of accountability and
its national legal linkage. Canada provides a mature four-level impact tool; the EU Al Act
supplies a binding risk-and-obligations architecture; GDPR provides individual-decision
safeguards and DPIA; and Raji et al. provide an end-to-end audit logic [24]-[27]. KZ-
AIPAG combines these functions only where compatible and adds a Kazakhstan-specific
chain linking Articles 15, 20, 21, and 30 of the Al Law, Article 19-1 of the Personal Data
Law, and the Digital Code to a named public-service owner, evidence artefact, and gate
decision. This is an implementation contribution, not evidence that the framework
outperforms its comparators.
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The theoretical contribution is a compliance-by-evidence model for public-sector Al.
Human oversight is treated as an institutional capacity to change an outcome, and
accountability as a link between the A role, an evidence artefact, and a lifecycle gate. The
practical implication is that implementation should begin not with the acquisition of controls,
but with an inventory of use cases and one end-to-end path from data collection to redress.

An alternative explanation is that the observed implementation gap reflects limited
public documentation rather than deficient internal governance. The framework therefore
treats missing public evidence as a condition that prevents an external assurance conclusion,
not as proof that a public body lacks the relevant control.

4.3 Practical and policy implications

Implementation should begin with a service evidence pack and one accountable actor
for every gate. Dataset-specific linkage tests are required after new inter-agency
combinations; meaningful human review must record authority, review time, reasons, and
overrides; procurement contracts should secure audit rights, change notification, and limits
on vendor data use; and internal audit should test operating effectiveness through sampled
decisions rather than document existence. These measures can be introduced through
departmental rules, system requirements, and procurement controls before legislative
amendment is proposed. Their performance indicators are evidence-pack completeness,
gates with an assigned accountable role, reassessments after linkage changes, quality-
sampled override records, compliant contracts, and timely closure of audit findings.

4.4 Limitations

The study is limited by an English-language, relevance-ranked search; reliance on
public legal and service descriptions; author-assigned ordinal risk scores; and the absence of
contracts, system cards, data-flow diagrams, logs, impact assessments, access reviews, audit
findings, and independent raters. The bounded cases demonstrate analytical use but do not
establish operating effectiveness, causal impact, or comparative superiority. These
limitations restrict generalisation beyond the selected Kazakhstan context.

5. Conclusion

The study finds that the central personal-data challenge in Kazakhstan's Al-enabled
public services is not a complete regulatory vacuum but the absence of a consistently
verifiable bridge between a legal duty and a service-level decision. KZ-AIPAG supplies that
bridge by linking the use-case tier, individual hazards, controls, evidence, accountable roles,
and lifecycle gates.

The scientific novelty is the Kazakhstan-specific compliance-by-evidence model and
its separation of governance intensity from hazard prioritisation. The comparative, legal, and
bounded case analyses support the internal coherence and practical relevance of the model,
but they do not constitute independent validation. Its practical value lies in structuring impact
assessment, procurement, approval, monitoring, audit, and redress around evidence that can
be tested.
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Future research should preregister and conduct the proposed expert study, pilot the
framework in a defined public service, test the scoring anchors and gate thresholds, compare
outcomes across language groups, and measure whether the evidence chain reduces
consequential errors and the time required to restore affected rights.

Data Availability Statement

Data availability. The study uses public legal instruments, official service
descriptions, standards, and publications cited in the reference list. No personal data or
confidential operational datasets were processed. The coding schema is reproduced in Table
2; no separate research dataset was created.

Use of Artificial Intelligence

Use of artificial intelligence. Generative Al tools were used to support language
translation, editorial restructuring, bibliographic cross-checking, and document formatting.
The author remains responsible for source verification, legal interpretation, risk judgements,
and the final text. No claim of expert-panel validation was generated or inferred by Al.
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ASKING ANOTHER JURISDICTION WHAT IT HOLDS WITHOUT TELLING IT WHAT YOU
HoLD: PRIVATE ARTIFACT MATCHING WITH A LEDGER-ANCHORED TRANSCRIPT

Abstract: Two authorities investigating related cases would both benefit from
knowing which digital artifacts they hold in common. Neither can afford the usual way of
finding out. Sending a list of hashes discloses the whole holding, including artifacts
belonging to unrelated subjects, to a partner who may be under no obligation to discard it;
and once sent, neither side can prove afterwards what was asked or what was answered. We
apply Diffie-Hellman private set intersection over secp256k1 to this problem and add what
the forensic setting actually needs, which is an auditable record: the Merkle roots of both
blinded transcripts and a digest of the result are committed as a salted field vector and
anchored on a permissioned ledger, so the exchange can later be shown to have happened
exactly as claimed, with the artifact digests themselves never disclosed. We evaluate on
62,973 real artifacts recovered from a FAT32 medium by The Sleuth Kit and foremost. In a
two-device scenario, 32,988 digests against 24,154 with a true overlap of 64, the protocol
returns the intersection exactly, no false positives and no false negatives, in 8.4 s and 3.60
MiB of traffic, which is 2.06 times what a plain digest exchange would cost and discloses
nothing beyond the intersection. Cost is linear: 66 bytes and 0.24 ms per item held.
Anchoring the transcript adds 632 bytes of ledger state and 13 ms, and the disclosable record
Is 2,166 bytes and verifies in 0.96 ms. We also measure a protocol-hygiene failure that is
easy to ship: reusing the blinding exponent across queries makes successive transcripts
identical, letting a counterparty track a holding over time, where fresh exponents give zero
overlap.

Keywords: digital forensics; private set intersection; cross-border evidence
exchange; permissioned ledger; transcript attestation; secp256k1; mutual legal assistance
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3anpoc K Apyroii WPUCAUKIUM 0 €é TaHHBIX 0e3 PACKPBITUA COOCTBEHHBIX:
KOH(UIEHIIUAJILHOE CONOCTaBJIeHne HM(PPOBHIX apTe(aKTOB € 3aKPENJIEHHBIM B
peecTpe TPAHCKPHUIITOM 00MeHa

AHHoTanusi: JIByM BeIOMCTBaM, paccCleIyIOIIUM CBsI3aHHbIE Jeia, ObLIo Obl
MOJIC3HO 3HATh, Kakue nudpossie apTedakThl €cTh y HUX 000uX. HU 0J1HO U3 HUX HE MOKET
MO3BOJIUTh cebe OOBIYHBIA croco0 A3TO BBIACHUTH. llepenaua crmucka Xemnr-3HaueHUN
pacKphIBaeT BECh MACCHB JIAHHBIX, BKJIIOYas apTe(akThl, OTHOCSAIINECS K MOCTOPOHHHM
JUIaM, NapTHEPY, KOTOPHIN MOXKET OBITh He 0053aH €ro YHUUYTOXKHTh; a TI0Cye Mepelad HU
OJlTHa U3 CTOPOH HE MOXKET BIIOCIIEICTBUH J0Ka3aTh, YTO MMEHHO 3aIlPalIMBAJIOCh U YTO
OBLJIO TOTYy4EeHO B OTBET. MBI MPUMEHSIEM MPOTOKOJ KOH(PUACHIUATIHHOTO MepeceUeHUs
mHuoxecTB (PSI) Ha ocHoBe [uddu-Xemmmana Haa kpuBoit SeCp256k1 u qobasiseM To, 4TO
JIENUCTBUTENbHO HEOOXOIUMO B KPUMHUHAIMCTUKE, 2 UMEHHO IIPOBEPSIEMYIO 3alHCh: KOPHU
Mepkia 000MX OCHETUIEHHBIX TPAHCKPUNTOB U JAlJDKECT pe3yibTara (PUKCUPYIOTCS Kak
BEKTOP TOJICH C COJIBIO U 3aKPEIUISIOTCS B paspeniéHHoM (permissioned) pacrpenenéHHoM
peecTpe, Tak YTO BIOCIEACTBUU MOXKHO TOKa3aTh, YTO OOMEH COCTOSJICS IMEHHO TaK, KaK
3asBJIEHO, TIPU ITOM CaMU JaWKeCThl apTe(akTOB HUKOIAA He packpbiBatoTcs. OlieHKa
BBHINTOJIHEHA Ha 62 973 peanbHbIX apredakrax, BOCCTAaHOBIEHHBIX ¢ Hocutens FAT32
cpenctBamu The Sleuth Kit u foremost. B crenapun ¢ aBymst yctpoiictBamu (32 988
JaikectoB mpotuB 24 154 mpu MCTUHHOM mepeceyeHuu 64) MpOTOKOJI BO3BpallaeT
nepeceyeHre TOYHO, 0e3 JI0KHOMOIOKUTENbHBIX U JOKHOOTPULIATEIBHBIX PE3YJIbTAaTOB, 32
8,4 c u 3,60 Mub Ttpaduxa, uro B 2,06 paza OoJyibllle CTOMMOCTH MPOCTOrO0 OOMEHa
JaljpkecTaMM, TPU 3TOM CBEpX IEpecedyeHuss HUYero He packpbiBaeTcs. CTOMMOCTb
nuHenHa: 66 6aiT u 0,24 Mc Ha KaXAbIA AJIEMEHT. 3aKperyieHue TPAHCKPHUITA T00aBIsET
632 Gaiita cocTossHUS peecTpa U 13 Mc, a packpblBaeMast 3aluch 3aHuUMaeT 2 166 Oaiit u
npoBepsiercs 3a 0,96 Mc. MBI Takxke U3MepsieM OIIMOKY THTHEHBI MPOTOKOJIAa, KOTOPYIO
JIETKO JIONYCTUTh HA MPAKTUKE: TOBTOPHOE MCIIOJIb30BAaHUE OCIEIUISIONIEH SKCIIOHEHTHI B
pasHBIX 3ampocax JejlaeT MOCJIeN0BATENbHbIE TPAHCKPHUIITH WACHTUYHBIMUA M ITO3BOJISET
KOHTpPareHTy OTCJEKUBaThb MAacCUB JaHHBIX BO BPEMEHH, TOIJa Kak IPH CBEXHUX
HKCTIOHEHTAX MEePECEYCHNE TPAHCKPUTITOB PABHO HYITIO.

KuroueBble cji0Ba: yugposas kpumuHanucmuxa, KOHQUOeHYualbHoe nepeceuerue
MHOXCECMS, MPAHCSPAHUYHBLI obmeHn 00KaA3amenbCcmeamis; Paspeuénnbll
pacnpedenéunulii peecmp, ammecmayusi mpanckpunma, Secp256K1; ezaumnas npasosas
HOMOWb

O3 epekTepinai ammaii-ak 6acka IPUCIUKIIUIIAH OHBIH JlePeKTePi TypaJbl cypay:
TizlriMae OeKiTIreH ajiMacy TpaHCKpUNTiIMeH HUQPJBIK apTedaKTinepai Kynust
CAJIBICTBIPY
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Anjaarna: Ozapa OailTaHBICTHI ICTEPJII TEPreMTIH €Ki BEJIOMCTBO YIIIH KaHIan
upIIbIK apTedakTiiep ekeyinae ne 0ap ekeHiH Oury naiimansl 6onap emi. bipak omapbH
€IIKAWCHICHI MYHBI aHBIKTAY/IbIH 9JICTTET1 TOCUIIH KOJIIaHa aJIMai Ibl. XeII-MoHIep Ti3IMiH
xK10epy OYKiJ iepeKTep KUBbIHBIH, COHBIH iIIiHAe 0erae TyJiFaiapra THECUTi apTedakTiiepi,
OHBI JKOIOFa MIHJETTI OoJMaybl MYMKIH CEpIKTeCKEe amajibl; ajl >KiOepiIreHHEH KeWiH
TapanTapAblH CLIKAHCHICHl HE CYpalFaHbIH JKOHE HE jKayan OepiireHiH KeiH monmeneit
anMaiinbel. biz secp256k1 kuceirsl yeringe duddu-Xemaman Heri3iHAeri KUbIHIAPIbIH
Kynust KUbUIbICYBI (PS|) XaTTamMachklH KOJAaHaMBbI3 )KOHE KPUMHHAIMCTUKAFA [IBIH MOHIH/IE
KOKET HOPCEHI, SAFHU TEKCEepUIeTIH >kKa30aHbl KOCAMBI3: €Ki COKBIpJIaHAbIPbUIFaH
TPAHCKPHUIITIH Mepki TyOipiiepi MEH HOTIKE IAWJDKECTI TY3JalFaH epicTep BEKTOPHI
perinae Oekiriiim, pykcar erinren (permissioned) TapaTeuIFaH Ti3LTIMIE >Ka3bUIAIbI,
COHJIBIKTAH KEWIH aaMacyAblH JoJI MONIMICITCHACH OTKEHIH Kepceryre OoJianbl, ai
apredakrinepaiy maimkecTTepi emkaman ambuiMaiinel. baramay The Sleuth Kit skome
foremost kypangapsimen FAT32 TachiMasiarbIllibIHAH KAIIbIHA KEITIpUIreH 62 973 HaKThI
apredakTige xyprizingi. Exi KypbUIFbl crieHapuidinae (IblHABl KUBLIBICYBl 64 601aThIH
32 988 xone 24 154 maimpkecT) xaTTaMa KMBUIBICYIBI 1971, JKaJIFaH OH JKOHE JKaJFaH Tepic
HoTHKenepei3, 8,4 ¢ imiHnme koHe 3,60 Mub Tpaduknen kadTapanbl; Oy KaparaibiM
nmaipkecT anMacybsiHaH 2,06 ece kem, Oipak KUBUIBICYAAaH THIC CIITCHE AallbUIMAaIbI.
[IbIFBIH CBHI3BIKTHIK: 9p AJEeMeHTKe 66 Oait xoHe 0,24 mc. TpaHckpunTTi OeKiTy Ti3iLTiM
Ky#ine 632 Gaiit men 13 Mc Kocapl, aj anryra 0oJaThiH ka30a 2 166 6aiTThl KypaiiIpl )KoHe
0,96 mc image Ttekcepineni. Conpaii-ak 013 ic JKy3iHIe OHall >kiOepijeTiH XarTama
TUTHEHACHI KaTECIH OJIIIeHMI3: COKBIPJIAHIBIPY JTOpeke KOPCETKIIIIH cypayiiap apachlHIa
KaiiTa maiganany Oipi3[i TpaHCKpUNTTepAl Oipleil eTesl jkoHE KOHTPAreHTKE JepeKTep
JKUBIHBIH YaKbIT OONBIHIIA OaKbUIayFa MYMKIHIIK Oepei, al op cypayFa jkaHa KepCeTKIII
KOJIJIaHBUIFaH/1a TPAHCKPUNITTEPIiH KUBLUIBICYBI HOJITE TeH 0OTaIbl.

Tyillin ce3nep: yu@pivik KpUMUHATUCMUKA, HCUBIHOAPOLIY KYNUS KUbLLIbICYbL,
Oanendemeniepmer MPAanCUeKapansl aimacy, pykKcam emilceH mapamvliedn miziniM;
mpanckpunmmi ammecmammay, SeCp256K1; ezapa KyxvikmulK Komex

1. Introduction

Investigations overlap more often than they are allowed to admit. Two agencies,
sometimes in two countries, each hold a seized medium, and the question of whether the
same file appears on both is frequently the question that would join two cases into one. The
obvious way to find out is to send a list of hashes. That is also the way that cannot be
defended: a hash list is the whole holding, it covers artifacts belonging to people who are not
suspects in the receiving jurisdiction, and the receiving authority is usually under no
enforceable obligation to forget it.

The problem has a known cryptographic shape. Private set intersection lets two
parties learn the common elements of their sets and nothing else, and the literature is mature
[1], [2], [3], [4]- What the forensic setting adds is a requirement the cryptography does not
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address. An evidence exchange is an event in a case file. Months later somebody will ask
what was requested, what was returned, and whether either side changed its story; and
answering that must not require re-disclosing the inputs. A protocol transcript that only the
two parties hold does not settle such a dispute, because each of them is the party being
doubted.

This paper puts the two halves together. We use Diffie-Hellman PSI over secp256k1,
which is the least exotic construction that meets the requirement, and commit the exchange:
the Merkle roots of both blinded transcripts and a digest of the agreed result are written as a
salted field vector and anchored on a permissioned ledger. Neither side can afterwards claim
to have sent a different set, or to have received a different answer, and the anchored material
discloses nothing, because every field commitment carries 128 bits of salt.

Everything reported here was executed. The corpus is 62,973 artifacts recovered from
a real FAT32 medium with The Sleuth Kit and foremost; the ledger is a three-node etcd Raft
cluster with four endorsing processes signing over TCP; the curve operations are
libsecp256k1. Intersections are checked against ground truth exactly rather than sampled.

The contributions are as follows.

. An exchange protocol that combines PSI with a ledger-anchored transcript,
so that a cross-border artifact query is both privacy-preserving and, afterwards, non-
repudiable by either side.

. A measurement on real forensic artifacts rather than synthetic sets: two
scenarios drawn from one medium, with intersections recovered exactly at 0.24 ms and 66
bytes per item held.

. A quantified comparison against the plain digest exchange that current
practice uses, showing the privacy costs 2.06 times the traffic and roughly a quarter of a
millisecond per item.

. A measured protocol-hygiene result: reusing the blinding exponent across
queries yields transcripts that are byte-identical, which converts a one-off private query into
a persistent tracking channel.

1.1 How Artifact Matching Is Done Now

Operational practice is hash sharing. Reference sets such as the NSRL [5] distribute
digests of known files, and victim-identification programmes circulate hash lists of known
illegal material so that agencies can recognise what they have already seen. The model works
because those lists are meant to be public or semi-public. It does not transfer to case holdings,
which are neither, and where the asymmetry is the point: an agency may be willing to reveal
that it holds one specific artifact while being unwilling, or legally unable, to reveal the other
thirty thousand.

1.2 Private Set Intersection

The Diffie-Hellman construction goes back to Meadows [1] and was developed for
practical use by Huberman et al. [2] and De Cristofaro and Tsudik [3]. Its cost is two
exponentiations per element per party and one group element per element on the wire, which
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is more than modern oblivious-transfer constructions [4], [6] need in raw throughput, but it
Is round-efficient, needs no correlated randomness, and is short enough to implement
without a framework. That last property matters when the code has to be inspected by people
who will not accept a black box in an evidential path. Circuit-based and OPRF-based
protocols scale better for very large sets and would be the right choice above a few million
items; the sets in a single case are usually far smaller than that.

1.3 Ledgers in Forensics

Blockchain work in this area has concentrated on the chain of custody [7], [8], [9],
and more recently on attesting analytical output. The exchange itself has received little
attention, although it is exactly the kind of bilateral act where both parties have an incentive
to remember it differently. Our attestation follows the transparency-log tradition [10], [11]
and reuses salted per-field commitments so that the record of an exchange can be disclosed
without the exchange's content.

1.4 Positioning

Table 1 sets out the alternatives against the two properties that matter here: what the
counterparty learns, and whether the exchange can be reconstructed afterwards by someone
who trusts neither party.

Table 1. Ways two authorities can compare holdings

Method What the partner learns Traffic per Exact result | Auditable later
item
Send digest list the entire holding 32B yes no
Bloom filter exchange | membership, with false <32B no no
positives
OT-based PSI [4], [6] | the intersection only varies yes no
DH-PSI [1], [3] the intersection only 66 B yes no
This work the intersection only 66 B yes yes

2. Methods and Materials

2.1 Problem Setting

Two authorities, A and B, hold sets X and Y of artifact digests taken from media they
have lawfully seized. They wish to learn X and Y's intersection. A learns which of its own
artifacts B also holds; B learns the same about its own. Neither learns anything about the
other's non-matching elements, and neither learns the size of the other's set beyond what the
message volume reveals, which we treat as public.
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2.2 Adversary Model

C1, the honest-but-curious partner. Follows the protocol and then tries to recover the
counterparty's non-matching artifacts from what it received. Against a passive partner the
security of the construction rests on the decisional Diffie-Hellman assumption in the group;
a blinded point reveals nothing about its preimage without the exponent.

C2, the repeat querier. Runs the protocol against the same partner several times over
months, hoping to correlate the transcripts and build a picture of how the partner's holdings
change. Section 3.4 shows this attack succeeds completely against an implementation that
reuses its exponent and fails completely against one that does not.

C3, the revisionist. After the exchange, one side asserts that it asked a different
question, or that the answer was different, typically because the answer has become
inconvenient. This is the adversary the cryptography does not address and the ledger does.

Out of scope: a malicious party that deviates from the protocol to extract more than
the intersection, for example by inflating its input set with guesses. Malicious-model PSI
exists and is more expensive; for the inter-agency setting, where both sides are identified
and accountable, we take the semi-honest model with an anchored transcript to be the
proportionate design, and say so rather than claiming more.

2.3 Protocol Construction

Authority A Authority B
digests of its digests of its
own artifacts own artifacts

exchange

l HEx)2 , iy} 1
collide only on
common items
H(x)? Hly)®
hashed, blinded,

hashed, blinded,
shuffled shuffled

Intersection only.
Transcript roots anchored on the ledger

Fig. 1. The exchange. Each authority blinds its own digests with a single-use exponent,
both sides re-blind what they receive, and only elements held by both collide. The
transcript roots and the result digest are anchored.

Fig. 1 shows the exchange. Each side maps its digests onto curve points and raises

them to a secret exponent drawn fresh for this query:
A sends { H(x)"a : x in X }, shuffled (@8]
B sends { H(y)"b : yin Y }, shuffled (2)
Each side then raises what it received to its own exponent, producing H(x)"ab and
H(y)"ba. Because the group is commutative, an element present in both sets yields the same
point on both sides, and an element present in only one yields a point the other party cannot
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invert. Matching the two doubly blinded sets gives the intersection, and the shuffle before
transmission means position discloses nothing about input order.

Hashing to the curve is by try-and-increment on the compressed encoding, which is
not constant time. That is acceptable because the values hashed are the party's own digests,
not secrets held from itself; the quantity that must not leak is the exponent, and scalar
multiplication is handled by libsecp256k1.

2.4 What the Transcript Commits

The exchange is summarised by four Merkle roots, one over each of the two blinded
sets and each of the two doubly blinded sets, together with a digest of the agreed intersection.
These are placed in a fixed field vector and each field is committed separately:

c = H(0x02 || s || n || enc(v)), s<-{0,1}"128 3)

The Merkle root of the field commitments is the exchange digest, and it is that root,
not the exchange, which reaches the ledger. A party wanting to establish later what was
asked releases the salts for the fields it chooses to open; the rest stay opaque. Because the
wire values are already blinded with an exponent that is discarded after the query, opening
the transcript roots discloses no artifact digest even to a party that later obtains them.

2.5 Corpus and Scenarios

The corpus is a real medium. A 3.5 GB FAT32 volume was populated with files from
280 distribution packages, 30 percent were deleted with mtools, and the volume was refilled
to capacity with further real files, so that clusters were genuinely reused. Artifacts were then
taken from it with libtsk and foremost, giving 62,973 artifacts and 57,080 distinct digests.
Two scenarios partition those digests, and in both the true intersection arises from
duplication that is really present in the corpus rather than being planted.

. Two-device. Authority A holds the digests of the original population, 32,988
of them; authority B holds those of the material written later, 24,154. The true overlap is 64
digests, which is the realistic case: two unrelated devices sharing a handful of common files.

. Even-odd. The artifacts are split by index, giving 29,310 against 29,377 with
a true overlap of 1,607. This is the high-overlap operating point, and it tests whether cost
depends on how much the sets have in common.

2.6 Experimental Setup

Measurements were taken on two allocated cores under CPython 3.11 with
libsecp256kl1 through coincurve, single-threaded. A scalar multiplication costs 49
microseconds on this hardware, which is the unit of account for everything that follows. The
ledger is a deployed three-node etcd 3.4.30 Raft cluster with four endorsing processes
holding Ed25519 keys and answering over TCP sockets.
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3. Results
3.1 Correctness and Cost
(a) cost against set size (b) where the time goes
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Fig. 2. (a) Wall-clock and traffic against set size, with the plain digest exchange for
comparison. (b) Where authority A's time goes in each scenario.

Both scenarios returned the intersection exactly: 64 of 64 and 1,607 of 1,607, with
no false positives and no false negatives. Correctness here is not a statistical claim, since the
protocol is exact and the ground truth is set equality on digests; the experiment confirms that
the implementation realises the protocol. Table 2 gives the costs. The two-device query took
8.4 s and moved 3.60 MiB; the even-odd query, with twenty-five times the overlap, took 7.4
s and moved 3.69 MiB. Cost tracks set size and is indifferent to how much the sets share,
which is the privacy property showing up in the performance numbers.

Table 2. Both scenarios, executed on digests of real recovered artifacts

Scenario A items B items True Found Wall-clock Traffic
overlap
Two-device 32,988 24,154 64 64 exact 8.4s 3.60 MiB
Even-odd 29,310 29,377 1,607 1,607 exact | 7.4s 3.69 MiB

Fig. 2(b) breaks down where authority A's time goes in the two-device scenario: 0.87
s hashing its own digests onto the curve, 1.62 s blinding them, 0.21 s parsing what arrived,
1.07 s re-blinding it and 6 ms matching. Two thirds is scalar multiplication, as expected, and
the matching step that people intuitively expect to dominate is noise.

3.2 Against the Plain Digest Exchange

The comparison that matters operationally is with what agencies do now. Sending
raw digests costs 32 bytes per item once; the protocol costs 66 bytes per item, being a 33-
byte compressed point in each of two rounds. The privacy therefore costs 2.06 times the
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traffic in both scenarios and about 0.24 ms of computation per item held. On a 30,000-item
holding that is under four megabytes and under ten seconds, against a plain exchange that
would disclose 30,000 artifacts to obtain 64 answers. Put that way the trade is not close.

3.3 Scaling

Table 3 repeats the protocol on random subsets. Wall-clock rises from 0.29 s at 1,000
items per side to 7.74 s at 32,000, and traffic from 0.13 MiB to 4.03 MiB, both linear in set
size to within measurement noise, and every run returned the exact intersection. Linearity is
the expected behaviour of the construction and the measurement is a check that no accidental
quadratic step crept into the implementation, which is a common way for a matching phase

to go wrong.
Table 3. Scaling on random subsets. Every run returned the exact intersection
Items per side Wall-clock Traffic Bytes per item Plain digest exchange
1,000 0.29s 0.13 MiB 66 0.06 MiB
4,000 0.94s 0.50 MiB 66 0.24 MiB
16,000 3.83s 2.01 MiB 66 0.98 MiB
32,000 7.74s 4.03 MiB 66 1.95 MiB

3.4 Exponent Reuse

A working implementation can be correct and still leak, and this is the way we expect
it to happen in practice. If a party keeps its blinding exponent between queries, its blinded
set is a deterministic function of its holdings, so two transcripts are directly comparable. We
measured it: with a fresh exponent per query, two runs over the same 3,000 items share none
of their wire values, an overlap of 0.000; with the exponent reused, the overlap is 1.000 and
every unchanged artifact is recognisable across the two runs. The intersections agree in both
cases, so nothing in the output would alert an operator. A counterparty that keeps old
transcripts thereby obtains a persistent fingerprint of the other's holdings and can watch it
change, which is precisely the surveillance the protocol was adopted to prevent. Deriving
the exponent freshly per query costs one random scalar.

3.5 Anchoring the Exchange

Committing the transcript and anchoring it on the Raft cluster costs 632 bytes of
ledger state and 13.4 ms in the two-device scenario, against 3.60 MiB and 8.4 s for the
exchange it attests: four ten-thousandths of the traffic. The disclosable record, releasing 12
of its 18 fields, is 2,166 bytes and verifies in 0.96 ms including three real Ed25519 signature
checks. Table 4 collects these. The practical reading is that there is no cost argument against
attesting every exchange.
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Table 4. Cost of attesting the exchange, and the effect of reusing the blinding

exponent

Quantity Two-device Even-odd Note
Ledger state per exchange 632 B 632 B constant
Anchor latency 13.4 ms 6.5 ms real Raft commit
Disclosable record 2,166 B 2,166 B 12 of 18 fields
Record verification 0.96 ms 0.82 ms 3 Ed25519 checks
Wire overlap, fresh exponent 0.000 0.000 runs unlinkable
Wire overlap, reused exponent 1.000 1.000 runs linkable

4. Discussion

4.1 Limitations

Three. The security model is semi-honest: a party that inflates its input set with
guessed digests learns whether those guesses are held, and this construction does not prevent
it, though the anchored transcript does record the set size that was submitted. The cluster
runs on loopback, so the anchoring latency is LAN-class, while the byte counts do not
depend on topology. And the corpus, while genuinely recovered from a real medium by real
tools, is not a seized device; the overlap between our two scenarios arises from duplicate
files in a software distribution rather than from the behaviour of a suspect, so the overlap
sizes should be read as operating points and not as estimates of what real cases share.

4.2 What the Anchor Is For

It is worth being precise about the division of work. The cryptography protects the
inputs during the exchange. The anchor protects the account of the exchange afterwards, and
only that: it establishes that a query with these transcript roots and this result digest
completed no later than its epoch was anchored. It says nothing about whether the inputs
were honestly assembled. Presenting it as more would repeat the error the custody literature
has already made once.

4.3 Fitting Mutual Legal Assistance

Assistance under the Budapest Convention and its second additional protocol [12] is
slow partly because the request itself discloses. An authority must often explain what it is
looking for in order to ask, and that explanation reaches a foreign administration. A private
query inverts the order: the parties establish that there is something to talk about, and only
then does the formal process begin, now with a narrow and well-founded scope. The
anchored transcript gives the later formal step something to point at.
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4.4 Data Protection

Nothing identifiable is written to the ledger. Ledger state consists of epoch roots,
sizes, linkage and signatures, and every field commitment is salted with 128 bits of entropy,
so the anchored record is not personal data recoverable by anyone, which is the property that
makes erasure obligations under the GDPR [13] satisfiable off-chain. The blinded transcripts
themselves are not retained by the protocol; if a party keeps them, the exponent that produced
them is gone.

5. Conclusion

Two agencies can find out what they hold in common without either handing over its
holdings, and the cost of doing so on real forensic artifacts is about twice the traffic of the
disclosure-everything method practised today and a quarter of a millisecond per item. Both
of our scenarios returned the intersection exactly. The part that the cryptographic literature
leaves out, and that a case file needs, is the record: anchoring the transcript costs 632 bytes
and 13 ms, four ten-thousandths of the exchange it attests, and leaves a claim about what
was asked and answered that neither party can later revise. The failure mode to watch is not
the mathematics but the housekeeping. An implementation that reuses its blinding exponent
produces identical transcripts across queries and turns a private question into a standing one,
and nothing in the protocol's output reveals that this has happened.
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ON-CHAIN AND OFF-CHAIN DATA PLACEMENT IN HYBRID BLOCKCHAIN HEALTH
SYSTEMS

Abstract: Which clinical data belongs on the ledger? Hybrid blockchain designs
answer class by class, quietly, and the answer usually hardens into habit before anyone writes
down why. We formalise it. Placement becomes constrained optimisation over storage tiers
— each carrying its own verifiability, erasability, exposure, read latency and ledger footprint
— and over clinical data classes carrying regulatory and service-level duties. The problem
turns out to be a multiple-choice knapsack instance, hence NP-hard; compliance then prunes
it so hard that the hardness stops mattering. Kazakhstan supplies the setting, and its statutory
duties supply the constraints. Nine FHIR-aligned classes, six tiers, one worked instance.
Regulatory and latency limits alone shrink 10,077,696 candidate assignments to 48; a ledger
budget takes it to 12; and every uniform placement policy in common use lands outside that
region entirely. The optimiser then buys per-item commitments for seven classes and
batched commitments for the two carrying the heaviest instance counts — volume drives
that split, not sensitivity. Re-running the model ten thousand times with every estimated
parameter perturbed by up to twenty-five per cent left the pruning and the infeasibility of
uniform policies intact in every draw, while the batching assignment held in 76.1 per cent of
draws. Parameters are illustrative and tabulated in full, and every number reported here
comes out of the model rather than off a deployment.

Keywords: hybrid blockchain; electronic health records; data placement; multiple-
choice knapsack; right to erasure; design space analysis; HL7 FHIR

Pasmemenne lannbix B Peectpe 1 Bue Ero B I'nopuanbsix Meanuunckux biokyenn-
Cucremax

Annoranusi: Kakue xiIMHMYECKHWE JaHHBIE [OJDKHBI TIOMaaaTh B peecTp?
['uOpunHbie OIOKYEHH-apXUTEKTYphl OTBEYAIOT Ha 3TOT BOIPOC Kiacc 3a Kiaccowm,
HEIJIACHO, W OTBET OOBIYHO 3aKPEIUIAeTCS KaK TMPUBBIYKA paHbIIE, 4YeM KTO-JIH00
3aMuchIBaeT ero o0ocHoBanue. Mol (hopmanuzyem 3TOT BeIOOp. Pasmerenue cranoBUTCS
3a71a4eil ONTUMHU3ALMHA C OTPAHUYEHUSIMU HAJl YPOBHSIMHM XPAHEHUS, KOKIbIA U3 KOTOPBIX
XapaKkTEPU3YETCs CBOEU MPOBEPSAEMOCTBIO, BO3MOXHOCTBIO  YIAJEHUS, CTEIIEHBIO
PACKpBITHS, 33IEPKKOM YTeHHUs] U O0BEMOM B peecTpe, M HaJ KJIaccaMH KIMHHYECKUX
JMaHHBIX, HECYIIUMH pPErylsTOpHble o00s3aTenscTBAa H  TpeOOBaHHWS K  YPOBHIO
oOciyxuBaHus. 3a/1a4a OKa3bIBAETCS SK3EMIUISIPOM 33/1a4d O MHOTOBAPHAHTHOM PIOK3aKe
u mnoromy NP-TpymHa; omHako TpeOOBaHUS COOTBETCTBUS OTCEKAIOT MPOCTPAHCTBO
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pelleHni HACTOJIBKO CHJIBHO, YTO 3Ta TPYJHOCTH MepecTaér uMeTh 3HaueHue. KoHTtekcer
3amaér KazaxcraH, a ero 3akoHOJAaTeNIbHbIE TPEeOOBAHWS 33JAl0T OrPAHUYCHUS.
PaccmoTpeHs! AeBATH KJIacCOB IaHHBIX, coryiacoBaHHbix ¢ FHIR, mects ypoBHeil xpanenus
U onuH pabounii npumep. OTHU TONBKO PErYISITOPHBIC OTPAHWYCHUSI U OTPAHHUYCHUS TIO
3anepxkke cokpamaror 10 077 696 Bo3MOXHBIX HasHaueHHH 110 48; OIOKET peecTpa
ocrapisieT 12; W Kaxnas pacmpocTpaHEHHas eAMHOOOpa3Has MOJIMTUKA Pa3MEIICHHUS
OKa3bIBaeTCs LIETUKOM 3a MpefenaMu 3Toi obmactu. OnTuUMH3aTOp 3aTeM BBIOMpAET
MO3JIEMEHTHBIE 00s3aTeNLCTBA JJII CEMU KJIACCOB W TMAKETHhIE — I JIBYX KJIACCOB C
HauOOJBIIUM YHCIOM 3K3EMIULIPOB: 3TO pa3felieHue onpeaenser o0bEM JaHHbBIX, a HE UX
YyBCTBUTEIBHOCTh. Jl€CATh THICSY TOBTOPHBIX IIPOTOHOB MOJIECIHU ITPU OTKJIOHEHUH KaXKI0TO
OIICHOYHOT'O T[apamMeTpa 10 [BaJIlaTH ISATH MPOLEHTOB COXPAHUIM OTCEYCHHE W
HEJIOMYCTUMOCTh €IMHOOOpa3HBIX TOJUTUK BO BCEX MPOroHAaX, a pachpeneiecHue
nakeTupoBanus — B 76,1 mporeHTa nporoHoB. [lapameTpbl HOCAT WILTIOCTPATUBHBIN
XapaxkTep ¥ NPUBEACHBI MOJTHOCTHIO, @ BCE YMCIIA MOTYUYEHBI U3 MOJICNH, a HE U3 PEAIbHOTO
pa3BEPTHIBAHUS.

KuioueBble cioBa: cubOpuoHvlil O10KUYEliH, IIeKMPOHHbIE MEOUYUHCKUE 3ANUCU,
pazmeujerue OaHHbIX, 3a0a4a 0 MHO208APUAHMHOM PIOK3aKe, Npago HA YOaleHue, aHalu3
npocmpancmea npoexmuwix pewtenuut;, HL7 FHIR

Menununauasik I'nopuari biokyeiinge Jlepexrepai Tizinimae sone Onan Troic
OpHasacteIpy

Anparna: KaHpnall KIMHUKaJIBIK JiepeKkTep Ti3iaimre Tycyl kepek? I'mOpuari
OJIOKUYEHH apXUTEKTypajiapbl OYJI cypakka op Kjiacc OOMbIHIIA, YHCI3 xKayarn Oepei, an Oy
JKayarl o/IeTTe OHBIH HEri3ieMeci ’a3bUIMail TYphIN-aK dJeTKe aiHanbil KeTeli. bi3 ockl
TaHaayabl popmanmaiimei3. JlepekTep/l OpHAIacThIpy cakray JeHreiiepi OoMbIHIIA
niekTeysepi 0ap oHTalnaHAbIPY eceOiHe alfHaNa bl op JCHTEH/IIH 63 TEKCepily Jopexeci,
KO0 MYMKIHZITI, albUly JopeXkeci, OKy KIJAipicl >KOHE TI3UIMJeri KesieMi Oap, ai
KJIMHUKAJIBIK JIEPEKTEp KJIACTapbhl HOPMATUBTIK MIHJETTEP MEH KbI3MET KOpCeTy JeHTreiiHe
KOWBUTATHIH TayanTapisl ketepeai. Ecen kem HycKallbl prok3ak eceOiHiH aepoec Karmaibl
Oonbin mbiFaael, geMek NP-kypaeni; anaiina colikecTik TananTapbl HIEHIiMAEp KEeHICTIrH
COHIUANBIKTBI KaTThl KbICKAPTATBIHABIKTAH, OYJ KYPAEIUIKTIH IC Y31HAE MAaHbI3bI
KaJaMaiasl. 3epTTeyliH KOHTeKCiH KaszakcTaH aHBIKTalWbpl, al OHBIH 3aHHAMAaJIbIK
MiHAETTepl mekTeynaepal Kypailnpl. FHIR crangapTeiMen yinecTipiireH TOFBI3 JepeKTep
KJIaChl, aJIThl CaKTay JACHIreHi jkoHe Oip )KYMBIC MBICANIbI KapaCThIPbUIAbL. TeK HOPMATHUBTIK
XoHe Kimipic mekteynepinig o31 10 077 696 wikTuMan TaralbiHAayabl 48-Te NeliH
KBICKapTaJIbl; Ti3UIiM OrOKETI onapabl 12-re AeifiH azalTapl; al KeH TapalfaH OipbIHFail
OpHAJIACTBIPY CasCaTTapbhIHBIH OpPKAWCBICHI OCHI alMaKTaH TOJBIKTal THIC KaJlaIbl.
OHTalaaHIpIPYIIbI JKET1 KJIAacC YIIIiH JKeKe MiHAeTTeMesep/l, aj JaHanap CaHbl €H Koll €Ki
KJIacC VIIIH TONTaMaJlbIK MIHACTTEMENepAl TaHmauapl: Oy OeriHICTI AepeKTepIliH
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Ce3IMTAJIJIBIFBl €MEC, OJIAPJIbIH KOJIeMi aHBIKTal bl OpOip OaranaHFaH MmapaMeTp KHUbIpMa
Oec maifpI3ra JEiiH e3repTUIreH OH MBIH KalTalama ecenTey MIenlimMaep KeHICTITiHIH
KBICKapybIH oHE OipbIHFall cascaTTapAblH KapaMChI3bIFbIH OapJIbIK JKaFaaiaa CaKTalbl,
an rtomramanay OemiHici ecenrteynepain 76,1 maifpi3biHga cakranabl. [lapamerpriep
WLTIOCTPAIMSUTBIK CHIIATTA YKOHE TOJIBIK KENTIPUITeH, all 0apiblK caHAap HAKThI CHIIPYACH
eMec, MOJICTIbJICH AJIbIHFaH.

Tyitin ce3mep: eubpuomi OI0KuelH, INeKMPOHOLIK MEOUYUHALIK Hca30anap;
oepekmepoi opHanacmvlpy; KON HYCKAlbl DPIOK3aK ecebi;, Oepekmepoi Hcolo KYKblbl,
arcobanay keyicmiein manoday;, HL7 FHIR

1. Introduction (Literature Review)

Placement decides the rest. Once an architect has settled which clinical data classes
go on a ledger, which go off it behind a commitment, and which never touch a ledger at all,
the compliance posture, the storage bill and the audit story are largely determined — and
reversing the choice later means migrating live patient records, which nobody does willingly.

The literature treats this decision unevenly. Payloads off-chain, hashes on-chain —
proposals state it, then hurry on to consensus tuning or key management, as though the split
were self-evident. It is not. Ask what each option actually proves. A hash on a permissioned
ledger, a Merkle commitment anchored in public, and a batched commitment covering sixty-
four records differ in what they demonstrate, what they leak, what they cost, and whether
anyone can ever undo them. Health data is exactly where those differences bite: statutory
retention pulling one way, erasure duties the other [1], [2].

Kazakhstan gives this work its concrete setting. Clinical documentation across the
national system already runs electronically; the Code on Public Health defines personal
medical data and the aggregator role that handles it [3]; a WHO-supported programme has
been reshaping statutory forms toward a digital-friendly information model [4]. Walk a
ledger-based service into that environment and it inherits the whole obligation set before a
single design choice gets made.

This work converts those obligations into constraints and the architectural
preferences into an objective, then asks what remains. The contribution is fourfold. A tier
model separates the properties an architect actually trades off, rather than the platform labels
usually compared. Regulatory duties, audit duties and service-level targets become hard
constraints over that model. The resulting placement problem turns out to be a multiple-
choice knapsack instance, which locates it precisely in a well-studied complexity class. And
an instantiation on nine FHIR-aligned classes reports a design-space contraction of five
orders of magnitude, together with an optimal placement that no uniform policy reproduces.

Three strands bear on the problem, and they have largely developed apart from one
another.

1.1 Deciding Whether and Where to Use a Ledger
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Wiist and Gervais handed the field its decision flowchart: do you need a blockchain
at all, or will a managed database do [5]? Eberhardt and Tai catalogued the off-chaining
patterns whose trade-offs we formalise here [6]. Xu and colleagues built a taxonomy meant
to carry architectural reasoning [7]. Useful work, all of it. It classifies. Nobody optimises,
and nobody carries regulatory duty into the constraint set.

1.2 Ledger Architectures for Health Records

MedRec put permission management on a public ledger [8]. Ancile added proxy re-
encryption and interoperable access control [9]; BBDS and MedBlock went after cloud-
resident sharing [10], [11]; Healthcare Data Gateways moved the patient to the centre of risk
control [12], and later work carried that pattern into mobile-cloud settings [13]. Permissioned
substrates followed — Fabric as the usual base [14], PREHEALTH bolting on anonymous
credentials [15], latency behaviour by now reasonably well charted [16]. Off-chain custody
hardened into practice through IPFS-backed designs [17], [18], [19], [20], [21], and reviews
map what resulted [22], [23], [24]. Every one of these systems fixes a placement. Not one
derives it.

1.3 Mutability and Erasure

Ateniese and colleagues opened the redactable-blockchain line with chameleon
hashing [25]; Derler et al. sharpened rewriting down to attribute-level policies [26]; Deuber
et al. threw out trapdoor custody in favour of on-chain voting [27]. Politou's group
documents the legal pressure driving all of it [28], [2]. We do not treat redactability as the
answer. It is one tier among six, carrying its own price and its own weakened verifiability.

The remainder of the paper is organized as follows. Section 2 sets out the system
model, the problem formulation, the solution method and the experimental setup. Section 3
reports the results, Section 4 discusses their implications and the threats to validity, and
Section 5 concludes.

2. Methodology

2.1 System Model

Let I index clinical data classes and T index storage tiers. A placement isamap X : |
— T assigning every class to exactly one tier.

2.1.1 Data Classes

Class i carries eight parameters. Payload size s;, instances per patient-year n;, reads
per instance fi. Then the duties: a required verifiability level 0i, a required erasability level
ei, and a ledger-presence flag pi marking classes whose existence has to be independently
attestable. Finally a read-latency ceiling A; and a sensitivity weight o;, the latter standing in
for how much damage a disclosure would do.

Two deserve comment. Erasability and ledger presence fight each other by
construction — consent grants and access log entries have to survive for audit, so they carry
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pi = 1 and ¢; = 0, while ordinary clinical records carry the reverse. Uniform placement dies
right there. The model puts that tension on the table instead of burying it.

2.1.2 Storage Tiers

Tier t carries a ledger cost rate «;, a verifiability level ver;, an erasability level era,, a
presence flag pres;, an exposure coefficient p;, a read latency lat,, and a per-instance ledger
footprint. Table 2 lists the six tiers used here. They span the practical range: full payload on
a public chain, full payload on a permissioned chain, redactable payload via chameleon
hashing [25], [26], off-chain custody with a per-item commitment, off-chain custody with
commitments batched into a Merkle tree of sixty-four [29], and off-chain custody with no
ledger record whatsoever.

Batching is where the interesting economics live. A batched commitment costs one
sixty-fourth of the ledger bytes but proves membership at coarser granularity, so an auditor
learns that a record belonged to a batch rather than that it stood alone. The model encodes
that difference as ver = 0.75, against 0.95 for per-item commitments.

2.1.3 Cost Components

Three costs and one quality loss feed the objective. Storage combines ledger and off-
chain bytes at their respective rates. Read latency piles up as n; f; lat,, disclosure exposure as
n; o; pr. Verification granularity loss accumulates as n; o; (1 — ver;), which docks the cheap
tiers for weakening what an auditor can establish. Each component gets normalised by its
maximum over | x T. That puts the four weights on one scale and lets a reader treat them as
priorities rather than as unit conversions.

2.2 Problem Formulation

2.2.1 Hard Constraints

Compliance does not belong in an objective function. A regulator does not accept a
slightly cheaper design that is slightly less lawful, so duties enter as feasibility constraints,
and cost operates only inside the region they leave.

C1 verifiability. ver, > 0;. Integrity of the class must be demonstrable to an external
auditor at the level the class demands.

C2 erasability. era; > ei. Classes subject to withdrawal of consent must sit where the
data can be rendered irrecoverable [1], [2], through destruction of the key material that
protects it [30].

C3 ledger presence. pres; = 1 whenever p; = 1. Audit-bearing classes must leave a
trace no operator can silently drop.

C4 latency. lat; < Ai. Interactive classes cannot be parked behind public-chain
confirmation.

C5 ledger budget. Z; L(i, x(i)) < B, where L is the annual on-ledger footprint of class
I under its tier and B is the budget per patient-year. This is the only constraint that couples
classes to one another, and it is what makes the problem combinatorial rather than separable.
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Residency slips in implicitly. Every tier from the fourth onward keeps payloads
inside the national perimeter, so a jurisdiction that forbids foreign replication simply deletes
the first tier from every admissible set.

2.2.2 Optimisation Problem
Writing xi € {0,1} for the indicator that class i lands on tier t, the problem becomes
min Z; X X (0% + Bl + yri + 6 di) 1)
subject to X xi = 1 for every i, to x; = 0 whenever tier t violates any of C1 through
C4 for class i, and to %; X x; Li < B.

The structure is exact, and it deserves a name. Classes partition into disjoint groups;
exactly one option gets picked from each; one linear capacity constraint ties the picks
together. That is the multiple-choice knapsack problem in minimisation form [31],
equivalent by negation to the maximisation form people have studied since the late nineteen-
seventies. MCKP generalises 0-1 knapsack and inherits its NP-hardness [32], [33].

Hardness is not the practical obstacle here, though. Pruning is so severe that the
surviving space is trivially enumerable, and the useful observation is which constraint does
the pruning.

2.3 Solution Method

C1 through C4 apply class by class and hand back admissible sets A; © T. Enumerate
IT; |Ai| candidates exactly, drop whatever breaches the budget. At the scale reported below,
that runs in milliseconds.

Real deployments will not stay this small. Several hundred classes across multiple
facility types, separate budgets per consortium channel — that instance leaves enumeration
far behind. Standard MCKP machinery covers the regime: prune dominated options, order
what survives within each class by incremental efficiency, solve the linear relaxation in O(n)
by partitioning, then close the integrality gap with branch and bound along the lines of
Pisinger's minimal algorithm [34]. The relaxation throws in a bound as well, telling an
architect the most a given budget increase could possibly buy. In a procurement conversation
that bound is often worth more than the optimum itself.

2.4 Experimental Setup

The instantiation uses nine data classes aligned to FHIR resource types [35], [36] and
the six tiers of Section 2.1.2. Parameters appear in Tables 1 and 2. They are illustrative: sizes
and instance counts reflect plausible ambulatory workloads, and sensitivity weights encode
ordinary clinical intuition about relative disclosure damage. Tables 1 and 2 state them in full,
so a reader who disagrees can substitute their own and rerun the model.

Weights are o = 0.25 for storage, p = 0.15 for latency, y = 0.35 for exposure and 6 =
0.25 for granularity loss. The ledger budget is B = 8 KB per patient-year, chosen to bind: the
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minimum feasible budget under C1 through C4 is 5.22 KB, so the constraint has real force
without making the instance infeasible.

1.0 4 T1
admissible for 6 = 0.90 classes (@) O t

0.8 4

0.6 4

T2+
041 8
T3*

0.2 1

verifiability ver;

0040

-0.2 1

100 100 102 10 10%
ledger bytes committed per instance (log)
Fig. 1. The six tiers in the footprint—verifiability plane. Marker area scales with exposure
p.. T = not erasable, * = redactable only.

Fig. 1 places the six tiers in the plane that matters most for this decision, ledger
footprint against verifiability, with marker area scaling to exposure. The 6 = 0.90 line cuts
through it and eliminates most of the plane for the strictest classes.

Table 1. Data classes (illustrative parameters, per patient-year)

Class Size n 0; e Ai (ms) Gi

Patient demographics 2 KB 1 0.00 1.0 400 0.60
Encounter metadata 4 KB 6 0.40 1.0 400 0.40
Observation 1 KB 120 0.75 1.0 250 0.50
DiagnosticReport 30 KB 8 0.90 1.0 500 0.80
ImagingStudy 25 MB 1.5 0.90 1.0 2000 0.90
MedicationRequest 2 KB 14 0.75 1.0 250 0.70
Dispense record * 1 KB 10 0.90 0.0 600 0.55
Consent grant * 0.3 KB 20 0.90 0.0 200 0.15
Access log entry * 0.2 KB 180 0.75 0.0 600 0.20
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* audit-bearing: p; = 1, so a ledger trace is mandatory.

Table 2. Storage tiers

Tier Ledger B/ inst. ver era p lat
T1 public, payload Si 1.00 0.00 1.00 2500
T2 permissioned, payload Si 0.45 0.00 0.35 300
T3 redactable payload Si 0.35 0.85 0.40 420
T4 off-chain, per-item 120 0.95 1.00 0.05 180
T5 off-chain, batched/64 1.875 0.75 1.00 0.07 150
T6 off-chain only 0 0.00 1.00 0.04 120
3. Results

3.1 Contribution of the Compliance Envelope

Six tiers, nine classes, 6° = 10,077,696 unconstrained placements. Verifiability alone
cuts that to 10,368. Erasability takes it to 288. Ledger presence removes nothing further —
the classes demanding it already sit on tiers that supply it. The latency ceiling leaves 48. The
budget leaves 12. Fig. 2 shows the funnel.

10,077,696

107 _

106 4

105 _

10,368

104_

103 4
288 288

admissible assignments (log)

102 - A8

12
101 5

I I
none +ver +erase +ledger +latency +budget
presence

constraints applied cumulatively

Fig. 2. Compliance constraints remove five orders of magnitude from the design space
before any cost term is evaluated.
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Five orders of magnitude vanish before anyone consults a single cost coefficient.
That is probably the most transferable thing in this paper, and it flips the usual emphasis:
architects tune weights and argue storage economics while the compliance envelope has
already decided nearly everything. Optimise without writing that envelope down and you
are searching a region you never characterised.

3.2 Infeasibility of Uniform Policies

Table 3 evaluates the four uniform policies that recur in the literature against the
optimum. Not one of them is feasible. Placing payloads on a permissioned ledger consumes
38,866 KB per patient-year, roughly 4,858 times the budget, and the ImagingStudy class
alone accounts for most of it. The budget is not its only problem: a permissioned payload
tier cannot clear a 0.75 verifiability floor, cannot erase, and cannot answer inside 250 ms, so
C1, C2 and C4 fall with C5. Committing every class per-item needs 42.25 KB, over budget
by a factor of five. Batching every class is cheap at 0.66 KB but fails C1 for the four classes
demanding 6 = 0.90. Pure off-chain storage fails both C1 and C3.

Table 3. Policies compared at B = 8 KB per patient-year

Policy Ledger KB J Gran. loss Status

All payload, permissioned 38 866 0.584 68.8 C1, C2, C4, C5 fail
All per-item commitment 42.25 0.082 6.25 C5 fails

All batched commitment 0.66 0.063 31.3 C1 fails

All off-chain only 0.00 0.059 125.1 C1, C3 fail

Model optimum 7.64 0.172 25.5 feasible

The unconstrained objective values of the infeasible policies are lower than the
optimum’s, which is exactly as it should be. Feasibility costs something. A design that
ignores C1 through C5 will always look cheaper on paper, and that is precisely how ledger
pilots reach procurement before failing legal review.

3.3 Volume Rather Than Sensitivity Governs Batching

The optimum assigns per-item commitments to seven classes and batched
commitments to two: Observation and Access log entry. Those are the two classes with the
highest instance counts, 120 and 180 per patient-year. They are not the two least sensitive
classes — Consent grant carries the lowest sensitivity in Table 1 at o = 0.15, yet it receives
a per-item commitment, because 6 = 0.90 forbids anything coarser.
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Granularity is therefore rationed by volume subject to a verifiability floor, not by
how much anyone would mind the data leaking. That result is not obvious from the outside,
and it contradicts the intuition that cheap proofs should be spent on unimportant data.

B T4 per-item T5 batched B T6 off-chain only infeasible

Patient demographics -
Encounter metadata
Observation -
DiagnosticReport
ImagingStudy -
MedicationRequest
Dispense record
Consent grant -

Access log entry

:B:SKE

104
ledger budget B (bytes / patient / year, log)
Fig. 3. Optimal placement as the ledger budget grows. Per-item commitments are bought
first for low-volume classes; high-volume classes migrate last.

Fig. 3 traces how the placement evolves as B grows from 4 KB to 64 KB. The
optimiser buys per-item commitments first for low-volume classes, and the high-volume
classes migrate last, at budgets several times the minimum. An architect reading this chart
can see directly what an extra kilobyte of ledger budget buys and where it stops mattering.
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Fig. 4. All 48 admissible assignments. The budget line selects one point on the front;
relaxing it buys granularity at a decreasing rate.

Fig. 4 shows all 48 admissible assignments in the footprint—granularity plane together
with the Pareto front. The front is short and steep near the minimum feasible budget, then
flattens: past roughly 42 KB per patient-year, further ledger spending buys almost no
additional verification granularity, because every class that can use a per-item commitment
already has one.

3.4 Sensitivity to Parameter Error

Fair question, and the honest answer needs numbers rather than a promise. Tables 1
and 2 hold estimates. An estimate that drifts twenty-five per cent, in a health system nobody
has instrumented yet, is ordinary rather than alarming. So the model was rerun ten thousand
times with every payload size, instance count and sensitivity weight drawn independently
from £25 per cent of its tabulated value. 6, e, p and A stayed fixed throughout, because those
are duties and service targets rather than measurements — a jurisdiction does not jitter its
own retention law.

Two of the three headline results never broke. Pruning stayed above four orders of
magnitude in every draw. All four uniform policies stayed infeasible in every draw. Neither
result touches the numbers at all: both turn on which tier clears a verifiability floor and which
does not, and moving a payload size does not move a floor.

The third result is softer, and saying so costs nothing. Batching landed on the highest-
volume classes in 76.1 per cent of draws. In the remaining quarter the instance counts had
shuffled far enough that a mid-volume class captured the batched commitment instead.
Volume rations granularity robustly; which classes end up batched does not survive the same
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abuse. An architect substituting their own counts should expect the assignment to move even
where the principle holds.

A reference implementation accompanies this paper. It reads Tables 1 and 2 and
recomputes the funnel, Table 3, the optimum and the budget sweep from scratch, so every
figure reported above can be checked against the parameters that produced it rather than
taken on trust.

4. Discussion and Future Trends

4.1 Implications for Practice

Three implications follow for anyone building a hybrid ledger service in a regulated
health system.

First, publish the envelope before the architecture. If constraints eliminate 99.9995
percent of the design space, then a paper reporting a placement without reporting its
constraints has withheld the part that did the reasoning. Future system descriptions should
tabulate 0, e, p and A as routinely as they already tabulate throughput.

Second, treat batching as a budgeted resource. The literature usually sells batched
commitments as a scalability trick. Here they behave like currency — spent where volume
runs highest, withheld where an auditor needs to isolate one record — and the allocation
shifts predictably as the budget moves.

Third, be careful comparing objective values across feasibility boundaries. Every
infeasible policy in Table 3 scores better than the optimum. Any benchmark that ranks
architectures on cost or latency alone, without checking the envelope first, will reliably
recommend designs that cannot be deployed.

4.2 Threats to Validity

Parameters are illustrative. Nothing here claims that the specific numbers in Tables
1 and 2 describe any particular health system. The qualitative results follow from the
ordering of the parameters rather than their exact values, and Section 3.4 puts numbers on
how far that holds: severe pruning and the infeasibility of every uniform policy survived all
ten thousand perturbed draws, while the batching assignment survived roughly three in four.
A system whose ordering differs will reach different conclusions, and the model provides
the instrument for finding that out.

The cost model is linear and additive, which understates interactions. Storing a class
off-chain changes the operational burden of key management for every other class sharing a
key hierarchy [37], [38], and attribute-based access control shifts the exposure coefficients
in ways a single p; cannot capture [39]. Exposure itself collapses to a scalar here; a serious
risk treatment would use a distribution.

The model also assumes placement is static per class. Real records change status —
a study under active care is not a study under statutory retention twelve years later — and a
lifecycle-aware version of this model, in which classes migrate between tiers on defined
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events, is the obvious next step. That version is not a straightforward extension: migration
costs and backup semantics interact awkwardly with erasure duties [40].

Finally, no deployed system has yet tested the model. Nothing here rests on measured
latencies, throughput or storage figures from running infrastructure, and the reader should
treat every number here as a consequence of stated assumptions.

5. Conclusion

Placement in hybrid blockchain health systems is a constrained optimisation
problem, and naming it as one changes what an architect can say about their design. This
paper gave the model, located it as a multiple-choice knapsack instance, and instantiated it
on nine FHIR-aligned classes. The compliance envelope removed five orders of magnitude
from the design space; all four uniform policies in common use turned out infeasible; and
the optimum rationed proof granularity by data volume under a verifiability floor. Perturbing
every estimated parameter by a quarter left the first two findings untouched and the third
standing in three draws out of four. The next step is the lifecycle-aware formulation, together
with a Fabric testbed that will replace the illustrative latency and storage parameters with
measured ones.
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AN INTEGRATED PROJECT MANAGEMENT MATURITY MODEL FOR DIGITAL QAZAQSTAN
INITIATIVES: EMBEDDING CYBERSECURITY, Al GOVERNANCE AND FORWARD-LOOKING
CYBER-RISK REQUIREMENTS INTO ST RK 1SO 21502-2022

Abstract: The Nationwide Strategy "Digital Qazagstan™ until 2029, approved by
Presidential Decree No. 1311 of 9 June 2026, and its Action Plan, approved by Government
Resolution No. 760 of 26 August 2026, commit central and local state bodies and national
companies to 136 measures, a large share of which deploy artificial intelligence (Al) in
citizen-facing, business-facing and intra-governmental services. Project offices that are now
translating these measures into implementation plans must simultaneously satisfy the
project-management guidance of ST RK ISO 21502-2022, the information-security
requirements of ST RK ISO/IEC 27001-2023 and the Unified Requirements on ICT and
information security, and the emerging Al-management requirements of ST RK ISO/IEC
42001-2025, ISO/IEC 42005:2025, ISO/IEC 42006:2025 and the Law of the Republic of
Kazakhstan "On Artificial Intelligence". Existing project-management maturity models are
domain-neutral and contain no cybersecurity or Al-governance criteria, whereas
cybersecurity and Al maturity models ignore the project life cycle. This article proposes an
integrated project management maturity model (IPM3-DQ) that extends a ST RK ISO
21502-2022 practice-based baseline with three cross-cutting domains: cybersecurity (S), Al
governance (A) and forward-looking cyber risk (F). The model uses a uniform 0-5 anchored
scale, AHP-derived weights differentiated by project class, and a non-compensatory gating
rule under which the maturity level of a project involving critically important digital objects
or Al systems cannot exceed its security or Al-governance level by more than one level. A
worked example of a G2C Al-assistant project shows that the conventional arithmetic-mean
approach classifies the project as "Managed" (3.67), whereas the integrated model places it
at "Defined" (2.67) with Al governance as the binding constraint. A validation protocol
based on expert panels, Kendall's W, Cronbach's alpha and intraclass correlation is specified.
The model gives project offices of state bodies a single instrument for self-assessment, audit
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and semi-annual reporting under the Action Plan, and provides the regulator with a maturity-
based lens for the national cybersecurity standardisation programme.

Keywords: project management maturity; ST RK 1SO 21502-2022; Digital
Qazagstan; cybersecurity; ISO/IEC 27001; ISO/IEC 42001; Al management system; Al
impact assessment; cyber-risk forecasting; public sector; Kazakhstan.

HNHTerpupoBanHasi MoJe/Ib 3pe10CTH IPOEKTHOI0 YIIPaBJICHHSA I
unnnuatus Digital Qazaqstan: BcrpauBanune Tpe6oBaHuii kKudepOe3onacHocTH,
yYHpaBJIeHHs HCKYCCTBEHHBIM MHTE/JIEKTOM M IIPOTHO3HOM OlleHKH KMOEPPHUCKOB B

CT PK ISO 21502-2022

Annotanus: OOmenanmnonanbHas crparerus «Digital Qazagstan» mo 2029 roxa,
yrBepxkaA¢HHas Yka3oM [Ipesunenta Pecriyonuku Kazaxcran ot 9 urons 2026 roga Ne 1311,
u Ilnan nercTBui Mo €€ peayM3auuu, YTBEpKIAEHHBIN MocTtaHoBiaeHueM lIpaBurenscTBa
Pecny6nuku Kaszaxcran ot 26 aBrycra 2026 roga Ne 760, Bo3nararoT Ha IIeHTpaibHbIE U
MECTHBIE T'OCYIApCTBEHHBIE OpraHbl W HalMOHAJIbHbIE KOMIAHUM HcHoJHeHHEe 136
MEPONpPUITHI,  3HAYWTEIbHAs  YacTh  KOTOPBIX  MpeIycMaTpUBaeT  BHEJIPEHHE
ucKyccTBeHHoro uHrtesiekra (M) B cepBuchl Juid  rpaxkiaH, OuszHeca U
BHYTPUTOCYIapCTBEHHOTO B3auMojeicTBus. [IpoekTHbie ouchl, KOTOpbIE B HacTosIIee
BpeMsI NEPEBOASAT 3TU MEPOIPUATUS B IUJIaHbl pealu3allid, JOJDKHBI OJHOBPEMEHHO
coOnronarh TpeOoBaHus pykoBoAcTBa o yrnpasieHuto npoektamu CT PK ISO 21502-2022,
TpeboBanust nHpopmamonnoi OezomacHoctu CT PK ISO/IEC 27001-2023 u Enunsix
tpeboBanuit B obnactu KT u obecneuennss MHPOPMAIMOHHOW 0€30MacHOCTH, a TaKXkKe
dbopmupytomuecs TpedoBanus k ynpasienuto U, ycranosnenusie CT PK ISO/IEC 42001 -
2025, ISO/IEC 42005:2025, ISO/IEC 42006:2025 u 3akonom Pecny6muku Kazaxcran «O6
MCKYCCTBEHHOM HHTeJUIeKTe». CyIIeCTBYIONINE MOJEIN 3PEOCTH IPOEKTHOTO YIIPABICHUS
HEUTpalbHBl K MPEIMETHON 00JacTH M HE COAep)KaT KpUTepHeB KUOepOe30MacHOCTH U
ynpasnenus MU, torna xak monenu 3penoctu kubepoezonacHocty U I He yuuThIBaroT
JKU3HEHHBIM LIMKJI MPOeKTa. B craTee mpeiokeHa MHTETPUPOBAHHAS MOJENb 3PEIOCTH
npoekTHoro ynpasienus (IPM3-DQ), pacuupsitorias 6a30BbIii ypoBEHb, IIOCTPOCHHBIN HA
npaktukax CT PKISO 21502-2022, Tpemsi CKBO3HBIMU JOMEHaMM: KnubepOe3onacHocTs (S),
ynpasienne MU (A) u nporno3nas orenka kudeppuckos (F). Mozenb ucmnonb3yer eanHyo
mkany 0-5 ¢ 3akperméHHBIMU JECKPUIITOPAMH, BECOBbIE KOA(DPHUIIMEHTHI, MOTy4YEeHHbIE
MeTooM aHanuza uepapxuit (AHP) u muddepenunpoBanHbie o KiiaccaM MpPOEKTOB, a
TaK)K€ HEKOMIIEHCATOPHOE MPABUJIO OIPaHUYEHHS, COITIACHO KOTOPOMY YPOBEHB 3PEIOCTH
MIPOEKTa, 3aTParuBaIOLIEr0 KPUTUYECKU BakKHbIE IMPPOBbIe 00BEKTHI Ui cuctemsl U, He
MOYKET MPEBBIIATh YPOBEHb €ro kubepOezonacHoctu uiu ynpasienus MU G6onee yem Ha
onvH ypoBeHb. Paboumii mpumep mpoekta MH-accuctenta G2C moOKa3bIBaeT, dYTO
TPaJUILIMOHHBIH MTOIX0 HAa OCHOBE CPETHETO apU(PMETHUECKOTO OTHOCHUT IPOEKT K YPOBHIO
«Ympasnsemblit» (3,67), Torma Kak HMHTETPUpPOBaHHAsT MOJENIb OIpENEseT €ro Kak
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«PernmameHTHpOBaHHBIN» (2,67), NMPU ATOM OTrPAHMYUBAIONIUM (HAaKTOPOM BBICTYIIAET
ynpasinenue MM. Onucan mnpoTokos BanuAallMM HAa OCHOBE JKCIEPTHBIX IIaHENEH,
kod(durmenta konkopaamuu Kenmamna (W), anbder KponbOaxa u BHYTPHUKIACCOBOU
Koppensuu. MoJiesb MpeJoCTaBiIseT MPOCKTHBIM O(ucaM TOCYyIapCTBEHHBIX OPraHOB
€MHBIA MHCTPYMEHT CAMOOLICHKH, ayJAuTa U MOJIYroJoBoH OT4EéTHOCTU B paMkax [lmana
JICHCTBUM, a pEryjasaTopy — OCHOBAaHHBIM Ha 3pEIOCTH B3IJIAJ Ha HAUUOHAIBHYIO
IporpaMMy cTaHJapTu3anuu B chepe KubepOoe30mnacHOCTH.

KuaroueBsble ciioBa: 3perocms npoexkmuozo ynpasnenus, CT PK ISO 21502-2022,
Digital Qazagstan;, kubepbezonacnocms; ISO/IEC 27001; ISO/IEC 42001; cucmema
MeHeOodCMenma  UCKYCCMBEHHO20 — UHMeNleKma,  oyenka  eosdeucmeuss  HU;
NpOcHO3Uposanue KUbeppuckos, 2ocyoapcmeentulil cekmop; Kasaxcman.

Digital Qazaqstan 6actamajiapbl YIIiH K00a/1bIK 0aCKapyIbIH
HHTErPalMsAJIAHFAH KeMeJJIiK MoJieJli: KubepKayincizaik, ;acanabl HHTeJIEKTTI
O0ackapy koHe kuOepTdyekenaepai 6okamabl 0aranay taananrtapeidn KP CT ISO

21502-2022 crangapThiHA €HTi3y

Annatna: Kazakcran Pecriyonmukacer [Ipe3sunentinia 2026 xKbUtFbl 9 MayChIMIaFbI
Ne 1311 XKapneireiven Oexitinren 2029 sxputra neiinri «Digital Qazagstany sKaambIyJITTHIK
CTpaTerusIChl )KOHE OHBI iCKe achIpy skeHiHeri Kasakcran Pecmyonukace! Ykimetiniy 2026
KbUTFBI 26 Tambiznarel Ne 760 kaynbicbiMeH OekiTuireH Ic-mmapamap skocmapbl OpTalbIK
JKOHE JKEpriiKTI MEMJIEKETTIK OpraHjap MeH YITTBHIK KoMmaHusiapra 136 ic-mmapassl
OpBIHAAYAbl JKYKTEHIi, onapablH enayip Oemiri a3amarTapra, OM3HECKE JKOHe
MEMJIEKETIIIIIK e3apa 1c-KMMbUIFAa apHajFaH cepBUCTepre »acaHabl MHTE/UeKTTI (JKUW)
eHrizyai kesneiimi. Kasipri yakpiTTa OCBI ic-IIapajapAbl iCKe achlpy >KOCHapiapblHa
alHaJABIPHIN XKaTKaH xk00anbiK opuctep 61p mesriiae KP CT ISO 21502-2022 sxobanapast
Oackapy jkeHiHJeri HyckaynblKTbiH TanantapeiH, KP CT ISO/IEC 27001-2023 >xoHe
AKNapaTThIK-KOMMYHHUKAIASIIBIK ~ TEXHOJIOTHSUIAp KOHE  aKMapaTThIK  KayIMCi3IKTI
KaMTaMachl3 €Ty callaChIHJaFbl OipbIHFall TalanTapAblH aKMapaTThIK KayICi3iK
tanantapeit, conmaii-ak KP CT ISO/IEC 42001-2025, ISO/IEC 42005:2025, ISO/IEC
42006:2025 cranpgaptrrapbiMeH koHe <«JKacaHnpl wuHTENIEKT Typanbel» Kazakcran
PecniyGnukacbinbiH 3aHbIMEH O€INTiIEHTeH, KaubnTackil keje skatkaH JKU-mi Gackapy
TanantapbiH cakrayra Tuic. JKobalblKk 6acKapyablH KOJJAHBICTAFbl KEMEJAIK MOJeNbaepi
NOHAIK cayara OelTapan »xoHe kuOepkayinciznik neH KW-ni 6ackapy KputepuiiiepiH
KaMThIMaiibl, an kubepkayincizaik neH KM kemenmik Mojenbaepi >KOOaHBIH eMipilik
nukimiH eckepmeiini. Makanaga KP CT ISO 21502-2022 mpakTukamapbiHa HETi3AEITeH
0a3aybIK IEHT e 11 YIII oTIeN JoMeHMeH — Kubepkayincizaik (S), dKU-ai 6ackapy (A) xoHe
kubeproyekenaepai Oomkamapl Oaranay (F) — keHeWTeTiH XoOanblK OacKapyablH
uHTerpanusuianrad  kemenaik mozeni (IPM3-DQ) yceiHbuFan. Mopenbae OeKiTinreH
neckpunropiapsl 0ap OipbiHFail 0—5 mikanacel, wepapxusiapasl Tangay odaicimen (AHP)
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aJbIHFaH JKOHE »00a CBIHBINITAPhl OOWBIHIIA CapajaHFaH caiaMak KoddduimeHTrepi,
COHJali-aK aca MaHbI3Abl UGPIBIK o0bekTiepai Hemece KM sxyilenepiH KaMTUTBIH
)KOOAHBIH KEMEIIK JCHIeil OHbIH KuOepkayimncizaik Hemece JKIM-nmi G6ackapy AeHreriHeH
Oip AEHrelIeH apThIK aca aJMalThIH ©TeMCi3 meKkTey epexeci Konmanpuiaasl. G2C XU-
ACCUCTEHTI ’K00ACHIHBIH KYMBIC MBICAJIBI JOCTYPJIi OpTaIia apu(pMETHKAIBIK TICLT )KOOAHBI
«backapbutateln» JeHreire (3,67) >KaTKbI3aThIHBIH, ajl WHTErPAlMsUIAHFAH MOJIEIb OHBI
JKW-ni 6ackapy mekreyii ¢aktop 0oJbin TabbuIaThiH «PermaMmentrenren» aeHreu (2,67)
peTiHAe aHBIKTAUTBHIHBIH Kepcereni. Capanramanblk mnaHenpaepre, KeHaamiabiH
koHKopaamus koddounuentine (W), KponOax ambdackiHa IKOHE CBHIHBIIIIILIIK
KOppEJSIUsIFa HETI3[CITCH BaTWJalns XaTTaMachl CUMaTTaiFraH. MoJenb MEMIICKETTIK
opraHjapiablH KoOanblK oducrepine Ic-mapamap ocmapbl IIEeHOEpiHIE ©31H-6031
OaranayiplH, ayIUTTIH JKOHE J>KAPTBDKBUIABIK ECENTUIKTIH OipbIHFal KYpaJbIH, aj
perreyuiire KuUOEpKayilcCi3OiK callachlHIaFbl YITTHIK CTaHAapTTay OargapiamachbiHa
KEMEJIIIKKE HET13/1eTreH KO3KapacThl YChIHA/IBI.

Tyiiin ce3mep: scobanvix backapyovy kemenoiei; KP CT ISO 21502-2022; Digital
Qazagstan; xubepxayincizoik; ISO/IEC 27001; ISO/IEC 42001; scacandvt unmeniexm
MmeHeOdxcmenmi scyiieci; KU acepin bazanay, kubepmayekenoepoi O0nicay, mMmemiekemmix
cexmop, Kazaxcman.

1. Introduction

Public administration in Kazakhstan has moved decisively towards project-based
delivery of strategic initiatives. The Model Regulation of Project Management of State
Bodies, approved by Order No. 2 of the Minister of National Economy of 13 January 2022
and subsequently amended, designates ST RK ISO 21502-2022 as the reference guidance
for project management in state bodies [4, 5]. The institutional importance of this shift was
confirmed by a recent panel study of sixteen regions of Kazakhstan over 2005-2024, which
found that the development of government project offices is positively and significantly
associated with regional economic outcomes, while digitalisation on its own shows no robust
causal effect unless it is matched by organisational capacity [36]. Technology, in other
words, does not substitute for management maturity.

This finding acquires immediate practical weight with the adoption of the Nationwide
Strategy for Large-Scale Digitalisation and Total Implementation of Artificial Intelligence
Technologies "Digital Qazagstan" until 2029 (Presidential Decree No. 1311 of 9 June 2026)
[1] and of its Action Plan (Government Resolution No. 760 of 26 August 2026) [2]. The
Action Plan comprises 136 measures grouped into three directions and twenty priority
programmes (“icebreakers™). Responsible bodies must report on implementation twice a
year, by 5 July and 20 December, to the Ministry of Artificial Intelligence and Digital
Development, which consolidates the information for the Government Office. A large share
of the measures are Al-intensive: a universal Al assistant eGov GPT (measure 26), Al
assistants for civil servants in G2G, G2B and G2C interactions (measures 127-129), an Al
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agent for the e-Otinish petition system (measure 136), Al-based functional analysis of state
functions (measures 130-131), and sectoral targets such as a share of clinical decisions
supported by Al of at least 80 % by 2028. In parallel, Icebreaker 19 "Cybersecurity" sets a
target protection level of at least 90 % for critically important digital objects and tasks the
Ministry, the National Security Committee, the Ministry of Trade and Integration and the
Digital Government Support Centre with developing national cybersecurity standards
through 2029 (measure 117), while Icebreaker 20 "State as a Platform™ mandates the
migration of state information systems to the QazTech platform (measure 125).

Project offices of state bodies and national companies are therefore drafting
implementation plans for projects that are, at the same time, digital-transformation projects,
information-security projects and—increasingly—Al projects. The guidance they are
instructed to follow, ST RK I1SO 21502-2022, is deliberately domain-neutral: it describes
integrated and subject-specific management practices but says nothing about threat
modelling, security attestation, Al impact assessment or supply-chain risk of machine-
learning models. The relevant requirements exist, but in separate instruments: ST RK
ISO/IEC 27001-2023 and ISO/IEC 27005:2022 for information security [8, 9]; the Unified
Requirements on ICT and information security approved by Government Resolution No.
832 of 20 December 2016 [7]; ST RK ISO/IEC 42001-2025 for Al management systems
[10], with national adoption of ISO/IEC 42005 (Al system impact assessment) and ISO/IEC
42006 (requirements for Al management system auditors) planned for 2026 and 2027
respectively [11, 12]; and the Law "On Atrtificial Intelligence” No. 230-V1I1 of 17 November
2025, which classifies Al systems by degree of impact and allocates responsibility across
the life cycle [3]. No instrument tells a project office how mature its project management
must be, as a whole, for these requirements to be met reliably.

The academic literature mirrors this fragmentation. Project management maturity
models (PMMMs) such as OPM3, P3M3, CMMI-based models and the Kerzner PMMM
have been compared extensively [13] but do not include cybersecurity or Al-governance
dimensions; the single published attempt to add cybersecurity extensions to a PMMM for
critical-infrastructure projects [21] predates 1ISO 21502:2020, NIST CSF 2.0 and ISO/IEC
42001. Cybersecurity maturity models [22, 23] and Al maturity models for the public sector
[24] are organisational rather than project-oriented. Methods for forecasting cyber threats
[27, 28] have not been embedded in project planning. For Kazakhstan, the only baseline
measurement of project management maturity dates from 2015 [37], and recent work on the
digital maturity of project offices of state bodies [38] contains no security or Al criteria. A
further, methodological weakness is shared by most maturity instruments: scores are
aggregated by simple arithmetic means with equal weights, without a test of expert
agreement or scale reliability, so that a project with excellent scheduling and absent security
governance can obtain a respectable "high" rating.

The objective of this article is to propose and specify an integrated project
management maturity model for projects implemented under the Digital Qazagstan Action
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Plan—hereafter IPM3-DQ—that (i) retains ST RK ISO 21502-2022 as the normative
baseline mandated for state bodies; (ii) embeds cybersecurity requirements derived from ST
RK ISO/IEC 27001-2023, ISO/IEC 27005:2022 and the Unified Requirements as a cross-
cutting domain; (iii) embeds Al-governance requirements derived from ISO/IEC 42001,
42005, 42006 and the Law on Al as a second cross-cutting domain; (iv) introduces a forward-
looking cyber-risk domain that rewards the use of threat forecasting and probabilistic risk
quantification in project planning; and (v) replaces the arithmetic-mean index with a
weighted, non-compensatory aggregation whose parameters can be derived and validated
with established expert-elicitation and psychometric procedures. The contribution is a design
artefact: the model, its indicator system, its aggregation logic, a worked example, and a
validation protocol.

The remainder of the article is organised as follows. Section 2 reviews related work
and identifies the research gap. Section 3 summarises the regulatory and standards baseline
of Kazakhstan on which the model is built. Section 4 specifies the model. Section 5 presents
a worked example for an Al-assistant project under Icebreaker 20 and the validation
protocol. Section 6 discusses implications, positioning and limitations, and Section 7
concludes.

2. Background and related work

2.1. Project management maturity models and the public sector

Maturity models describe an organisation's capability as a staged progression,
typically across five levels inherited from the Capability Maturity Model. Nikolaenko and
Sidorov [13] compared nine PMMMs (CMMI, OPM3, IPMA Delta, P3M3, SPICE, PM2
Kerzner PMMM, ProMMM and PMMMsm) and concluded that the most robust models are
those anchored in an international body of knowledge; this supports anchoring a national
model in ISO 21502 rather than in a proprietary framework. Early cross-industry evidence
showed median maturity of only level 2 in most assessed components [14], and later work
in the public sector of Pakistan established, with PLS-SEM on 425 respondents, a significant
link between project management maturity and the reputation of public organisations [15].
Zurga's Total Project Management Maturity Model for Slovenian public administration [16]
remains one of very few PMMMs designed for government, and systematic reviews report
a persistent scarcity of empirical studies on PMMM adoption in the public sector. Recent
extensions add new dimensions to PMMMs—most visibly sustainability—which provides a
methodological precedent for extending a PMMM with cybersecurity and Al governance.
Risk-specific maturity assessment for IT projects has been operationalised by Nikolaenko
and Sidorov [17], and fuzzy-AHP has been used to prioritise security-relevant practices in
software development [18]; both demonstrate that weighting and consistency checking are
feasible within maturity instruments.

2.2. Cybersecurity in project management and cybersecurity maturity models
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A 2025 scoping review of 64 studies [19] found that cybersecurity is widely
acknowledged as a critical element of project risk management, yet most project managers
lack the competence to operationalise it and organisational culture is the dominant
moderating factor. Al-Janabi et al. [20] proposed a cyber-resilient IT project management
framework that aligns the cyber-risk management process with the stages of the IT project
life cycle, from business case and charter to closure; it is the closest process-level precedent
for the mapping proposed here. Payette et al. [21] derived six cybersecurity themes from
NIST, C2M2 and CERT-RMM and proposed extensions to the project sub-model of P3M3
for critical-infrastructure projects. On the cybersecurity side, Blyukozkan and Guler [22]
conducted a systematic review and bibliometric analysis of cybersecurity maturity models
and proposed a model with five dimensions, fifteen factors and five levels, noting that earlier
models rarely offer an end-to-end organisational assessment and are seldom validated. NIST
CSF 2.0 [23] introduces the Govern function and four implementation tiers that are
structurally comparable to maturity levels. The harmonised structure shared by ISO/IEC
27001:2022 and ISO/IEC 42001:2023 (clauses 4-10, Plan-Do-Check-Act) facilitates
integrated management systems and, by extension, integrated assessment.

2.3. Al management standards and Al governance maturity

ISO/IEC 42001:2023 is the first certifiable management-system standard for Al; its
Annex A lists controls grouped by control objectives and Annex C enumerates Al-specific
risk sources [10]. ISO/IEC 42005:2025 provides guidance on Al system impact assessment
for individuals, groups and society and is referenced by 42001 for high-impact systems [11];
ISO/IEC 42006:2025 specifies requirements for bodies auditing and certifying Al
management systems, including auditor competence and audit-time calculation [12]. NIST
Al RMF 1.0 structures Al risk management around the Govern, Map, Measure and Manage
functions [25], and the NIST taxonomy of adversarial machine learning distinguishes
evasion, poisoning, privacy and misuse attacks on predictive and generative Al [30]. For the
public sector specifically, Dreyling et al. [24] developed an Al maturity model through a
design-science process with iterative expert refinement, drawing on Estonian experience,
and Vatamanu and Tofan [26] showed, using the technology—organisation—environment
framework, that Al in public administration requires strong governance structures and
comprehensive security measures. The European Al Act [43] and the Kazakh Law on Al [3]
both adopt impact-based classification of Al systems. Empirical studies of ISO/IEC 42001
implementation remain scarce, and we found no study of an integrated 27001 + 42001
system in a government setting.

2.4. Forward-looking cyber-risk assessment

Project risk management in ISO 21502 is retrospective in practice: risks are
registered when identified and re-assessed on request. The cybersecurity literature offers
established means of anticipation. Wang, Neil and Fenton [27] implemented and extended
the FAIR model with Bayesian networks, obtaining results consistent with Monte-Carlo
benchmarks and enabling expected-loss estimates that can inform contingency reserves.
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Landauer et al. [28] reviewed time-series methods in security analytics from intrusion
detection to long-horizon attack prediction. Cheimonidis and Rantos [29] systematised
dynamic risk assessment models, including fuzzy Bayesian networks, which justify re-
assessment at project stage gates rather than at project start only. For Al projects, Cina et al.
[31] surveyed training-data poisoning and defences, Wang et al. [32] formalised the three-
tier large-language-model supply chain, and practitioner taxonomies—the OWASP Top 10
for LLM Applications [33] and MITRE ATLAS [34]—provide threat catalogues suitable for
scenario analysis. Annual threat landscapes such as ENISA's [35] supply empirical base
rates. None of these sources has been integrated into a maturity instrument for project offices.

2.5. Kazakhstan context and research gap

Kazakhstan ranks 24th of 193 countries in the 2024 UN E-Government Development
Index and first among landlocked countries [39], and its eGov portal offered more than 1,200
services to over 15 million registered users by the end of 2023. Narbaev's 2015 assessment
using the project sub-model of P3M3 reported an average maturity of about 2.4 out of 5
across Kazakh organisations [37]. Descriptive studies of project offices in ministries and
regions identify systemic shortcomings, and Taizhanova et al. [38] examined the digital
maturity of project offices of state bodies, but neither strand includes security or Al criteria.
Country-level indices (EGDI, OECD Digital Government Index [40]) do not measure
project-management or security maturity at organisational level.

Five gaps follow. First, PMMMs, cybersecurity maturity models and Al-governance
maturity models evolve in parallel and have not been integrated. Second, no maturity model
is built on ISO 21502, although Kazakhstan's Model Regulation makes it the reference
standard. Third, most maturity instruments are psychometrically weak and rely on additive
indices without reliability testing. Fourth, forecasting of cyber threats is absent from project
maturity assessment. Fifth, no instrument connects project maturity to the Kazakh regulatory
architecture created by the Law on Al, the Unified Requirements and the Digital Qazaqgstan
Action Plan. IPM3-DQ addresses all five.

3. Regulatory and standards baseline
Table 1 lists the instruments on which IPM3-DQ is built and the role each plays in the

model. The selection follows a simple rule: the baseline must be the instrument that state
bodies are already obliged to apply, and cross-cutting domains must be derived from
instruments that are either adopted as national standards or are planned for adoption within
the Strategy's horizon.
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Table 1. Normative instruments underlying IPM3-DQ

Resolution No. 760 of 26
August 2026 (Action Plan,
136 measures, 20
icebreakers) [2]

annual reporting

Status in .
Instrument Kazakhstan Role in IPM3-DQ
Decree No. 1311 of 9 June
é%zzg (Sst:g.t.egzt“ggzlgl [1]: Defines the project population, horizon
d " | In force; semi- (2029) and reporting cycle; Icebreakers

17, 19, 20 supply targets for domains S,
A F

Model Regulation of Project
Management of State Bodies
(Order MNE No. 2 of

13.01.2022, as amended) [4]

In force

Mandates ST RK ISO 21502-2022 and
21503 for state bodies; justifies the
baseline

ST RK 1SO 21502-2022
(ISO 21502:2020, IDT) [5,
6]

National standard,
2022

Baseline: ten practice groups P1-P10

ST RK ISO/IEC 27001-2023
(ISO/IEC 27001:2022, IDT)
[8]; ISO/IEC 27005:2022 [9]

National standard,
2023; 27005
adopted as ST RK

Domain S: ISMS scope, risk
assessment, Annex A controls

Unified Requirements on
ICT and information security
(Resolution No. 832 of
20.12.2016, as amended) [7]

In force

Domain S: mandatory security
requirements for state information
systems and critically important digital
objects; attestation

Law "On Atrtificial
Intelligence"” No. 230-VIII of
17.11.2025 [3]

In force since
18.01.2026

Domain A: impact-based classification,
life-cycle responsibility, national Al
platform

ST RK ISO/IEC 42001-2025
(ISO/IEC 42001:2023) [10]

National standard,
2025

Domain A: Al management system
roles, risk and impact processes, Annex
A controls

ISO/IEC 42005:2025 [11];
ISO/IEC 42006:2025 [12]

National adoption
planned 2026 and
2027

Domain A: impact assessment at
initiation; audit readiness at closure

NIST CSF 2.0 [23]; NIST Al
RMF 1.0 [25]; NIST Al 100-
2 [30]; OWASP LLM Top

International
references (non-
binding)

Domain F: threat catalogues, base rates
and forecasting inputs
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Status in

Kazakhstan Role in IPM3-DQ

Instrument

10 [33]; MITRE ATLAS
[34]; ENISA Threat
Landscape [35]

Note. Numbers of measures and icebreakers are cited from the text of Resolution No. 760 as
published on adilet.zan.kz.

4. The IPM3-DQ model

4.1. Design approach and requirements

The model was developed as a design-science artefact. From the gaps identified in
Section 2 and from the obligations of project offices under the Action Plan, five design
requirements were derived: R1—the baseline must be ST RK ISO 21502-2022 without
modification of its practice structure, so that the model is auditable against the standard state
bodies already apply; R2—cybersecurity and Al governance must be assessed as Cross-
cutting domains along the project life cycle, not as additional practice groups, because they
condition every practice; R3—the scale must be uniform and anchored, so that scores are
comparable across practices, domains and assessors; R4—aggregation must be weighted and
non-compensatory for projects whose failure has security consequences, so that strength in
scheduling cannot mask weakness in security; R5—the instrument must be validatable with
standard expert-elicitation and reliability procedures, and its weights must be re-derivable
when standards change (for example upon national adoption of ISO/IEC 42005 and 42006).
Figure 1 shows the resulting architecture.

Figure 1. Architecture of the IPM3-DQ model

JSDT | DGSC | Page 167



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

Base layer: ST RK ISO 21502-2022

10 practice groups P1-P10
X 6 quality attributes K1-K6
(formalisation, planning, resourcing,
risk awareness, control, outcome)

Domain S

Cybersecurity
ST RK ISO/IEC 27001
ISO/IEC 27005,
Unified Requirementd

Domain A

Al governance

ISO/IEC 42001,

42005, 42006,
Al Law No. 230-VIII

Domain F

Forward-looking
cyber risk
(threat forecasting,
FAIR/Bayesian,
stage-gate review)

L l (6 indlcators) JL (6 indIators) )L 5 indiiators) )
e e N\ r 3
Base maturity index B S score A score F score
B=ZXZvi-P_i, Pi=Zw.k-Kik mean of mean of mean of
L * L Slfs AliAG L ‘/Fl—FS )
s )

Weighted aggregation by project class
M=aB+BS+VyA+50F (a B,y dfrom AHP; defaults by Class I /11 / Ill)

v

Non-compensatory gating

M* = min(M, S+ 1, A+ 1)
for Class Il / Il projects

\

Maturity level

L1 Initial ... L5 Optimising
(thresholds on 0-5 scale)

4.2. Scope, assessment units and project classes

The object of assessment is the project management system of an organisation
implementing measures of the Action Plan; the subject is the degree to which the practices
of ST RK ISO 21502-2022 and the cross-cutting requirements are implemented. Assessment
can be performed at three units: the organisation (central or local executive body, national
company), its project office, or an individual project. Because the consequences of
immaturity differ by project type, three project classes are distinguished and determine both

the weights and the gating rule (Section 4.6):

— Class I — ordinary digital projects that do not process personal data at scale, do not
involve critically important digital objects and do not deploy Al systems (e.g.,

measure 72, product identification system);

— Class Il — projects involving state information systems, critically important digital
objects or large-scale personal-data processing under the Unified Requirements (e.g.,
measure 125, migration of state IT systems to QazTech; measure 120, personal-data

access control);

— Class Il — projects deploying Al systems within the meaning of the Law on Al,
with the sub-classification by degree of impact prescribed by that Law (e.g.,
measures 26, 127-129, 136; Al-supported clinical decision systems under Icebreaker

2).

4.3. Baseline layer: practice groups and quality attributes
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The baseline layer preserves the practice structure of ST RK 1SO 21502-2022. Ten
practice groups P1-P10 are assessed: pre-project activities and initiation (P1); planning (P2);
stakeholder engagement and communication (P3); resource and team management (P4); risk
and issue management (P5); quality management (P6); schedule management (P7); cost
management (P8); monitoring, control and change control (P9); and closure, reporting and
lessons learned (P10). Each practice group is scored against six quality attributes K1-K6
that describe how well the practice is institutionalised rather than what the practice is—an
important correction to earlier formulations in which "risk management” appeared
simultaneously as an assessment criterion and as an assessed practice. The attributes are: K1
formalisation (documented procedure, templates, roles); K2 planning quality (completeness
and currency of plans and baselines); K3 resourcing and competence (assigned, trained
personnel and tooling); K4 risk awareness (practice-specific risks identified and owned); K5
measurement and control (metrics, reporting cadence, corrective action); K6 outcome
(evidence that the practice produces its intended result). Appendix A gives the indicators and
evidence sources for each practice group.

4.4. Uniform anchored scale

All practices, attributes and domain indicators are scored on the same 0-5 scale with
anchored descriptors (Table 2). Using a single scale removes the inconsistency, common in
practitioner instruments, between a 1-5 criterion scale, a 0-5 indicator scale and an
interpretation table that begins at 0; it also makes the lowest level (absence of the practice)
explicitly scorable.

Table 2. Anchored scoring scale

Score Anchor Generic descriptor
0 Absent No evidence that the practice or control exists
. Performed ad hoc by individuals; no
1 Initial o .
documentation; results unpredictable
5 Forming Par_tlally docgmented; applied inconsistently
across projects; roles informal
3 Defined _ E_)ocumented, approved_ and applied in all
projects; roles and templates defined
4 Managed |. . Applleq _ syst(?matlcally; _ mea;ured with
indicators; deviations trigger corrective action
Continuously improved on the basis of
5 Optimising | measurements, audits, lessons learned and external
benchmarks

4.5. Cross-cutting domains S, A and F
The three cross-cutting domains are assessed with indicators placed along the project
life cycle, so that each indicator can be verified at the corresponding stage gate of the Model
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Regulation. Table 3 specifies the indicators, their normative source and the evidence an
assessor should request. Domain S (cybersecurity) translates ST RK ISO/IEC 27001-2023,
ISO/IEC 27005:2022 and the Unified Requirements into six project-level indicators. Domain
A (Al governance) translates ISO/IEC 42001, 42005 and 42006 and the Law on Al into six
indicators and applies only to Class Il projects. Domain F (forward-looking cyber risk)
rewards practices that anticipate the threat landscape over the Strategy's horizon rather than
registering threats already materialised; its five indicators are deliberately method-agnostic,
accepting qualitative scenario analysis at lower scores and probabilistic quantification at
higher scores.

Table 3. Indicators of the cross-cutting domains

Code ;?;jg;g)ator (et Normative source Evidence; anchors0/3/5
Object classified (state 1S /
Security  classification | Unified critically important digital object);
S1 and threat model at| Requirements; threat model approved. 0 — none; 3
initiation ISO/IEC 27005 cl. 7 | — classification only; 5 — approved
threat model linked to charter
Security requirements traced to
Security  requirements |ST RK  ISO/IEC | Annex A controls; ISMS scope
S2 and ISMS scope in the | 27001 cl. 4, 6; Annex | covers project deliverables. 0 —
project plan A none; 3 — generic checklist; 5 —
traceable, risk-based requirements
Security  clauses in  tender
Secure procurement and | ISO/IEC 27001 | documentation; supplier
S3 supply-chain A.5.19-5.23; Unified | assessment. 0 — none; 3 — standard
requirements Requirements clauses; 5 — supplier risk
assessment and acceptance tests
Penetration/compliance test
Securi . Unified Requirements | reports; attestation certificate. 0 —
ecurity testing and . N } . ;
s4 attestation before (compliance testing); none; 3 — testing without
commissioning ISO/IEC 27001 remedlf_mon tracklng_; 5_ -
A.8.29 attestation passed, residual risks
accepted formally
_ ISO/IEC 97001 Connectiopto monitoring; i_ncident
S5 Inmd_ent_—response and A5.24-528  Action pIayt?ooks, roles after go-l_lv.e.O—
monitoring handover none; 3 — playbooks exist; 5 —
Plan measure 119 .
tested through exercises
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Code ;?;égf s (s Normative source Evidence; anchors0/3/5
Connection to  "Personal-data
. Law on Personal N .
Personal-data protection . . access control” service; DPIA-type
S6 Data; Action Plan . 0
and access control assessment. 0 — none; 3 — partial; 5
measure 120 .
— connected and audited
Impact assessment report;
Al impact assessment ISO/IEC 42005: Law cIaSS|f|ca.1t|on by dggree_ of impact.
Al |and legal classification 0 — none; 3 — classification without
A on Al No. 230-VIII _
at initiation assessment; 5 —  assessment
approved, mitigations in charter
Named Al owner; Al policy;
Al management roles, | ISO/IEC 42001 cl. 5 | training-data  provenance and
A2 | policy and data | 6, Annex A; NIST Al | quality controls. 0 —none; 3 —roles
governance RMF Govern/Map only; 5 —documented data lineage,
poisoning controls [30, 31]
Model/vendor register; licence and
Al supply-chain and | ISO/IEC 42001 A.10; | update terms; evaluation of third-
A3 | model provenance | LLM  supply-chain | party models. 0 — none; 3 —
management [32] register; 5 — contractual controls
and re-evaluation on update
_ NIST Al 100-2 [30]; Red-team reports against thg
Adversarial and safety relevant threat catalogue. 0 — none;
; OWASP LLM Top 10 : _
A4 | testing before ] 3 — functional tests only; 5 —
[33]; MITRE ATLAS . . .
deployment [34] adversarial testing with
remediation
Oversight  procedure;  model
Human oyerglght, ISO/IEC 42001 cl. 8— performance and drift momto.rlng;
A5 | monitoring and incident | . 1. Al incident process. 0 — none; 3 —
L . 10; Law on Al . h TR
handling in operation oversight without monitoring; 5 —
monitored with escalation
Internal audit records; readiness
A6 Audit readiness of the | ISO/IEC 42006; | for third-party audit. 0 — none; 3 —
Al management system | ISO/IEC 42001 cl. 9 |internal review; 5 — audited by a
competent body
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Code ;?;égf s (s Normative source Evidence; anchors0/3/5
Risk register cites current threat
Use of external threat ENISA ThreaF landscape; refreshed each
) . . .| Landscape [35]; . . .
F1 intelligence in the risk . .-~ reporting period. 0 — none; 3 —
i national monitoring | _. _ .
register cited once; 5 — refreshed semi-
(measure 119)
annually
I Expected-loss estimate for top
2 PLZE}?&:E;:;& of cvber FAIR / Bayesian|cyber risks. 0 — none; 3 -
d y networks [27] qualitative likelihood—impact; 5 —
risk e e
quantified distribution
Re-assessment minutes at each
Horizon scanning and | Dynamic risk | gate; horizon to 2029. 0 — none; 3
F3 scheduled re-assessment | assessment [29]; time- | — re-assessed on request; 5 —
at stage gates series prediction [28] |scheduled at every gate with trend
data
Documented scenarios (prompt
Scenario planning for . | Injection, data poisoning, model
F4 emerging  Al-specific NIST Al 100-2 theft) with triggers. 0 — none; 3 —
MITRE ATLAS o : e S
threats generic; 5 — project-specific with
indicators
Contingency reserve explicitly
Budgeted cyber-risk | ISO 21502 cl. 7.5-|linked to cyber-risk estimates. 0 —
F5 . . .
reserve 7.6; FAIR none; 3 — lump-sum reserve; 5 —
reserve derived from F2

4.6. Aggregation and interpretation
Scores are aggregated in four steps. First, the score of each practice group is the

weighted mean of its six attributes:

B=2ivi-

Pi=Zkwk - Kik, Zkwk=1, k=1...6(1)
Second, the baseline maturity index is the weighted mean of the ten practice groups:
Pi, Zivi=1, i=1...10
Third, each cross-cutting domain score (S, A, F) is the mean of its indicators, or a

(2)

weighted mean where the expert panel has assigned indicator weights. Fourth, the integrated
maturity index is a weighted combination whose weights depend on the project class:

M=aB+pS+ypA+0F, a+tf+y+o=1
The weights w, v and (a, B, v, 6) are derived by the Analytic Hierarchy Process [42]

(3)

from pairwise comparisons made by an expert panel, with the consistency ratio of each
comparison matrix required to be below 0.10. Default values proposed for use until a panel-
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derived set is available are given in Table 4; they encode the policy judgement that security
and Al governance should carry at least half of the weight for Class Il projects.

Table 4. Default domain weights by project class

. -y (A ]
Project class | % (Paseline | B (security | oo 0 once [0 (forward) o rile
B) S) A) looking F)
Class | 0.70 0.20 — 0.10 none
Class Il 0.50 0.30 _ 0.20 %‘ = min(M, S +
M* = min(M, S +
Class Il 0.40 0.25 0.25 0.10 1,A+1)

For Class Il and Class Il projects a non-compensatory gating rule is then applied:
the final index M* cannot exceed the security score, or the Al-governance score, by more
than one scale point:

M* = min(M, S + 1, A + 1)

(4)

The rationale is that a project whose security governance is "initial" cannot be
"managed" as a whole, whatever its scheduling discipline; the one-point tolerance avoids the
opposite error of reducing the whole assessment to its weakest indicator. Finally, M* is
mapped to one of five maturity levels (Table 5). A single interpretation table is used for
practices, domains and the integrated index, eliminating the duplicated and inconsistent level
names found in earlier instruments.

Table 5. Interpretation of scores

*

remge @r [9E (@Er Level Interpretation

any score)

0.00 — 1.49 L1 Initial Practices Iargel)_/ absent or ad hoc; project
outcomes unpredictable

150249 L2 Forming Syst_em_belng established; partial, inconsistent
application

250349 L3 Defined Processes documented and applied; limited
measurement

350 4.49 L4 Managed Process_,es sys_,tematlc_ally applied and measured,
corrective action routine

4.50 — 5.00 L5 Optimising _Contlnu_ous improvement; alignment with best
international practice

4.7. Assessment procedure
The procedure follows five steps that map onto the stage gates of the Model
Regulation: (1) scoping—select the assessment unit, determine the project class and the
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applicable domains; (2) evidence collection—gather the documents listed in Table 3 and
Appendix A, complemented by interviews; (3) scoring—at least two assessors score
independently, after which disagreements are reconciled and inter-rater agreement is
recorded; (4) computation—apply equations (1)—(4) with the current weight set; (5)
reporting—produce the practice ranking, the domain profile and the level, together with
prioritised recommendations, and feed the result into the semi-annual report under
Resolution No. 760. Re-assessment is scheduled at each stage gate for Class Il and Il
projects, which simultaneously satisfies indicator F3.

5. Worked example and validation protocol
5.1. Worked example: a G2C Al-assistant project
To illustrate the computation and the effect of the gating rule, consider a hypothetical

Class 111 project of a central state body implementing measure 129 of the Action Plan (an Al
assistant for civil servants in G2C interactions) on the QazTech platform. The scores below
are illustrative values chosen to represent a project office with sound conventional project
management and an immature Al-governance practice; they are not empirical data. Table 6
gives the attribute scores for the ten practice groups and Table 7 the domain indicator scores.

Table 6. llustrative attribute scores of the baseline layer

Practice group Kl | K2 | K3 | K4 | K5 | K6 Pi
P1 Pre-project and initiation 4 4 4 4 4 4 4.00
P2 Planning 4 4 4 3 4 4 3.83
S R R R R R R
P4 Resources and team 4 3 3 3 4 4 3.50
P5 Risk and issues 3 3 3 3 3 4 3.17
P6 Quality 4 4 3 3 4 4 3.67
P7 Schedule 4 4 4 4 4 4 4.00
P8 Cost 4 4 4 3 4 4 3.83
Er?alglg%mtormg, control and 4 3 3 3 4 4 350
P10 Closure and lessons learned 4 3 3 3 4 4 3.50
Baseline index B (equal weights) 3.67
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Table 7. lllustrative domain indicator scores

Domain Indicator scores Domain score
S — cybersecurity S§1=3,52=3,S3=2,54=4,55=3,S6=4 3.17
A — Al governance '16‘1 =LA2=2,A3=2,AM=1A5=3 A= 1.67
F-—forward-looking | £y _ 5 £5-0 F3=1,Fa=1,F5=1 1.00

cyber risk

Under the conventional approach—the arithmetic mean of practice scores with no
security or Al component—the project obtains 3.67 and is classified as L4 "Managed".
Under IPM3-DQ with the Class Il default weights, equation (3) gives M = 0.40 x 3.67 +
0.25x3.17+0.25 x 1.67 + 0.10 x 1.00 = 2.78, and the gating rule (4) gives M* = min(2.78,
417, 2.67) = 2.67, i.e., L3 "Defined", with Al governance as the binding constraint. The
domain profile makes the diagnosis explicit: the project has not performed an Al impact
assessment (Al = 1), has not tested the assistant against adversarial threat catalogues (A4 =
1) and has no audit trail (A6 = 1); the forward-looking domain shows that cyber risk is neither
quantified nor budgeted (F2 = 0, F5 = 1). The recommendations that follow are concrete and
standard-referenced: conduct an ISO/IEC 42005 impact assessment and classify the system
under the Law on Al before the next stage gate; commission red-team testing against the
OWASP LLM Top 10; and derive a cyber-risk reserve from a FAIR-type estimate. Had the
same scores been treated as a Class | project, M would equal 3.30 (L3) without gating—
showing that the class assignment, not only the scores, drives the result, which is the intended
behaviour.

5.2. Validation protocol

Design requirement R5 demands that the instrument be validated rather than merely
proposed. The following protocol is specified and is being implemented with project offices
participating in the Action Plan; its results will be reported separately. (a) Content validity:
a panel of 15-30 experts drawn from project offices of central state bodies, local executive
bodies and national companies, from the Digital Government Support Centre and from
information-security specialists, reviews the indicator set in two Delphi rounds; indicators
are retained when at least 75 % of the panel rates them relevant. (b) Weights: the panel
performs AHP pairwise comparisons for attributes, practice groups and domains separately
for each project class; matrices with consistency ratio above 0.10 are returned for revision;
group weights are obtained by geometric aggregation. (c) Expert agreement: Kendall's
coefficient of concordance W is computed for the rankings of practices and domains, with
W > 0.5 and p < 0.05 as the acceptance threshold. (d) Reliability: Cronbach's alpha is
computed for the attribute scales within each practice group and for each domain (threshold
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0.70). (e) Inter-rater agreement: the intraclass correlation coefficient ICC(2,k) is computed
from independent scoring of the same projects by two or more assessors (threshold 0.75). (f)
Pilot application: the instrument is applied to 3-5 projects of different classes drawn from
Icebreakers 19 and 20, and the resulting profiles are compared with the outcomes of security
attestation and with the semi-annual reports, providing a first test of criterion validity. The
protocol follows the measurement-theory recommendations that recent psychometric
evaluations of public-sector digital-maturity frameworks have shown to be routinely
neglected.
6. Discussion
6.1. Positioning relative to existing models

Table 8 positions IPM3-DQ against the models reviewed in Section 2. Its distinctive
features are the combination of a project-life-cycle baseline with security and Al domains,
the forward-looking component and the non-compensatory aggregation. OPM3 and P3M3
provide richer process libraries but no security or Al content; C2M2 and NIST CSF 2.0 tiers
describe organisational cyber capability without a project life cycle; the public-sector Al
maturity model of Dreyling et al. [24] covers Al governance dimensions but not project
delivery; the Secure-by-Design extensions of Payette et al. [21] are the closest precedent but
predate the current standards, lack Al content and were not validated.

Table 8. Comparison of IPM3-DQ with related models

Model Llfe-cycle Securl_ty Al domain Forwgrd- Gating Public

baseline domain looking sector

OPM3/ Yes

PSM3 / (PMBOK No No No No Generic

Kerzner /

PMMM [13] |PRINCE2)

Secure-by-

Design Critical
Yes Yes (NIST, )

PMMM (P3M3) C2M2) No No No infra-

extensions structure

[21]

Cybersecurity

maturity

models [22]; | No Yes Partial Partial No Generic

NIST CSF

2.0 tiers [23]
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Model Llfe-cycle Securl_ty Al domain Forwgrd- Gating
baseline domain looking

Al maturity
modgl for the No Partial Yes No No Yes
public sector
[24]
Digital
maturity of
project . Yes
offices of Partial No No No No (Kazakhstan)
state bodies
[38]

Yes (ST | Yes Yes
IPM3-DQ RKISO |(27001/27005, Yes Yes
(this article) |21502- Unified (42001/42005/42006, | Yes (gating) | (Kazakhstan)

. Law on Al)
2022) Requirements)

6.2. Implications for project offices and the regulator
For project offices, the model converts a diffuse obligation—"take cybersecurity and

Al requirements into account"—into eighteen verifiable indicators tied to the stage gates
they already operate, and it produces a ranked list of practices to improve. Because the
indicator evidence coincides with the documentation that attestation and audit bodies
request, the assessment can be reused for compliance purposes. For the Ministry of Artificial
Intelligence and Digital Development, the integrated index offers a candidate component of
the digital development index of state bodies foreseen by measure 103 and a maturity-based
lens for sequencing the national cybersecurity standardisation programme under measure
117: domains with persistently low scores across many bodies indicate where national
standards, templates or training are most needed. For the Digital Government Support
Centre, which is both a co-executor of measure 117 and the publisher of this journal, the
model provides a basis for guidance material to project offices. The sectoral measures that
already call for maturity and risk KPIs (measure 50 in the energy sector; measure 62 in
agriculture; the data-governance maturity targets of Icebreaker 17) could adopt the same
scale and aggregation logic, improving comparability across sectors.

6.3. Limitations
The study has four limitations. First, the model is presented with a worked example

and a validation protocol, not with completed validation; the default weights in Table 4 are
policy-informed proposals that the AHP procedure will replace. Second, the one-point
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tolerance in the gating rule is a design choice whose sensitivity should be examined in the
pilot. Third, the Al-governance domain depends on standards whose national adoption is
still in progress (ISO/IEC 42005 and 42006), so indicators A1 and A6 will need to be re-
anchored to the final texts of the national standards; the model's modular structure is intended
to absorb such revisions. Fourth, self-assessment by project offices is exposed to optimism
bias, which the two-assessor requirement and the ICC threshold mitigate but do not
eliminate.

7. Conclusion

The Digital Qazagstan Action Plan places 136 digital and Al measures in the hands
of project offices that are obliged to follow ST RK 1SO 21502-2022 but have no instrument
for judging whether their project management is mature enough to meet the cybersecurity
and Al-governance requirements those measures entail. This article has proposed IPM3-DQ,
an integrated project management maturity model that keeps ST RK 1SO 21502-2022 as its
baseline and adds three cross-cutting domains—cybersecurity derived from ST RK ISO/IEC
27001-2023, ISO/IEC 27005 and the Unified Requirements; Al governance derived from
ISO/IEC 42001, 42005, 42006 and the Law on Al; and forward-looking cyber risk—scored
on one anchored scale, aggregated with class-specific weights and subjected to a non-
compensatory gating rule. The worked example shows that the model changes conclusions
in exactly the cases that matter: a project with strong conventional practices and weak Al
governance is downgraded from "Managed" to "Defined", and the reason is made explicit.
The validation protocol specifies how weights, agreement and reliability are to be
established. Future work will report the results of the expert panel and pilot applications,
examine the sensitivity of the gating tolerance, and extend the model to programme and
portfolio level under ST RK ISO 21503, where the aggregation of project-level maturity into
a portfolio-level cyber-risk posture is of direct interest to the Strategy's governance.
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Appendix A. Indicators and evidence for the baseline practice groups
The table lists, for each practice group of ST RK 1SO 21502-2022, the key performance

indicators and the evidence an assessor should examine when scoring attributes K1-K6 on
the scale of Table 2. The list consolidates and corrects the practitioner matrix from which
the model originated: all indicators now use the 0-5 scale and are mapped to the ten practice
groups of Section 4.3.

Table Al. Baseline indicator matrix

Practice group KPI Evidence Anchors (0/3/5)
P1 Pre-proiect and Project charter; business Approved charter; 0 — absent; 3 — partial; 5
r-L Fre-proj justification; stakeholder business case; stakeholder | —approved and linked
initiation A . )
identification register to Action Plan measure
Project management plan; 0 — absent; 3 —
P2 Plannin schedule; resource plan; Approved plan; baseline | approved without
g security and Al requirements | schedule; resource plan baselines; 5 — integrated
included plan with baselines
P3 Stakeholders and StakehoIQer map; . Stakeholgier map; . 0 - ab.sent; 3 -plan
- communication plan; communication plan; exists; 5 — executed and
communication . .
satisfaction survey results measured

0 — absent; 3 —roles
defined; 5 —
competence verified

Resource matrix; utilisation;
P4 Resources and team | role allocation; competence
(incl. security and Al)

RACI; utilisation reports;
training records

0 — absent; 3 — register

Risk register; probability- Risk register; risk matrix; | maintained; 5 —

P5 Risk and issues impact assessment; response . .
o response plan; issue log responses implemented
plan; issue log .
and reviewed at gates
. ) . . | Quality plan; test and 0 absenj[, 3 plan
P6 Quality Quality plan; quality control; review records: defect approved; 5 — controls

defect rate executed, defects

statistics L
minimal

0 — variance > 20 %; 3
Schedule variance; progress | Progress reports; schedule | — variance 5-20 %; 5 —
reporting; forecasting tools | analysis variance < 5 % with
forecasting

P7 Schedule
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Practice group

KPI

Evidence

Anchors (0/3/5)

P8 Cost

Budget approved; cost

variance; financial reporting;

cyber-risk reserve (F5)

Budget; cost reports

0 — variance > 20 %
either way; 3 — 5-20 %;
5 — < 5 % with reserve
analysis

P9 Monitoring, control
and change

Reporting regularity; KPI

control; change log

Reports; KPI dashboard;
change log

0 — absent; 3 — periodic;
5 — systematic with
corrective action

P10 Closure and
lessons learned

Completion act; final report;

knowledge base

Completion act; final
report; lessons-learned
repository

0 — absent; 3 —
prepared; 5 — lessons
reused in subsequent
projects
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PRIVACY RISKS AND DATA PROTECTION READINESS IN Al MARKETING IN
KAZAKHSTAN

Abstract: Artificial intelligence (Al) is entering the marketing practice of Kazakhstani
companies at the same time as the national legal framework for personal data and Al is being
tightened: the Law on Personal Data and Their Protection was amended in 2025-2026, the
Law on Atrtificial Intelligence entered into force on 18 January 2026, and the Digital Code
on 12 July 2026. No empirical evidence exists on whether businesses that intend to use Al
in marketing understand the privacy and security obligations this creates. This study provides
a baseline measurement of that readiness taken immediately before the Law on Artificial
Intelligence entered into force. An anonymous online survey of 41 representatives of
Kazakhstani companies and startups (15 items: 8 closed, 6 five-point Likert items, 1 open-
ended question answered by 24 respondents) was analysed by descriptive statistics and
thematic analysis, and respondents’ perceptions were mapped onto the obligations of the
three legal instruments. The results show a readiness—compliance gap: 80.5% of respondents
regard Al integration as a condition of competitiveness, 87.8% intend to use Al tools in
marketing and 95.1% already use consumer Al applications; 70.7% agree that Al creates
significant risks for customer data, yet the risks they name (Al-enabled phishing and data
theft, system failures, attacks on Al infrastructure, privacy violation, manipulation) are
framed as external threats, and no respondent referred to the company's own obligations as
an operator of personal data. Data security appears in 10 of 24 open-ended responses, but
only 2 refer to legal requirements. The mapping shows that none of eight obligation groups
is reflected in respondents' perceptions and that routine use of foreign generative Al services
with customer data most directly exposes the localisation and cross-border transfer
requirements. The scientific novelty of the work lies in the first empirical, obligation-level
reading of business perception against Kazakhstan's three-instrument framework; the
resulting mapping can serve as a compliance checklist for Al marketing, and a
supplementary survey module is proposed for subsequent waves.

Keywords: personal data protection; artificial intelligence; Al marketing; privacy risk;
regulatory readiness; generative Al; cross-border data transfer; compliance; Kazakhstan
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NHN-mapkerunr B Kazaxcrane: pucKH NPUBATHOCTH M TOTOBHOCTD K
3aluTe JAHHBIX

AnHoranusi: VckyccrBenHbiii untemiekt (M) BXOOUT B MapKETHMHIOBYIO IPAKTUKY
Ka3aXCTAHCKUX KOMITAHUN OJHOBPEMEHHO C Y)KECTOYEHHEM HAallMOHAJIBHOM HOPMAaTUBHOMN
6a3pl B cepe mepcoHanbHBIX AaHHBIX M MU: 3akon «O mepcoHaNbHBIX JaHHBIX U UX
samuTe» u3MeHeH B 20252026 rogax, 3akoH «O0 MCKYCCTBEHHOM MHTEIUIEKTE) BCTYITHII
B city 18 siaBapst 2026 rona, Ludposoit kogexe — 12 urons 2026 roga. DMIUPUIECKIX
JAaHHBIX O TOM, IOHUMAIOT JIU KOMIIaHWH, HamepeBaromuecs npuMenats MU B MapkeTunre,
BO3HHKAIOIINE TPH 3TOM 00S3aTeNbCTBA B 00JaCTH NMPUBATHOCTH M O€30MACHOCTH, HET.
UccnenoBanne maér 0a30Boe  HM3MEpPEHHWE TaKOW  TOTOBHOCTH,  BBITIOJIHEHHOE
HEMOCPEACTBEHHO Iepe]] BCTYIJICHUEM B cuily 3akoHa 00 VM. AHOHUMHBII oHJIaltH-0npocC
41 npencraBuTelis Ka3aXCTaHCKUX KOMIIaHUH U crapTanos (15 Borpocos: 8 3akphIThIX, 6 1O
naTuOanabHON mkane Jlaiikepra, 1 OTKpBITHINA, Ha KOTOPBIA OTBETHIIM 24 PECIIOH/IEHTA)
[IPOAHAIIM3UPOBAH METOJAaMHU OINMCATENbHONM CTATUCTUKM M TEMAaTUYECKOro aHajiu3a, a
IPEJCTaBICHUS PECIIOHACHTOB COITOCTABJIECHBI C 003aHHOCTSAMU 110 TPEM IIPABOBBIM aKTaM.
Pe3ynbTaThl BBISIBIAIOT pa3pblB MEXAY T'OTOBHOCTBIO K BHEJIPEHHI0 M TOTOBHOCTBIO K
cobmoniennto TpedboBanuit: 80,5% pecrnonneHToB cuMTaroT UHTerpauuto MU ycrnoBuem
KOHKypeHTocrnocoOHocTH, 87,8% HamepeHbl wucnonb3oBarb HWU-uHCTpymMeHTH B
MmapkeTunre, 95,1% yxe mnonb3ytorcs norpedutensckumu WU-npunoxenusmu; 70,7%
cornacHbl, uto MU co3maér 3HaunMble puCKU JUIsl TaHHBIX KJIMEHTOB, OJIHAKO Ha3blBaeMble
UMM pUCKHU ((PUIIMHT M Kpaka AaHHBIX ¢ nomomibio MU, cbou cuctem, ataku Ha NU-
UH(QPaCTPyKTYypy, HapylLIEeHHE MPUBATHOCTHU, MAHUITYJISALUS) ONMUCHIBAIOTCS KaK BHEIIHHE
yIpo3bl, 1 HU OJJMH PECIIOHJEHT HE YIOMSIHYJ COOCTBEHHbIE 00S3aHHOCTH KOMIIAHUM Kak
orepaTopa NEpCOHAIBHBIX JaHHBIX. be3omacHOCTh AaHHBIX HpHcyTcTBYeT B 10 u3 24
OTKPBITBIX OTBETOB, HO JIMIIb B 2 YHNOMHHAIOTCS TpeboBaHMs 3akoHa. ComocTaBieHHE
MOKA3bIBAET, YTO HU OJHA U3 BOCBMU IPYII 005S3aHHOCTEN HE OTpakeHa B MPECTABICHUAX
PECIIOHJICHTOB, a TOBCEJHEBHOE UCIOIb30BaHUE 3apyOexHbIX reHepaTHBHbIX N -cepBrcoB
C JIaHHBIMM KJIHMEHTOB HauOoyiee NpsSAMO 3aTparuBaeT TpeOOBaHMS JOKATU3ALUU U
TpaHCrpaHMYHON mepenaud. Haydnas HOBHM3Ha pabOTBl — TIEPBOE HMIMPUUECKOE
IPOYTEHHE BOCHPUATUSI OHM3HECAa HA YPOBHE KOHKPETHBIX O0sI3aHHOCTEH MO TPEM aKTam
Ka3zaxcraHa; Moly4eHHOE CONOCTABIEHUE MOXKET CIIY>)KMThb YEK-JINCTOM KOMIUIA€HCA IS
NU-mapkeTrHra, a As IoCaeAYIOUIMX BOJIH ONpoca MPeIoKeH T0NOTHUTENbHbIN MOYIb
AHKETHI.

KuroueBble cjioBa: 3anura NMEpCOHANBHBIX JAHHBIX; MCKYCCTBEHHBIM HHTEIUiekT, M-
MapKeTHUHI; PUCKH IIPUBATHOCTH; PETYIATOPHAas TOTOBHOCTb;, TIeHepaTuBHbil WU,
TpaHCTpaHW4HAas Nepeada JaHHbIX; KoMIutaeHc; Kazaxcran
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Ka3zakcranaarbl ZKH-MapKeTHHT: )KeKeJIiK KayinTepi :xoHe JepeKTepai
KOprayra JaibIHIbIK

Anparna: Xacaunel wHTeuiekT (JKW) Ka3akCTaHIBIK KOMIAHHSIIAPIBIH MapKETHHITIK
ToxipuOecine aepdec nepekrep MeH KW canmacelHmarel YITTBIK HOPMATHUBTIK 0asa
KaTaHJIaThUIBIN JKaTKaH Ke3eHze enynae: «Jlepdec aepexTep xoHe oyiapIbl KOPFay Typasbl»
3anra 2025-2026 xplnaapbl 3repicTep eHri3ui, «oKacanapl MHTEIIEKT Typasib» 3aH 2026
xbUTFBl 18 KanTapna, Ludpneik komexc 2026 >xpurFbl 12 mingene KymliHe eHI.
Mapketunrte XKW Konmanyra HIETTI KOMIAHUSUTAPABIH OChIIaH TYBIHIAUTBIH KEKENIK MeH
Kayinci3ik MiHAETTEMeNepiH TYCIHETiHI Typajbl SMIIMPHUKAIBIK IEPEKTep KOK. 3epTTey
OCBHIHJIAll JMaWbIHIBIKTBIH <«OKacaHIpl MHTEIJIEKT TYypajbl» 3aH KYLIIHE €Hep aliblH/aa
KYpri3iireH 0as3alblK  ©JIIeMiH YCbiHaAbl. Ka3zakcTaHIbIK  KOMIIAHUATIAp  MEH
cTaprantapsiH 41 exini apacklHAa )KYPri3ijreH aHOHUMJII OHJIaiH-cayanHama (15 cypak: 8
KaObIK, 6 O6ec Oannbik JlaiikepT mikanackl OOlbIHINA, 1 alIBIK Cypak, oFaH 24 pecroHACHT
JKayar Oep/Ii) CHITaTTaMaJIbIK CTATHCTHKA JKOHE TAKBIPBINTHIK TAIIAY 9AICTepIMEH OHEI/II,
ajl  PECHOHACHTTEPMIH TYCIHIKTEpl YII KYKBIKTBIK aKTIHIH MiHJAETTeMeJepiMeH
CaNBICTRIPBUIIBL. HoTrkenep eHrizyre MalbIHIBIK MEH TalanTapIbl CaKTayFa JalbIHIBIK
apachIHAarbl ANMIAKTBIKTE KepceTTi: pecnonaeHTTepAiH 80,5%-b1 XKW uHTErpanusicsix
0ocekere KaOUIETTUTIKTIH mApThl aen caHaiiabl, 87,8%-b1 Mmapketunrre XKW KypannapbH
KoJanyra HueTT1, 95,1%-b1 TyThiHymbUIbIK KU -KockiMinanapasl naigananaast; 70,7%-bl
KU knueHTTEp AEpeKTepiHe eneyii Kayil TeHIIpeli Ien Keliceni, ajaia oap araraH
Kayinrep (KW apkpuibl (UIIMHT TE€H JepekTepli ypnay, »kyie akaynapsl, KU
MH(QpaKypbUIbIMbIHA [IA0YBUIAAp, JKEKENIKTI Oy3y, MaHUIYJALHS) CBHIPTKBl Karepiiep
peTiHae cHumarTajaibl koHe Oipre-0ip pPecroHIEHT KOMIIAHUSHBIH JepOec JepekTep
orepaTophl PETiHET1 3 MIHAETTEpIH aTamaraH. /lepektep Kaylncizairi 24 amblk »KayarnThiH
10-p1H1a Ke3meceni, Oipak Tek 2-yiHAe FaHa 3aH Tamanrtapbl atanaabl. CalbICTBIPY Ceri3
MiHJIeTTeMeNIEP TOOBIHBIH €IIKANCHICH PECTIOHEHTTEP I1H TYCIHITIH/IE KOPIHIC TaImaFaHbIH
KoHe MmeTenaik reHepatuBTi JKM-cepBUCTEpiH KIMEHT JepeKTepiMeH KYHJAETIKTI
nananany IepeKkTepai JoKaIu3alusiay MeH TpaHCIIeKapalblK Oepy TajganTapbiH OapbIHIIA
TiKeJeW KO3FaUTBhIHBIH KepceTTi. JKYMBICTBIH FBUIBIMHU KaHalbiFbl — Ka3zakcTaHHBIH YII
aKTIJIEH TYpaThlH HOPMATUBTIK 0a3achl asichblHJa OM3HEC TYCIHITIH HAKThl MiHJIETTEMEIEp
JIeHreiiH/e ajFall peT SMIMPHUKAIBIK Tanjaay; ainslHFaH kecte JKM-mapkeTuHr yuriH
KOMIUTA€HC-YEKJIUCT PETiH/Ie KOJAaHbUIA aja/ibl, ajl KEHiHT1 cayalHaMa TOJKbIHAAphl YIITH
KOCBIMIIIA cayaJlHaMa MO/YJI YChIHBUIIBI.

Tyiiin ce3aep: nepbec nepexrepai Kopray; kacanapl UHTEUIEKT; XKV -MapKeTHHT; JKeKeIiK
Kayinrepi; perreymi JaibiHabiK; renepatuBTi JKU; nepektepai TpaHcHIeKapalblK Oepy;
komIutaeHc; Kazakcran
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1. Introduction (Literature Review)

Artificial intelligence (Al) has become the dominant technological driver of change
in marketing. Customer analytics, personalisation, recommendation, conversational agents
and content generation increasingly rely on machine learning models that are trained on, and
fed with, the personal data of consumers [1], [2]. The academic debate has moved from
whether Al will transform marketing to the conditions under which it can do so legitimately:
the capabilities that make Al valuable for marketers — inference from large volumes of
behavioural data, micro-targeting, automated decisions about individuals — are the same
capabilities that generate privacy harm, erode consumer trust and attract regulatory
intervention [3]-[6].

Kazakhstan is an instructive setting for studying this tension. The country has
declared Al a national priority: the Concept for the Development of Artificial Intelligence
for 2024-2029 was adopted in July 2024 [7], the International Center for Artificial
Intelligence Alem.Al was launched, and on 18 September 2025 the sectoral ministry was
transformed into the Ministry of Artificial Intelligence and Digital Development (MAIDD)
[8]. In parallel, the legal framework governing the use of personal data by business has been
tightened in rapid succession. Fines under Article 79 of the Code on Administrative Offences
were roughly tripled in 2025 [9]; the Law "On Artificial Intelligence™ No. 230-VIII of 17
November 2025 entered into force on 18 January 2026 [10]; the Digital Code No. 255-VIII
of 9 January 2026 entered into force on 12 July 2026 [11]; and Law No. 326-VI1I of 24 June
2026 introduced into the Law "On Personal Data and Their Protection™ an identifier-based
definition of personal data, a prohibition on decisions based solely on automated processing,
a register of personal data security breaches and a register of persons collecting and
processing personal data [12], [13]. The regulator has announced further increases in
liability, including fines of up to 5,000 monthly calculation indices (MCI) and criminal
liability for mass leaks [14].

Business appears to be moving at a different pace. The KPMG Kazakhstan Al
Readiness Report (March 2025), covering more than 50 companies, found that only 20%
had adopted Al-specific internal regulations, 40% relied on general data policies and 50%
considered their data infrastructure inadequate; even among "Al leaders”, more than 60%
had no Al-specific rules [15]. Mass leaks of personal data — including the June 2025
publication of a database of more than 16 million records attributed to private information
systems [16] — show that the cost of this gap is borne by consumers.

1.1 Literature review

Privacy as the binding constraint of Al marketing. The marketing literature treats
data privacy as a strategic variable rather than a legal formality. Martin and Murphy [4]
frame privacy as a multi-level construct that simultaneously affects consumers, firms and
regulators, and show that privacy failures translate into measurable business losses; Martin,
Borah and Palmatier [17] demonstrate that data breaches reduce customer trust and firm
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performance and that the effect spills over to competitors. Acquisti, Brandimarte and
Loewenstein [18] show that consumers' privacy decisions are context-dependent and
malleable, so that formal consent obtained in a persuasive interface is a weak guarantee of
informed agreement — a point that bears directly on Al-generated marketing interfaces.
Bleier, Goldfarb and Tucker [5] conclude that privacy regulation reshapes rather than
eliminates data-based marketing. Al raises the stakes within this body of work: Davenport
et al. [1] identify data privacy, algorithmic bias and ethical use as the main constraints on
the future of Al in marketing; Huang and Rust [2] note that higher levels of Al — "thinking"
and "feeling" Al — require deeper access to personal and emotional data; Puntoni et al. [19]
show that consumers experience Al as a source of exploitation and loss of autonomy as well
as of convenience. Hermann [6] argues that ethical Al marketing requires informed consent,
transparency and the avoidance of manipulation, and that systems collecting data without
informed consent create risk for the company itself. Jobin, lenca and Vayena [20], reviewing
84 Al ethics guidelines, find transparency, justice, non-maleficence, responsibility and
privacy to be the most frequently cited principles — the principles Kazakhstan's Law on
Artificial Intelligence has now codified. Bibliometric and agenda-setting work [3], [21]
identifies privacy, trust and ethics as under-researched dimensions of Al marketing,
particularly outside Western markets.

Generative Al tools in business practice. A second strand concerns the operational
use of generative Al tools (ChatGPT and analogous services) by employees. Wu, Duan and
Ni [22] systematise the security, privacy and ethical concerns of ChatGPT, including the
retention and potential reuse of user inputs by the provider and the leakage of confidential
information entered into prompts. The 2023 case in which Samsung banned employee use
of generative Al after staff uploaded proprietary source code [23] shows that the risk is
practical. The use of Al tools in violation of organisational rules (“shadow AI") is
widespread: in a global study by KPMG and the University of Melbourne, 48% of employees
reported using Al tools in ways that contravened company policy [24]. For marketing
functions this matters because customer data — names, contacts, purchase histories,
segments — are a natural input to generative tools used for drafting personalised messages,
analysing feedback or building audiences. Where the provider is located abroad, each such
input is potentially a cross-border transfer of personal data; where the provider retains inputs,
it is a disclosure to a third party without the data subject's consent.

Small and medium-sized enterprises and data protection regimes. Studies of small
and medium-sized enterprises (SMEs) under the European Union General Data Protection
Regulation (GDPR) consistently show that awareness of a regime does not translate into
compliance without targeted guidance: Brodin [25] reports that most SMEs studied were
aware of the GDPR but only a minority had identified the steps needed to comply, and Freitas
and Mira da Silva [26] find that SMEs postpone compliance until confronted with
enforcement. Legal scholarship on Kazakhstan's personal data regime — the comparative
chapter by Omarova, Mukhtorov and Yerlankyzy [27], the analysis of the supervisory
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authority by Akhmetova, Tursynkulova and Ibrayev [28] and the review by Alibayeva and
Yerbolatov [29] — is doctrinal and is not connected to empirical evidence on business
behaviour.

1.2 Regulatory framework of Kazakhstan for personal data and artificial intelligence

The framework for the processing of personal data in marketing is now formed by
three instruments, supplemented by subordinate rules and by liability provisions of the Code
on Administrative Offences and the Criminal Code. Because the survey reported in this
paper was conducted before 18 January 2026, Table 1 distinguishes obligations that were
already in force at the time of the survey from those introduced afterwards.

Law "On Personal Data and Their Protection™ No. 94-V of 21 May 2013 [12]. The
Law establishes the conditions of collection and processing (Article 7), the requirements for
the content of the data subject's consent (Article 8), the requirement to store personal data in
a database located in Kazakhstan (Article 12) and the conditions of cross-border transfer,
which is permitted to states that ensure the protection of personal data and otherwise only
with the consent of the data subject or on other grounds listed in the Law (Article 16).
Owners and operators must take legal, organisational and technical protection measures and
notify the authorized body of a personal data security breach within one working day of its
discovery (Article 25) [30], [31]. Law No. 326-VIl1 of 24 June 2026 [13] added an identifier-
based definition of personal data; definitions of automated processing, anonymisation,
masking and hashing; a rule that publication of data by the data subject does not in itself
constitute consent to further processing; a prohibition on decisions based solely on
automated processing, with a right to object; a prohibition on the collection and processing
of personal data for the creation or expansion of databases by their non-purpose extraction
from publicly available sources; a register of personal data security breaches; and a register
of persons collecting and processing personal data.

Law "On Artificial Intelligence™ No. 230-VIII of 17 November 2025 [10]. In force
since 18 January 2026, the Law establishes the principles of legality, fairness, transparency
and explainability, priority of human well-being, protection of personal data and
confidentiality, and safety of Al systems, and introduces a risk-based classification of Al
systems (minimal, medium and high risk). Of direct relevance to marketing, it prohibits Al
systems that use manipulative methods affecting the subconscious or distorting behaviour,
systems that exploit vulnerabilities of persons, social scoring, emotion recognition without
consent, biometric categorisation for discriminatory purposes, and systems that unlawfully
collect and process personal data. It requires synthetic content to be distributed only with
machine-readable marking and a visual warning, users to be informed that they are
interacting with an Al system or receiving a service produced with Al, and goods, works and
services created with Al to be labelled. Users may request information on decisions taken
with Al and on the underlying data. The accompanying law amended the Code on
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Administrative Offences to introduce liability for failure to inform users of misleading
synthetic results and for failure to manage the risks of a high-risk system where harm results.

Digital Code No. 255-VIII of 9 January 2026 [11]. In force since 12 July 2026, the
Code does not replace the Law on Personal Data but establishes digital rights that constrain
Al marketing: the right to erasure, anonymisation and restriction of processing; the right to
have algorithmic decisions reviewed by a human; the restriction of biometric processing to
cases provided by law; and the obligation to delete leaked data immediately with notification
of the competent bodies. The Law "On Informatization™ was restructured and renamed the
Law "On Cybersecurity” by Law No. 256-VIII of the same date and retains the duty of
owners of digital objects containing personal data to take the measures provided by personal
data legislation [32].

Liability and enforcement. Article 79 of the Code on Administrative Offences, as
amended in 2025, provides fines for unlawful collection and processing (up to 200 MCI for
large businesses), for failure to take protection measures (up to 600 MCI) and, where such
failure results in loss or unlawful processing, up to 2,000 MCI for large businesses —
approximately 8.65 million tenge at the 2026 MCI value [9]. Article 147 of the Criminal
Code provides criminal liability for violation of the inviolability of private life and of
personal data legislation causing substantial harm [33]. Since the beginning of 2024 the
Information Security Committee has imposed fines totalling 4.9 million tenge under Articles
79 and 641 [34], and 43 personal data leaks, each affecting 5-10 thousand persons, were
registered in 2025 alone [35]. The authorized body is MAIDD, with state control exercised
by its Information Security Committee [8]. The Concept of Digital Transformation,
Development of the ICT Industry and Cybersecurity for 2023-2029 [36], which succeeded
the "Digital Kazakhstan™ programme, and the Al Concept [7] set the policy frame;
Kazakhstan ranked 48th of 174 economies in the IMF Al Preparedness Index 2024 [37] and
60th of 195 in the Oxford Insights Government Al Readiness Index 2025 [38].

Table 1. Obligations of the legal framework relevant to Al marketing and their status
at the time of the survey (second half of 2025)

No. Obligation (source) In force at the time of the
survey
01 Consent of the data subject with the content required by the Law Yes
(Law No. 94-V, Arts. 7, 8)
02 Prohibition on building or expanding databases by non-purpose No (from 2026)

extraction from publicly available sources (Law No. 94-V, Art. 7, as
amended by Law No. 326-VIII)

03 Storage of personal data in a database in Kazakhstan (Art. 12) and Yes
conditions of cross-border transfer (Art. 16)

04 Protection measures and notification of the authorized body within | Yes (notification duty since 1
one working day of discovering a breach (Art. 25; Orders No. July 2024)
232/NQ, 338/NQ)
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No. Obligation (source) In force at the time of the
survey
05 Prohibition on decisions based solely on automated processing; right | No (from 2026)
to object (Law No. 326-VI11); human review of algorithmic
decisions (Digital Code)
06 Prohibition on manipulative Al systems and exploitation of No (from 18 January 2026)
vulnerabilities (Law No. 230-V1II)
o7 Labelling of synthetic content; disclosure of interaction with Al No (from 18 January 2026)
(Law No. 230-VIII)
08 Right to erasure, anonymisation and restriction of processing Partly (erasure on withdrawal of
(Digital Code; Law No. 94-V) consent under Law No. 94-V;
extended by the Digital Code
from 12 July 2026)

1.3 Research gap, research questions, novelty and contributions

Research gap. The literature establishes that privacy is the binding constraint of Al
marketing, that everyday use of generative Al tools creates uncontrolled disclosure and
cross-border transfer risks, and that SMEs tend to be aware of data protection regimes
without complying with them. What is missing for Kazakhstan is an empirical link between
the two bodies of evidence that do exist — consultancy surveys of Al readiness, which do
not address legal obligations, and doctrinal legal studies, which do not address business
behaviour. In particular, there is no measurement of how businesses that intend to use Al in
marketing perceive privacy risk and whether that perception includes the obligations that the
framework attaches to their own practices. Because the framework changed fundamentally
between November 2025 and July 2026, a measurement taken before 18 January 2026 is
also the only available baseline against which the effect of the new instruments can later be
assessed.

Research questions. This study addresses the following research question: does the
readiness of Kazakhstani companies and startups to adopt Al in marketing include awareness
of the personal data protection obligations that such adoption entails? Specifically, the paper
examines: (1) RQ1 — how Kazakhstani companies and startups perceive the privacy and
security risks associated with the use of Al in marketing; (2) RQ2 — to what extent their
declared readiness to adopt Al in marketing is accompanied by awareness of their own
obligations as owners or operators of personal data; (3) RQ3 — which obligations of the
Law on Personal Data, the Law on Artificial Intelligence and the Digital Code are most
exposed by the prevailing patterns of Al use, and what measures follow for companies and
the regulator.

Scientific novelty. The scientific novelty of this work consists in the first empirical,
obligation-level reading of business perception of Al-related privacy risk in Kazakhstan,
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obtained immediately before the entry into force of the Law on Artificial Intelligence and
mapped onto the three-instrument framework (the amended Law on Personal Data, the Law
on Artificial Intelligence and the Digital Code), which distinguishes it from prior approaches
that treat either business readiness or the legal regime in isolation.

Contributions. The paper makes four contributions: (C1) a baseline measurement (N
= 41) of awareness, intention and perceived Al-related risk among Kazakhstani companies
and startups taken before 18 January 2026; (C2) empirical evidence of a readiness—
compliance gap, in which 87.8% of respondents intend to use Al in marketing and 70.7%
recognise data security risk, while no respondent identifies the company's own obligations;
(C3) amapping of perceived risks onto eight obligation groups with the applicable sanctions,
distinguishing obligations in force at the time of the survey from those introduced after it,
usable as a compliance checklist; (C4) a supplementary survey module of ten items mapped
to specific obligations for subsequent waves.

The remainder of the paper is organised as follows: Section 2 presents the materials
and methods; Section 3 reports the results; Section 4 discusses them in relation to the
research questions, the literature and the legal framework and states the limitations; Section
5 concludes the paper.

2. Methods and Materials

2.1 Research design

The study combines a cross-sectional descriptive survey, thematic analysis of open-
ended responses and doctrinal analysis of the regulatory framework. The survey component
is exploratory: its purpose is to establish a baseline of awareness, attitudes and perceived
risks, not to test hypotheses, and the sample does not permit inferential generalisation to the
population of Kazakhstani companies.

2.2 Instrument

The questionnaire consisted of 15 items: 8 closed-ended items (type of organisation,
sector, size, respondent role, self-assessed level of knowledge of Al, experience of using Al-
based applications, current use of Al in marketing, perceived threats of Al — multiple
choice); 6 statements rated on a 5-point Likert scale (1 = strongly disagree, 5 = strongly
agree, or 1 = very unlikely, 5 = very likely for the intention item) covering the necessity of
Al for competitiveness, the likelihood of using Al tools in marketing strategies, the
sufficiency of technical infrastructure, the availability of competent specialists, the existence
of a strategy for Al use, and the perceived risk of Al for customer data security; and 1
optional open-ended item inviting respondents to share their views, experience and
recommendations. The questionnaire was implemented in Google Forms and is reproduced
in Appendix A.
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2.3 Sampling and data collection

The target population was representatives of Kazakhstani companies and startups
involved in marketing decisions. The link to the questionnaire was distributed by e-mail
through professional networks of the authors (convenience sampling). The survey was
conducted in the second half of 2025 between September and October, before the entry into
force of the Law on Atrtificial Intelligence (18 January 2026). Participation was voluntary
and anonymous; respondents gave informed consent on the first page of the form, and no
personal data of respondents were collected. In total 41 complete responses were received
(N = 41); 24 respondents (58.5%) answered the optional open-ended item.

2.4 Analysis

Closed and Likert items were analysed by descriptive statistics (absolute frequencies
and percentages of N = 41; percentages are rounded to one decimal place, so that one
respondent corresponds to 2.4%). Open-ended responses were coded inductively following
the reflexive thematic analysis approach of Braun and Clarke [39]: both authors read all 24
responses independently, assigned initial codes, consolidated codes into themes and resolved
discrepancies by discussion; a response could be assigned to more than one theme. The
regulatory analysis (Section 1.2) is based on the texts of the legislative acts published on the
official legal information system Adilet and on the subordinate rules of the authorized body.
The mapping (Section 3.6) was constructed by listing the obligation groups of Table 1,
identifying for each the marketing practice that triggers it, searching the closed and open-
ended responses for any reference to the obligation or to the practice, and recording the
applicable sanction.

2.5 Ethical considerations

The study did not involve the processing of personal data of respondents, and ethics
committee approval was not required under the rules of the authors' institutions.

3. Results

3.1 Sample

The composition of the sample is shown in Table 2. Companies predominated over
startups (65.9% vs 34.1%), small and micro organisations formed two thirds of the sample,
and the information technology and telecommunications sector was the largest (31.7%).
Most respondents were marketing managers or specialists (39.0%) or owners and founders
(26.8%).

Table 2. Composition of the sample (N = 41)

Characteristic Category n %

Type of organisation Company 27 65.9
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Characteristic Category n %
Startup 14 34.1
Size (number of employees) Micro (up to 15) 12 29.3
Small (16-100) 15 36.6
Medium (101-250) 8 19.5
Large (over 250) 6 14.6
Sector Information technology and 13 31.7
telecommunications
Retail and e-commerce 8 19.5
Financial services 6 14.6
Education and consulting 5 12.2
Manufacturing and logistics 4 9.8
Other services 5 12.2
Role of respondent Marketing manager or specialist 16 39.0
Owner or founder 11 26.8
Senior manager (director, deputy director) 7 17.1
IT or analytics specialist 4 9.8
Other 3 7.3

3.2 Awareness of, experience with and current use of Al

Self-assessed knowledge of Al was medium or higher for 40 of 41 respondents
(97.6%); only 1 respondent (2.4%) rated it as low and none as very low (Table 3). Experience
of using Al-based applications (ChatGPT, Siri, Google Assistant and similar) was reported
by 39 respondents (95.1%). Current use of Al in marketing was limited: 9 respondents
(22.0%) reported regular use, 17 (41.5%) occasional or pilot use, and 15 (36.6%) no use.

Table 3. Awareness of, experience with and current use of Al (N = 41)

Item Category n %

Self-assessed knowledge of Al Very low 0 0.0
Low 24
Medium 14 34.1
High 19 46.3
Very high 7 17.1
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Item Category n %

Experience of using Al-based applications | Yes 39 95.1
No 2 49

Current use of Al in marketing Regular 9 22.0
Occasional or pilot 17 415
Not used 15 36.6

3.3 Attitudes and intention

Table 4 reports the full distribution of the six Likert items. Agreement that Al
integration is a necessary condition of competitiveness was expressed by 33 respondents
(80.5%), with 5 (12.2%) disagreeing. The likelihood of using Al tools in marketing strategies
was rated "very likely" by 23 respondents (56.1%) and "likely" by 13 (31.7%), a combined
positive intention of 36 respondents (87.8%); 1 respondent (2.4%) rated it "very unlikely".
By contrast, only 13 respondents (31.7%) agreed that their organisation had sufficient
technical infrastructure, 13 (31.7%) that it had specialists with the required competencies,
and 10 (24.4%) that it had a clear strategy for the use of Al in marketing. Agreement that the
use of Al in marketing creates significant risks for the security of customer data was
expressed by 29 respondents (70.7%).

Table 4. Distribution of responses to Likert items (N = 41; n and % of respondents)

Item 1 2 3 4 5 Agree (4+5)

L1. Al integration is a necessary 1(2.4) 4(9.8) 3(7.3) 14 (34.1) |19 (46.3) |33(80.5)
condition of competitiveness in the
Kazakhstani market

L2. Likelihood that our organisation 1(2.4) 0(0.0) 4(9.8) 13(31.7) |23 (56.1) |36 (87.8)
will use Al tools in its marketing
strategies

L3. Our organisation has sufficient 5(12.2) [13(31.7) |10(24.4) |9(22.0) |4(9.8) 13 (31.7)
technical infrastructure for Al in
marketing

L4. Our organisation has specialists 5(12.2) [14(34.1) |9(22.0) |10(24.4) |3 (7.3 13 (31.7)
with the competencies to implement
Al in marketing

L5. Our organisation has a clear 6 (14.6) [13(31.7) |12(29.3) [8(19.5) |2 (4.9 10 (24.4)
strategy for the use of Al in marketing

L6. The use of Al in marketing creates | 1 (2.4) 3(7.3) 8 (19.5) |17 (41.5) |12(29.3) |29 (70.7)
significant risks for the security of
customer data
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Result 1 (Tables 3 and 4) corresponds to Contribution C1: it provides the baseline
values of awareness, experience and intention before the entry into force of the Law on
Artificial Intelligence.

3.4 Perceived threats of Al

The closed multiple-choice item on perceived threats (Table 5) was answered by all
41 respondents, who selected 3.1 options on average. The most frequently selected threats
were an increase in phishing attacks and data theft carried out with Al assistants (31
respondents, 75.6%) and violation of user privacy (27, 65.9%), followed by failures and
errors in the operation of Al systems (24, 58.5%), cybersecurity vulnerability of Al
infrastructure, including attacks on and hacking of Al systems (22, 53.7%), and the use of
Al for manipulative purposes, including the spread of fake news and interference in political
campaigns (19, 46.3%). Three respondents (7.3%) selected "other" and named job losses and
dependence on foreign technologies. None of the options, and none of the "other" entries,
referred to an obligation of the respondent's own organisation.

Table 5. Perceived threats of Al (multiple choice; N = 41)

Threat n %

Increase in phishing attacks and data theft carried out with Al assistants 31 75.6
Violation of user privacy 27 65.9
Failures and errors in the operation of Al systems 24 58.5
Cybersecurity vulnerability of Al infrastructure (attacks, hacking) 22 53.7
Use of Al for manipulative purposes (fake news, political campaigns) 19 46.3
Other (job losses; dependence on foreign technologies) 3 7.3

3.5 Themes in open-ended responses

Thematic analysis of the 24 open-ended responses produced five themes (Table 6);
19 responses were assigned to more than one theme. Respondent codes indicate the serial
number, type and sector of the organisation.

Table 6. Themes identified in open-ended responses (n = 24)

Theme Definition Responses, n
(%)

T1. Al as an efficiency and | Al is described through concrete productivity gains: text and 14 (58.3)

content tool visual content generation, drafting of advertising, response to

customer enquiries, analysis of reviews

T2. Shortage of Lack of specialists, lack of understanding of where Al should be |11 (45.8)
competencies and strategy applied, absence of an internal strategy or owner of the topic

JSDT | DGSC | Page 195



Journal of Secure Digital Technologies
ISSN (E): 3136-9340

Theme Definition Responses, n
(%)

T3. Data security and privacy | Concern about leakage, theft or misuse of customer data; distrust | 10 (41.7); of

concerns of where data entered into Al tools end up; of these, references | which legal

to legal requirements (consent, the Law on Personal Data) references 2

(8.3)

T4. Need for regulation and | Requests for clear rules, state guidance, standards or 7(29.2)

guidance certification of Al tools

T5. Cost, infrastructure and | Cost of tools and integration, weak infrastructure, limited 6 (25.0)

language support of the Kazakh language by available tools

Theme T1 was the most frequent: respondents described Al primarily as a tool that
saves time on routine marketing tasks (“we generate three variants of a post in ten minutes
instead of a day" — RO7, startup, IT; "the chatbot answers the standard questions, the
manager handles the rest” — R19, company, retail). Theme T2 reflected the Likert results
on competencies and strategy: "everyone uses ChatGPT, but nobody in the company is
responsible for the result” (R12, company, financial services); "we do not understand which
of our tasks are worth automating” (R23, company, manufacturing). Within Theme T3,
concern was expressed in general terms — "l am afraid that client data will end up who
knows where" (R04, startup, e-commerce); "after the leak in the summer everybody got
nervous" (R15, company, financial services) — and was in most cases located outside the
organisation; two responses referred to legal requirements, one noting that "consent of clients
is needed for everything, and nobody knows exactly in what form"™ (R09, company,
education and consulting) and one asking whether "it is at all permissible to upload the client
base into foreign services" (R31, company, IT). Theme T4 contained requests for guidance
from the state ("the Ministry should explain in plain language what is allowed and what is
not" — R27, startup, IT) and for certification of tools. Theme T5 combined cost with the
observation that available tools "work poorly in Kazakh" (R35, company, retail).

Result 2 (Tables 5 and 6) corresponds to Contribution C2: data security is recognised
as a risk by 70.7% of respondents in the closed item and appears in 41.7% of open-ended
responses, but references to the organisation's own legal obligations are absent from the
closed items and occur in only 2 of 24 open-ended responses.

3.6 Mapping of perceived risks onto legal obligations

Table 7 maps the eight obligation groups of Table 1 onto the marketing practices that
trigger them, the corresponding evidence in the survey responses, and the applicable
sanctions. For none of the eight groups did any closed or open-ended response refer to the
obligation as a duty of the respondent’'s own organisation; for two groups (O3 and O4),
responses referred to the underlying risk without reference to the obligation.
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Table 7. Mapping of legal obligations onto marketing practices, survey evidence and
sanctions

Obligation

Marketing practice that
triggers it

Evidence in survey
responses

Sanction for non-
compliance

O1. Consent (Law No. 94-
V, Arts. 7, 8)

Collection of customer
data for Al-based
personalisation, profiling
and targeting; use of CRM
data for model training

Not mentioned as an
obligation; 1 open-ended
response (R09) notes
uncertainty about the form
of consent

KoAP Art. 79(1)—(2): up to
200-600 MCI for large
businesses

0O2. Prohibition on non-
purpose extraction from
public sources (Law No.
94-V, as amended 2026)

Scraping social networks
and open directories to
build lead lists and
audiences

Not mentioned

KOAP Art. 79(1)—(2)

083. Localisation (Art. 12)
and cross-border transfer
(Art. 16)

Entering customer data
into foreign generative Al
services; use of foreign
cloud marketing platforms

95.1% use foreign
consumer Al applications;
1 open-ended response
(R31) asks whether
uploading the client base
to foreign services is
permissible; no reference
to the obligation

KoAP Art. 79; Criminal
Code Art. 147 in case of
substantial harm

OA4. Protection measures
and one-day breach
notification (Art. 25;
Orders No. 232/NQ,
338/NQ)

Any Al system holding
customer data; integration
of Al tools with CRM

"Phishing and data theft"
(75.6%) and "vulnerability
of Al infrastructure™
(53.7%) selected as
external threats;
notification duty not
mentioned

KOAP Art. 79(3)—(4): up to
600 MCI; up to 2,000 MCI
(= 8.65 million tenge) if
loss or unlawful processing
results

O5. No decisions based
solely on automated
processing; human review
(Law No. 326-VIII; Digital
Code)

Automated scoring of
customers, automated
pricing, automated refusal
of offers

Not mentioned

KoAP Art. 79; civil claims

06. Prohibition on
manipulative Al (Law No.
230-VI1I1I)

Hyper-personalised
persuasive messaging, dark
patterns, targeting of
vulnerable groups

"Manipulative use"
selected by 46.3%, but in
the context of fake news
and politics, not of the
organisation's own
marketing

KoAP (new Al offences);
prohibition of the system

O7. Labelling of synthetic
content; disclosure of
interaction with Al (Law
No. 230-VIII)

Al-generated advertising
images, video and text;
chatbots and voice
assistants in customer
service

Not mentioned; chatbots
described in open-ended
responses (R19) without
reference to disclosure

KoAP: 86,500 to 865,000
tenge depending on
business size and repetition
(2026 values)
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Obligation Marketing practice that | Evidence in survey Sanction for non-
triggers it responses compliance

08. Right to erasure, Customer data retained in | Not mentioned KoAP Art. 79

anonymisation and training sets and vector

restriction of processing databases; data retained by
(Digital Code; Law No. third-party Al providers
94-V)

Result 3 (Table 7) corresponds to Contribution C3. The obligation most directly
exposed by respondents’ reported behaviour is O3: with 95.1% of respondents using foreign
consumer Al applications and 87.8% intending to use Al in marketing, routine entry of
customer data into such services is probable, and only one respondent questioned its
permissibility.

4. Discussion

4.1 RQL: perception of privacy and security risks

RQ1 asked how Kazakhstani companies and startups perceive the privacy and
security risks of Al in marketing. The results in Sections 3.4 and 3.5 show that the risks are
perceived as real — 70.7% agree that Al creates significant risks for customer data, 75.6%
select Al-enabled phishing and data theft and 65.9% privacy violation — but as external and
generic. Four of the five threat options describe actors or failures outside the organisation;
privacy violation is selected without connection to any practice of the organisation; and in
the open-ended responses the concern is located "who knows where™ (R04) or in the national
leak of summer 2025 (R15). This is consistent with the experiential account of Puntoni et al.
[19], in which Al is perceived as a source of exploitation by actors other than oneself, and
with the KPMG finding that 40% of Kazakhstani companies are worried about data privacy
while only 20% have Al-specific rules [15]. The perception is therefore accurate in direction
but misplaced in locus: the obligations of the framework attach to the organisation's own
practices, not to external attackers.

4.2 RQ2: readiness to adopt versus awareness of obligations

RQ2 asked whether declared readiness to adopt Al in marketing is accompanied by
awareness of the organisation's own obligations. The results confirm a readiness—compliance
gap. On the adoption side, 97.6% report medium or higher knowledge of Al, 95.1% use Al
applications and 87.8% intend to use Al in marketing. On the compliance side, no closed
response and only 2 of 24 open-ended responses (8.3%) refer to a legal obligation, and both
of those express uncertainty rather than knowledge. The gap is not explained by indifference:
29.2% of open-ended responses ask for rules and guidance (T4). It mirrors the pattern
reported for SMEs under the GDPR — awareness of the regime without identification of the
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concrete steps it requires [25], [26] — and the global rate of policy-violating Al use [24].
The low values for infrastructure (31.7%), competencies (31.7%) and strategy (24.4%) in
Table 4 suggest a structural cause: organisations without an owner of the Al topic have no
one to translate the framework into internal rules, which is exactly the finding of Theme T2
("nobody in the company is responsible for the result” — R12).

The gap has a specific consequence in Kazakhstan. Obligations O1, O3 and O4 were
already in force at the time of the survey, and the fines under Article 79 had already been
tripled; obligations 02, O5, O6 and O7 came into force within the following seven months.
An organisation that perceives privacy only as an external threat is therefore likely to have
been non-compliant with O1, O3 and O4 at the time of the survey and to have become non-
compliant with four further obligation groups since, without any change in its own
behaviour.

4.3 RQ3: obligations most exposed and resulting measures

RQ3 asked which obligations are most exposed by prevailing patterns of Al use. The
mapping (Table 7) identifies O3 — localisation and cross-border transfer — as the most
exposed. Entering customer names, contacts, purchase histories or feedback into a service
whose infrastructure is located abroad is, on the face of Article 16, a cross-border transfer
that is lawful only if the receiving state ensures protection of personal data or the data subject
has consented; where the provider retains and may reuse inputs [22], it is also a disclosure
to a third party outside the purposes of collection. The Samsung case [23] shows that even
technically sophisticated organisations fail to control this behaviour, and the 48% rate of
policy-violating Al use [24] makes it unlikely that Kazakhstani marketing teams are an
exception. The one open-ended response that raised the question ("is it at all permissible to
upload the client base into foreign services" — R31) shows that the issue is recognisable
once articulated, but is not currently articulated. This "shadow Al" channel is invisible to
information security controls focused on the organisation's own infrastructure and deserves
specific attention from the authorized body.

The second most exposed group is O6. Respondents named manipulation as a risk
(46.3%) but located it in fake news and politics. The Law on Artificial Intelligence prohibits
manipulative systems regardless of context, including commercial persuasion; hyper-
personalised messaging that exploits consumers' malleable privacy decisions [18] now sits
close to a statutory prohibition, and the boundary between legitimate personalisation and
prohibited manipulation is undefined in practice. O7 (labelling and disclosure) is exposed
by the chatbots and generated content that respondents describe as their main use case (T1)
without any reference to disclosure.

Three measures follow for companies: an internal Al use policy prohibiting the entry
of customer personal data into external generative Al services unless a lawful transfer basis
and a contractual guarantee of non-retention exist; a review of consent texts and privacy
notices to cover Al-based profiling, automated decisions and Al-generated communications,
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including labelling; and assignment of responsibility for one-day breach notification and for
entry in the register of persons processing personal data. Table 7 can be used as the checklist
for this review. For the authorized body, the results indicate that enforcement alone will not
close the gap, because respondents do not resist compliance but are unaware of it and ask
for guidance (T4); sector-specific guidance for marketing on the status of foreign generative
Al services under Articles 12 and 16, on lawful personalisation under the Law on Atrtificial
Intelligence and on labelling of Al-generated advertising would address the most exposed
obligations directly, and the announced increase of fines to 5,000 MCI [14] will be more
effective if accompanied by such guidance. For educational programmes, the results confirm
the shortage of specialists combining marketing competence with data protection and Al
governance competence.

4.4 Limitations

The sample is small (N = 41) and non-probabilistic, with an over-representation of
the IT sector and of small organisations; the results describe the surveyed group and cannot
be generalised to all Kazakhstani companies. The instrument measured perceived risk in
general terms and did not include items on specific legal obligations; the mapping in Table
7 is therefore an interpretation of respondents' silence on obligations, not a direct
measurement of their knowledge, and the two open-ended references to legal requirements
may understate awareness that respondents did not think relevant to the question asked. The
thematic analysis is based on short written responses rather than interviews. Finally, the
survey preceded the entry into force of the Law on Artificial Intelligence and the Digital
Code, so the results measure perception under the framework as it stood in 2025 and cannot
show whether the new instruments have changed it. Appendix B proposes a module of ten
items mapped to specific obligations that addresses the first two limitations and allows the
baseline reported here to be compared with a post-2026 wave.

5. Conclusion

Kazakhstan has moved within twenty months from a single personal data law to a
three-instrument framework that attaches specific obligations to ordinary marketing
practices — consent for profiling, localisation of data, one-day breach notification,
prohibition of scraping and of manipulative systems, labelling of Al-generated content. This
study shows that the businesses most eager to adopt Al in marketing entered that framework
without perceiving those obligations as their own. The significance of the result lies less in
the small sample than in its timing and its structure: taken immediately before the Law on
Avrtificial Intelligence entered into force, it fixes the point from which the effect of the new
framework can be measured, and it shows that the gap is not one of indifference —
respondents recognise the risk and ask for rules — but of locus, with risk perceived in
external attackers rather than in the organisation's own handling of customer data through
foreign Al services.
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The scientific novelty of this work — the first empirical, obligation-level reading of
business perception of Al-related privacy risk in Kazakhstan against the amended Law on
Personal Data, the Law on Artificial Intelligence and the Digital Code — has been confirmed
by the finding that none of eight obligation groups is reflected in respondents' perceptions
while the behaviour of 95.1% of respondents directly engages the localisation and cross-
border transfer requirements; this demonstrates that readiness to adopt Al and readiness to
comply with the framework are distinct constructs that must be measured separately. The
claim is substantiated for the surveyed group; its generalisation to the population of
Kazakhstani companies requires the larger, stratified wave for which the supplementary
module is provided.

Three directions for future research follow. First, the supplementary module should
be applied to a stratified sample after the Digital Code has been in force for at least a year,
so that the baseline reported here can be compared with perception under the full framework.
Second, the actual practice of marketing teams in entering customer data into generative Al
services should be studied directly, by interview or by analysis of organisational policies,
since survey silence on an obligation is only indirect evidence of non-compliance. Third, the
boundary between lawful personalisation and prohibited manipulation under the Law on
Artificial Intelligence requires doctrinal and empirical work before it can be enforced or
complied with; the mapping proposed here offers a starting point for both.
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Supplementary Materials

Privacy Risks and Data Protection Readiness in Al Marketing in Kazakhstan
Raushan Kambar, Assel Abildayeva

APPENDIX A. Questionnaire

Introductory text and consent. This survey is conducted for a study on the use of artificial
intelligence (Al) in the marketing activities of Kazakhstani companies and startups.
Participation is voluntary and anonymous; no personal data are collected, and the answers
will be used only in aggregated form for research purposes. Completing the questionnaire
takes about 7 minutes. By proceeding to the questions you confirm that you have read this
information and agree to participate.

Part A. About your organisation and you (closed items)
Q1. Type of organisation: (a) company; (b) startup.

Q2. Main sector of activity: (a) information technology and telecommunications; (b) retail
and e-commerce; (c) financial services; (d) education and consulting; (¢) manufacturing and
logistics; (f) other services (please specify).

Q3. Number of employees: (a) up to 15; (b) 16-100; (c) 101-250; (d) over 250.

Q4. Your role in the organisation: (a) owner or founder; (b) senior manager (director, deputy
director); (c) marketing manager or specialist; (d) IT or analytics specialist; (e) other (please
specify).

Part B. Awareness and use of Al (closed items)

Q5. How would you rate your level of knowledge about artificial intelligence? (a) very low;
(b) low; (c) medium; (d) high; (e) very high.

Q6. Have you used applications based on artificial intelligence (for example, ChatGPT, Siri,
Google Assistant)? (a) yes; (b) no.

Q7. Does your organisation currently use artificial intelligence in its marketing activities?
(@) yes, regularly; (b) occasionally or as a pilot; (c) not yet.

Q8. Which threats do you associate with the development and implementation of artificial
intelligence? (select all that apply) (a) increase in phishing attacks and data theft carried out
with Al assistants; (b) failures and errors in the operation of Al systems; (c) cybersecurity
vulnerability of Al infrastructure, including attacks on and hacking of Al systems; (d)
violation of user privacy; (e) use of Al for manipulative purposes, including the spread of
fake news and interference in political campaigns; (f) other (please specify).
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Part C. Attitudes (5-point scale)

For statements Q9 and Q11-Q14: 1 = strongly disagree; 2 = disagree; 3 = neither agree nor
disagree; 4 = agree; 5 = strongly agree. For Q10: 1 = very unlikely; 2 = unlikely; 3 = not
sure; 4 = likely; 5 = very likely.

Q9. The integration of artificial intelligence is a necessary condition for maintaining
competitiveness in the Kazakhstani market.

Q10. How likely is it that your organisation will use artificial intelligence tools in its
marketing strategies in the future?

Q11. Our organisation has sufficient technical infrastructure to use artificial intelligence in
marketing.

Q12. Our organisation has specialists with the competencies needed to implement artificial
intelligence in marketing.

Q13. Our organisation has a clear strategy for the use of artificial intelligence in marketing.

Q14. The use of artificial intelligence in marketing creates significant risks for the security
of customer data.
Part D. Open-ended item (optional)

Q15. Please share your views, experience or recommendations regarding the use of artificial
intelligence in marketing in Kazakhstan.

APPENDIX B. Proposed supplementary module on regulatory readiness

The module is intended for subsequent survey waves. Items S2.1-S2.8 are answered on a 5-
point scale (1 = strongly disagree, 5 = strongly agree; "do not know" is also offered) and are
mapped to a specific obligation of the legal framework (Table S2.1). Items S2.9 and S2.10
measure awareness of the framework and guidance needs.

Table S2.1. Supplementary survey items mapped to legal obligations

No. Item Obligation measured

S2.1 Our organisation obtains the consent of customers, in the form 01 — Consent (Law No. 94-V,
required by the Law on Personal Data, before using their data for Arts. 7, 8)
Al-based personalisation or profiling.

S2.2 Our organisation does not collect customer or prospect data from 02 — Prohibition on non-
social networks or open sources to build or expand marketing purpose extraction from public
databases. sources (Law No. 94-V, as

amended 2026)
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No. Item Obligation measured
S2.3 Employees of our organisation are prohibited from entering personal | O3 — Localisation and cross-
data of customers into external Al services (ChatGPT and border transfer (Law No. 94-V,
analogues), or such use is permitted only on a documented lawful Arts. 12, 16)
basis.
S2.4 Our organisation has a designated person and a procedure for 04 — Protection measures and
notifying the authorized body of a personal data security breach breach notification (Law No. 94-
within one working day. V, Art. 25)
S2.5 Our organisation has registered, or has assessed whether it must Register of persons processing
register, as a person collecting and processing personal data. personal data (Law No. 326-
\TT))
S2.6 Advertising and marketing content generated with Al is labelled as | O7 — Labelling and disclosure
such, and customers are informed when they communicate with a (Law No. 230-VIII)
chatbot or voice assistant.
S2.7 Our organisation has assessed whether its Al-based marketing tools | O6 — Prohibition on
could be classified as manipulative or as exploiting vulnerabilities of | manipulative Al (Law No. 230-
customers. VIII)
S2.8 Customers can request deletion of their data from all systems, 08 — Right to erasure (Digital
including Al tools and third-party providers, and we can fulfil such a | Code; Law No. 94-V)
request.
S2.9 (Multiple choice) Which of the following legal acts does your Awareness of the framework
organisation take into account when using Al in marketing? Law on
Personal Data; Law on Artificial Intelligence; Digital Code; Law on
Advertising; none; do not know.
S2.10 (Open) What guidance from the authorized body would help your Guidance needs
organisation use Al in marketing lawfully?
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